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Preface

The Seventh International Symposium on Spatial and Temporal Databases
(SSTD 2001), held in Redondo Beach, CA, USA, July 12–15, 2001, brought
together leading researchers and developers in the area of spatial, temporal, and
spatio-temporal databases to discuss the state of the art in spatial and temporal
data management and applications, and to understand the challenges and re-
search directions in the advancing area of data management for moving objects.

The symposium served as a forum for disseminating research in spatial and
temporal data management, and for maximizing the interchange of knowledge
among researchers from the established spatial and temporal database commu-
nities. The exchange of research ideas and results not only contributes to the
academic arena, but also benefits the user and commercial communities.

SSTD 2001 was the seventh in the series of symposia that started in Santa
Barbara a dozen years ago and has since been held every two years, in Zurich,
Singapore, Portland (Maine), Berlin, and Hong Kong. By 1999, the series had
become well established as the premier international forum devoted solely to
spatial database management, and it was decided to extend the scope of the
series to also cover temporal database management. This extended scope was
chosen due, in part, to the increasing importance of research that considers
spatial and temporal aspects jointly.

The call for papers attracted 70 submissions, which were submitted by au-
thors from 18 countries and 5 continents, clearly indicating the international
nature of the research area and the symposium. The number of submissions
represents a 30% increase over the previous two symposia. The program com-
mittee selected 25 research papers and two industrial papers for presentation
and discussion at the symposium and inclusion in these proceedings.

The papers in this volume cover diverse aspects of the management of spatial,
temporal, and spatio-temporal data. We were delighted by the large number of
high-quality papers in the relatively new area of spatio-temporal databases. In
particular, aspects of database management for moving objects – including mod-
eling and querying, data representation, and query processing techniques – were
covered by papers in four sessions. One session was dedicated to spatial data
warehousing and mining, which is also a new, emerging topic. As well as these
contributions, the sessions of the symposium also included excellent contribu-
tions on important, classical subjects, such as indexing, storage structures, cost
estimation, and other query processing techniques. In addition to the research
sessions, an industrial session described developments at two of the dominant
vendors in the area of the symposium.

Although not covered in these proceedings, the symposium also featured
four tutorials, three of which were given by speakers from industry. Each tutorial
covered emerging technologies in the symposium’s area: mobile e-services, spatial
and temporal data mining, the emerging Geography Markup Language and other
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standardization developments, and the current and future spatial features in the
products of a major database vendor. A panel discussed one of the hot topics in
the area of spatio-temporal databases, namely that of experimental evaluation of
query processing techniques. Robert Abarbanel from the Boeing Company gave
an engaging keynote speech that explored advanced uses of spatio-temporal data
and consequent research challenges.

Putting together this symposium was a team effort. Special thanks go to the
members of the program committee, and the external reviewers they enlisted,
for their hard and diligent work. As a reflection of their dedication, almost all
the reviews arrived on time. A discussion phase after the initial reviewing aimed
to understand and possibly resolve diverging reviews; this phase proceeded ef-
fortlessly, with each program committee member taking an active part.

Dieter Pfoser managed the technical aspects of the fully electronic reviewing
process with dedication; he handled the receiving of submitted papers and their
subsequent distribution to the reviewers; and he customized and managed the
software for receiving reviews. Alfred Hofmann at Springer-Verlag lent us his
professional help.

The members of the “local” team of organizers at the University of California,
Riverside, deserve much credit for their essential contribution. Marios Hadjieleft-
heriou established and maintained an impressive Web presence for SSTD 2001,
and Donghui Zhang managed the registration process. Furthermore we would
like to thank Joyce Akhtarkhavari, Jessica Lin, Eilene Montoya, Dimitris Pa-
padopoulos, Terri Phonharath, and Michalis Vlachos for their help at various
stages of the SSTD organization.

The symposium was sponsored by ESRI and Microsoft, and it was held in
cooperation with the US National Center for Geographic Information and Anal-
ysis and the University of California, Riverside. We thank these organizations
for their support.

April 2001 Christian S. Jensen
Markus Schneider

Bernhard Seeger
Vassilis J. Tsotras
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Michael Böhlen, Aalborg University, Denmark
Thomas Brinkhoff, Fachhochschule Oldenburg, Germany
Jan Chomicki, State University of New York, Buffalo, USA
Margaret Dunham, Southern Methodist University, Texas, USA



VIII Conference Organization

Max Egenhofer, University of Maine, USA
Dimitrios Gunopulos, University of California, Riverside, USA
Jim Gray, Microsoft, USA
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Moving Objects: Logical Relationships and
Queries

Jianwen Su?, Haiyan Xu??, and Oscar H. Ibarra?

Department of Computer Science
University of California

Santa Barbara, CA 93106
USA

{su,xu,ibarra}@cs.ucsb.edu

Abstract. In moving object databases, object locations in some multi-
dimensional space depend on time. Previous work focuses mainly on
moving object modeling (e.g., using ADTs, temporal logics) and ad hoc
query optimization. In this paper we investigate logical properties of
moving objects in connection with queries over such objects using tools
from differential geometry. In an abstract model, object locations can
be described as vectors of continuous functions of time. Using this con-
ceptual model, we examine the logical relationships between moving ob-
jects, and between moving objects and (stationary) spatial objects in
the database. We characterize these relationships in terms of position,
velocity, and acceleration. We show that these fundamental relationships
can be used to describe natural queries involving time instants and in-
tervals. Based on this foundation, we develop a concrete data model for
moving objects which is an extension of linear constraint databases. We
also present a preliminary version of a logical query language for moving
object databases.

1 Introduction

Existing technology has made it possible to track down movements of target ob-
jects in the air (e.g., airplanes), on the land (e.g., vehicles, wild animals, people,
etc.) and ocean (e.g., ships, animals). Among the challenges novel applications
involving such “moving objects” have brought to software development is the
problem of data management. In a nutshell, there is a wide range of issues in-
cluding modeling and representation of moving objects, query language design,
indexing techniques, query optimization, and even extensions to the well known
and widely adopted “data independence” principle. Prior work on spatial and/or
temporal databases is relevant but insufficient for moving objects. The goal of
this paper is to revisit the foundation of data models and query languages for
? Supported in part by NSF grants IRI-9700370 and IIS-9817432
?? On a sabbatical leave from Department of Computer Science, Fukoka Institute of

Technology, Japan

C.S. Jensen et al. (Eds.): SSTD 2001, LNCS 2121, pp. 3–19, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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moving objects by taking a new perspective from a branch of mathematics—
differential geometry.

Management of moving objects has been investigated in the recent years.
Sistla and Wolfson et al [SWCD97,WXCJ98] developed a data model combining
future temporal logic (FTL) with topological operators. Although FTL allows
reasoning about temporal properties on individual moving objects, the coupling
of the spatial and temporal relationships is inevitably loose hindering the reason-
ing process as well as eventually the query optimization. Coming from spatial
data modeling, a group of researchers proposed extensions based on abstract
data types (ADTs) [EGSV99,FGNS00,GBE+00]. These are practical solutions
to the modeling and querying problems. Unfortunately, ADTs are too “rigid”
to express sometimes intimate temporal and spatial configurations of moving
objects. Indeed, once the operators are fixed, new and sophisticated relation-
ships involving moving objects may be inexpressible since the “host” language
(likely SQL) lacks the ability to “look into” the inside of an ADT. On the other
hand, the focus of the modeling and querying was mostly on the spatial and
temporal relationships that can be described in algebraic geometry. Güting et
al [GBE+00] realized this deficiency and added four operations for computing
velocity, derivative, turn, and speed as ADT operations. But the underlying rea-
soning for including these is unclear. They seem to deviate from the well known
principles of differential geometry [MP77,Gra98]. Forlizzi et al [FGNS00] also
considered moving lines and regions which is not the focus of this paper.

Constraint databases [KKR95] present an elegant conceptual model for spa-
tial and temporal data. The primary idea is to use mathematical formulations to
represent spatial and temporal data and use first order logic to express queries
[KLP00]. However, the framework is based on elementary algebra and thus the
relationships expressible are the ones in algebraic geometry. For example, rea-
soning about moving speed and direction is out of reach.

There are other related work on moving objects, but these mostly focus on
indexing and algorithm issues [KGT99,AAE00] and location management and
dealing with imprecision [WCDJ97,WCD+98,WJS+99].

In this paper, we consider modeling moving points in some vector space
and use techniques from differential geometry [Gra98]. A focus is to conduct an
exposition with well known mathematical tools. Through the analysis of logical
relationships concerning moving points, we conclude that simple primitives of
velocity and acceleration along with vector operations are sufficient to express
not only movement-related relationships but also the well studied topological and
temporal relationships. Based on this finding, we propose an extension to the
linear constraint database model which allows these simple primitive operations.
We also develop an extended calculus query language based on some standard
linear constraint query languages (see [KLP00]). We show that this language has
polynomial time complexity.

This paper is organized as follows. Section 2 gives some preliminary concepts,
and Section 3 introduces the abstract model for moving points. Section 4 focuses
on the relationships of the moving objects. Section 5 presents a design of a
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concrete data model based on linear constraints and associated query language
extended from the constraint calculus. Section 6 concludes the paper.

2 Preliminaries

In this section we briefly review some of the fundamental concepts related to
curves in multi-dimensional space and some operations on vectors. These con-
cepts will be used in the technical discussions throughout the paper. We also
discuss necessary concepts of spatial databases that we will use in conjunction
with moving objects.

We assume the existence of primitive data types such as real numbers and
time instants. The domains of these types are standard. In our discussions, the
domain of time has a dense total order isomorphic to the real numbers, i.e., time
is continuous. For spatial data in the n-dimensional space, we assume the exis-
tence of spatial types such as regionn, linen, pointn for each n (≥ 1). The domains
of these types are semi-algebraic regions, lines, and points (respectively). Semi-
algebraic sets can be easily represented by quantifier-free first-order formulas
using the constraint database approach [KKR95,KLP00].

We will model moving objects in such a way that their positions are contin-
uous functions of time in an appropriate space. We use standard concepts in-
cluding “differentiable” and “derivative” from differential calculus (cf [Gra98]).
Although these concepts are abstract and mathematical, the techniques from
constraint databases provide a simple conceptual paradigm and useful techniques
of manipulating constraint representations of abstract functions. In this respect,
we will consider function data types such as time → real, which can be used to
represent speed of moving objects.

Let n be a positive integer and τ1, ..., τn be n data types. An n-ary vector of
type τ1 × · · · × τn is a tuple (v1, ..., vn), where vi is a value in the domain τi for
each 1 ≤ i ≤ n.

Our focus is on the moving objects that are points in the n-dimensional (real)
space for some integer n ≥ 1. For this purpose, we also view the n-ary vector
type real ×· · ·× real as a data type pointn for points in the n-dimensional space.

Let u = (u1, ..., un) and v = (v1, ..., vn) be two n-ary vectors over the real
numbers. We allow the following standard operations: u + v = (u1 + v1, ..., un +
vn), and c · u = (c · u1, ..., c · un) where c is a real number. (Note that u − v
can be defined as u + (−1) · v.) The dot product of two vectors u = (u1, ..., un)
and v = (v1, ..., vn) is defined as u · v = Σn

i=1uivi. The (Euclidean) length of a
vector u, denoted as ‖u‖, is defined as

√
u · u. A unit vector has the length 1.

It is clear that for each given vector u, one can scale it down to obtain the unit
vector by 1

‖u‖ × u. Unit vectors are useful to represent moving “directions”.
Unless otherwise specified, we assume that n is the dimension in which spatial

objects and moving objects exist.
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3 Moving Objects

In this section, we present an abstract model of moving objects using vector
space and related standard methods from differential geometry [MP77,Gra98]
and highlight some of the useful fundamental concepts and constructs related
to query languages for moving objects. In the next section, these concepts and
constructs are used to explore and formulate logical relationships of moving
objects, which will help in developing query languages.

Let n be a positive integer. In our abstract model, a “moving point” in the
n-dimensional space is a function from time to pointn that is continuous and
infinitely differentiable. In applications, moving objects may change directions
and/or become stationary from time to time. To accommodate such changes, we
allow a moving point to consist of a finite number of segments of movements,
where in each segment the function remains infinitely differentiable.

Let t and t′ be two time instants and t < t′ and f a function over time. We
denote f |(t,t′) the restriction of f over the domain (t, t′).

Definition. A moving point is a function of type p : time → pointn that can be
represented as a vector of functions p(t) = (p1(t), p2(t), . . . , pn(t)) satisfying the
following conditions:

1. for each 1 ≤ i ≤ n, pi is continuous over time, and
2. There exist a positive integer m and m time instants t1 < t2 < · · · < tm

such that for each 1 ≤ i ≤ n,
a) pi|(−∞,t1) and pi|(tm,∞) are infinitely differentiable, and
b) for each 1 ≤ j ≤ m− 1, pi|(tj ,tj+1) is also infinitely differentiable.

In the remainder of the paper, we use p(t),q(t), . . . to represent moving
objects, or just p,q, . . . when it is clear from the context. We also use notations
such as pi, qj to mean the i-th and j-th components of p and q, respectively.

Let p = (p1, ..., pn) be a moving point. Clearly (p1, ..., pn) defines the position
of p as a function of time. The velocity of p is defined as the derivative of p:
vel(p) = p′ = (p′

1, ..., p
′
n). The acceleration of p is the second order derivative of

p, acc(p) = (vel(p))′.
In the following we give some example of using these primitives to express

some commonly seen properties. These are in fact some basic concepts from
differential geometry for curves. Let p,q be moving points.

1. Moving direction of a moving point at some time instant is the tangent vector
of the curve at this time instant. The moving direction can be computed as
the directional derivatives, i.e., vel(p). Sometimes, we scale it to a unit vector
by vel(p)

‖vel(p)‖ .
2. Speed of a moving point is the distance it travels through in a unit time. This

is also related to velocity and can be expressed as the length of the velocity:
‖vel(p)‖.

3. Distance between two moving points is the shortest Euclidean distance be-
tween the two points. This is easily expressible as the length of the difference
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of two vectors: ‖p − q‖. If x is a stationary point, the distance of p and x
is defined in the same way: ‖p − x‖. Sometimes it is useful to reason about
distance between a point and a region (or line). If r is a region, the distance
between p and r is defined as: minx∈r{‖p − x‖}.

4. Two points are moving in the same direction. If p,q are two moving points,
they move in the same direction iff the unit vectors of their moving directions
are exactly the same. Similar, we can use the moving directions to express
similar directions of two moving points.

The focus of this paper is on the query languages for moving object databases.
The modeling and representation problems for moving objects are studied in this
context. There also are interesting issues of how to model moving objects from
the application point of view. For example, linear equations may be appropriate
to approximate truck movements while quadratic equations are more accurate
for flight paths. These issues should be addressed for specific domains and are
not in the scope of this paper.

4 Logical Relationships of Moving Objects

In this section, we study logical relationships of moving objects of interest to
queries over such objects. Previously investigated relationships for moving ob-
jects can be roughly grouped into two categories: relationships based on time
instants and on time intervals [SWCD97,WXCJ98,EGSV99,GBE+00,FGNS00].
Clearly, spatial relationships such as topological relations [EF91] and temporal
relationships are relevant to moving objects. However, these relationships can
be described in algebraic geometry. Movements of the moving objects bring new
perspectives of the relationships. Indeed, relationships such as moving speed
and direction are only natural but also they need differential geometry methods
[MP77,Gra98] that are beyond algebraic geometry. We argue that primitives
including velocity and acceleration from differential geometry [Gra98] are not
only necessary for expressing relationship concerning movements, but also suffi-
cient to express spatial and temporal relationships. This provides a foundation
to develop a data model and a query language for moving objects, which will be
discussed in the next section.

To facilitate the discussions, we consider a database with the following classes:

Flights (airline: string, number: string, position: moving point3)
Airports (code: string, state: string, location: region2)
Runways (airport: string, number: string, landing-direction: real × real)
Counties (name: string, state: string, area: region2)

Here the relation Flights contains the flight information: the airline name and
flight number, and the current position of the aircraft. The position data is a
moving point in the 3-dimensional space. The Airports and Counties relations
contain only stationary spatial data for airport locations and county regions
which are regions in the 2-dimensional space. The relation Runways include
runway orientations specified as unit vectors in the 2-dimensional space.
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We consider the following queries.

q1: Locate all United flights over Ventura at 4pm, January 29, 2000.
q2: List all pairs of flights within 300 miles of the San Francisco Airport right

now that are moving in opposite directions and both are increasing speed.
q3: Report all flights approaching LAX within 45 degrees of the orientation of

runway 3 that are below 20,000 feet. (This may be needed for rescheduling
flight landings due to a runway change.)

q4: Find all United flights that entered Santa Barbara (SB) county during time
t1 to t2.

q5: Show all flights that have been flying above LA county for the last 15 minutes.

Although the queries and the databases seem slightly artificial, it is not difficult
to imagine that such temporal-spatial relationships could easily occur in queries
in various applications. Our focus is to develop appropriate model and query lan-
guages through the study of the logical relationships needed in querying moving
object databases.

If we take a close look at the above queries, q1 is a spatial selection (range
intersection) along the longitude and latitude for a given a time instant (snap-
shot). This indicates that the topological, spatial, and temporal relationships in
the traditional temporal-spatial databases remain relevant to querying moving
object databases. However, the movements of the objects introduce new types
of relationships. For example, it should allow computation of moving speed from
which distance and time information can be derived. Also, moving direction is
important and useful. They are exhibited in queries q2 and q3. Query q4 includes
a property “enter” which is different from the intersection predicate in the tra-
ditional spatial relationships. In fact, the predicate does not make much sense
for static objects but is very useful for moving objects. For query q5, one way to
express the property is to first extract the trajectories of all flights in the speci-
fied time duration and followed by a spatial containment query. An alternative
is to state directly that these flights indeed stayed in the area during the last 15
minutes. The latter is easier to understand and perhaps more desirable.

The functionality of a DBMS goes far beyond query processing. Similarly,
a conceptual data model should not only include data representation tools but
more importantly support data manipulation languages which are easy to use
and whose queries can be optimized. To reach this goal, we have to understand
logical relationships for moving objects and the goal to develop simple and fa-
miliar yet expressive primitives that can facilitate query optimization.

The 9-intersection model for topological relations [EF91] simplifies the topo-
logical properties. It would be desirable to develop similar simple models for
moving object relationships. For example, we can classify binary moving object
relationships in the following three dimensions: between moving objects or mov-
ing and stationary objects, involving time instant or time interval, and related
to position, velocity, or acceleration (Fig. 1 below).

Fig. 1 shows some relationships in some of the categories. For example, the
predicate “in” refers to a moving object is inside a region at a time instant. This
can be used for query q1. “Enter” states that the object intersects the boundary
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moving vs. position velocity acceleration
moving dist-

lessthan,
collision

catching-
up

opp-dir,
closer

collision-
course

meet ap-
proaching

stationary in, on-line,
dist-
lessthan

stays-in enter,
aim-at,
closer

toward land ap-
proaching

time instant interval instant interval instant interval

Fig. 1. Three dimensional view of moving object relationships

of a region in the direction from outside to inside; the latter part is related to the
velocity. Query q4 will need this. “Opposite direction” (“aim-at”) means that two
objects are moving toward each other (respectively the object is moving toward
a region) at an instant, which can be used for q2. “Collision” means that two
objects are in the same position at an instant. “Collision course” refers to objects
on a collision course for a period of time. “Meet” (or “land”) is a refined version
that requires the objects’ speed to be the same (or 0, resp.) and acceleration to
be either positive for the slower object or negative for the faster object, or both.
“Approaching” specifies the changes in speed and direction toward collision for
a time period.

Clearly, there are many more relationships that one can formulate among
moving objects. It is thus interesting to identify “fundamental” or “primitive”
ones.

Mathematics provides tools for conceptualization and modeling in computer
science and especially in databases. Indeed, much of the development and study
of the relational languages has been based on first order logic (see [AHV95]). In
spatial databases, elementary geometry techniques were the basis for characteriz-
ing topological relationships (e.g., [EF91,Ege91]). The introduction of constraint
databases brought algebraic geometry into the database context [KLP00], where
more complex topological properties can be analyzed using real variables and
elementary algebra. Representative work includes [PSV96,KPdB97,KdB99]. It
is little surprising that this long tradition would continue.

Differential geometry combines (differential) calculus with geometry (see
[MP77,Gra98]). The use of calculus allows the capture of much finer geometric
properties. Take curves as an example, velocity of a curve (i.e., moving point)
is simply its (directional) derivative and the derivative of the velocity gives the
acceleration. Other important properties such as curvature and torsion can then
be expressed. In fact, the Fundamental Theorem of Curves states that each curve
is uniquely determined by its curvature and torsion (modulo position) [MP77].

Once a time instant is fixed, moving objects are simply points in the space.
Therefore, all spatial relationships are relevant and needed. In addition, the time
dimension explicitly exists for moving objects and temporal relationships should
also be included. Although the combination of temporal and spatial relationships
can help to express “entering a region”, they are nevertheless insufficient for
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reasoning about the moving directions and speed as well as their changes. It is
the weakness inherited from the underlying mathematical model of elementary
geometry. The weakness was also observed in [GBE+00]. Although the model
of [GBE+00] for moving object uses ADTs with operation including derivatives,
their approach of simply adding missing and needed operations makes their
language cumbersome and very difficult to use. The consequences are that the
language is difficult to analyze and query optimization is hard or even impossible.
We believe that the difficulty comes really from their ADT approach, and not
from the moving objects themselves. A necessary step towards an elegant simple
query language is to analyze the fundamental relationships of moving objects.

For the focus of our exposition on logical relationships of moving objects,
we consider velocity and acceleration of moving points represented in the vector
space, along with the usual operations on vectors. Thus in our model, we provide:

1. Vectors (vector space) for representing moving points and vector additions
and multiplications by real numbers.

2. If p is a vector of a moving point, then the velocity vel(p), acceleration
acc(p), length ‖p‖, and moving direction dir(p) = vel(p)

‖vel(p)‖ .

Although the operations listed above are very simple, we show that many
interesting logical relationships including those we listed in Fig. 1 are expressible
in terms of these. Intuitively, distance can be obtained from vector length. With
distance one can easily express topological relationships in the sense of [EF91].
Moving direction information is derivable from velocity. Moving direction can
help to express some temporal relationships between moving objects. Our model
also allows the primitives to be combined using arithmetic constraints (in the
spirit of differential calculus) and logical connectives.

Although according to the Fundamental Theorem of Curves, curvature and
torsion are key properties in characterizing curves, we do not include them as
primitives. This is primarily due to our focus on queries in the present paper.
We believe that curvature and torsion are important and can be useful in things
such as comparing and querying trajectories. This will be left for future work
since our focus of this paper is mainly on the motions.

In the remainder of this section, we give a few example relationships and show
how they can be expressed. Although these are mostly standard in differential
calculus [Gra98], we include them here for exhibiting the intimate relationships
between moving object modeling/querying and differential geometry techniques.

We first look at some distance relationships. Given two moving points p and
q, their distance at time t can be expressed as ‖p(t) − q(t)‖, which we denote
as dist(p,q, t). The following are some relationships concerning distance:

– distance lessthan(p,q, t, d) ≡ (dist(p,q, t) ≤ d).
– in(p, r, t) ≡ (p(t) inside r), where r is a region and “inside” is a spatial

predicate.
– collision(p,q, t) ≡ (p(t) = q(t)).
– catching up(p,q, t1, t2) ≡ (∀tt′(t1<t<t′<t2) → dist(p,q, t)>dist(p,q, t′)).

Similarly “stays in” can be expressed.
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For moving direction related relationships, velocity is needed.

– opposite direction(p,q, t) ≡ (dir(p)(t) + dir(q)(t) = 0) and also
same direction(p,q, t) ≡ (dir(p)(t) = dir(q)(t)).

– on collision course(p,q, t1, t2) ≡
(∀t(t1 < t < t2 → opposite direction(p,q, t))∧∃t(t2 < t∧collision(p,q, t))).

– aim at(p, r, t) ≡ (∃x(x inside r ∧ (unit(x − p(t)) = dir(p)(t)))), where
unit(x) converts x to a unit vector.

– enter(p, r, t) ≡ (on line(p,boundary(r), t) ∧ ∃t′ (t′ < t ∧ ∀t′′ (t′ < t′′ < t →
¬(p(t) inside r)))) where “boundary” returns the boundary lines of a region
r. The formula states that just before p moves across the boundary of r, p
is always outside of r. Note that this expression uses interval property and
not velocity. It can also be expressed with the moving direction from the
velocity of p.

Finally, in some cases acceleration is needed. For example, land(p,x, t) ≡
dist(p,x, t) = 0∧‖vel(p)‖ = 0∧acc(p) < 0, where the last condition states that
the velocity slows down along all coordinates.

5 A Linear Model for Moving Objects

In this section, we introduce a new data model and a query language for moving
objects. Unlike the earlier models based on ADTs [EGSV99,FGNS00,GBE+00]
and temporal logic [SWCD97], the new model combines the linear constraint
techniques from constraint databases [KLP00] with the operations and relation-
ships we studied in the previous section. We show that queries in the language
can be evaluated efficiently in polynomial time.

Constraint databases [KKR95] are particularly suitable for conceptual mod-
eling and manipulation of multi-dimensional data [KLP00]. Central to constraint
databases are mathematical formulas with a prescribed semantics (a.k.a. con-
straints).1 Constraint database techniques provide a fundamentally sound ap-
proach to spatial and temporal database applications. The elegance of constraint
models lies in that they allow spatio-temporal data to be viewed conceptually as
mathematical objects in algebraic geometry. The important data independence
principle can be very naturally supported.

Constraints can be integrated into relational or object-oriented structures
to suit applications. For example, the data model using conjunctions of linear
constraints as values that can then be used as values in a classical relations
was adopted in the DEDALE system [GRS98], the constraint query and update
languages of [BBC98], and the COSMOS project [KRSS98]. With this model,
one can represent information such as follows. Consider the relation Counties
which contains the names, states, and regions of counties. Here region data are
spatial, representing the administrative
1 This is not to be confused with integrity constraints.
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Counties
name state area

Santa Barbara California regionsb

Ventura California regionv

Los Angeles California regionla

... ... ...

areas. We can represent the information by a relation Counties shown above.
The attribute area has values that are 2-dimensional regions in the (real) plane.
In a linear constraint database such regions are represented by mathemati-
cal objects using boolean combinations of linear equations and inequalities.
For example, regionv is represented as a formula ϕ(x1, x2) = 68≤x1≤70 ∧
x2≤2 ∧ 70≤x1+8x2, where a point (x1, x2) is in regionv iff ϕ(x1, x2) is true.

Linear constraints over the real numbers may involve equality and order
predicates (=, <,≤, >,≥) and addition (+). The following are examples of linear
constraints: Σp

i=1ai xi = a0, Σp
i=1ai xi ≤ a0, where xi’s are variables and ai’s are

real (or rational for the linear case2) numbers.
We now define our linear constraint model for moving objects. Intuitively,

we use linear constraints to represent the functions from time to points in space.
Since time and space are over real numbers, this means that the linear constraints
are over a time variable t and n dimension variables, x1, ..., xn.

Definition. A moving point p has a linear constraint representation if there
exist a positive integer m and real numbers a1, ..., am satisfying the following
conditions.

1. a1 < a2 < · · · < am, and
2. let a0 be a symbol representing −∞ and am+1 representing +∞ (for technical

convenience), and for each 1 ≤ i ≤ n, the function pi(t) is represented by
the following constraints:

pi(t) =
m∨
j=0

(xi = bijt+ cij ∧ aj ≤ t ≤ aj+1) (1)

where bij ’s and cij ’s are real numbers and for each 1 ≤ j ≤ m and each
1 ≤ i ≤ n,

bij−1aj + cij−1 = bijaj + cij (2)

In the above definition of a linear constraint representation of a moving point
p, each coordinate pi of p is a linear function of the time variable t (equation 1),
and p may change speed and direction at time instants a1, ..., am. The condition
(2) in the definition is to ensure that the coordinate functions are continuous
at these time instants. Clearly linear functions are infinitely differentiable. In
fact, their derivatives are constants and second or higher order derivatives are
all zeros.
2 The first order theory of rational numbers with multiplication is undecidable.
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Example 5.1 Consider a tuple in the relation Flights where the moving point
values of positions are in the 3-dimensional space. A part of the position value
of the tuple is shown as follows:

x1=2t−40 ∧ 0≤t≤21
∨
x1=2 ∧ 21≤t≤22

∨
x1= 1

2 t−9 ∧ 22≤t≤47
x2= − t+23 ∧ 0≤t≤21

∨
x2= − t+23 ∧ 21≤t≤22

∨
x2=1 ∧ 22≤t≤47

x3=30 ∧ 0≤t≤21
∨
x3= − 5t+135 ∧ 21≤t≤22

∨
x3= − t+47 ∧ 22≤t≤47

The airplane described above moved towards southeast first, turned at time 21
(and position (2, 2, 30)) and also started to descend, and made another turn at
time 22 (and position (2, 1, 25)) and continued to descend until landed at time
47 (and position (14.5, 1, 0)).

Example 5.2 Continue with Example 5.1. The velocities of the airplane were
(2,−1, 0) from time 0 to 21, (0,−1,−5) during the interval (21, 22), (1

2 , 0,−1)
during the final landing phase. The speeds were

√
5,

√
26,

√
5

2 , respectively.

In the linear representation case, clearly the velocity is always constant and
the acceleration remains 0. Therefore the acceleration primitive is unnecessary.
In our model, we will have vectors and the usual operations, vel , dir , and ‖ · ‖.

Using the above linear constraint moving points as a primitive type, we can
build a data model for moving points in a systematic way. We use the relational
model to demonstrate the approach, although it is as easy to use an object
oriented model.

An ADT encapsulates the internal structure of a data type and thus provides
a clear interface by a set of operations on the data type. This is appropriate
for some applications in databases such as to deal with binary large objects.
Although the ADT approach may be appropriate in some applications, we believe
that it is not an ideal approach for spatial and temporal databases. This is due to
the need to distinguish different spatial data types, and the intimate relationships
which exist between them. On one hand, modeling all temporal-spatial types
using a single ADT over-simplifies the data structure and loses the flexibility of
doing spatial and temporal reasoning. On the other hand, if we treat different
temporal-spatial types as different ADTs we are forcing another “rigid” design
and spatial and temporal reasoning is equally hard.

In any case, ADTs are limited by the operations they provide. If the queries
and update operations are completely predictable, ADTs can be developed. For
example, it would be impossible to express some logical relationships between the
elevations of two objects had elevation not been an ADT operation. Therefore,
in cases ad hoc queries are to be supported, one has to provide a logic language
that is capable of combining ADT operations beyond sequential compositions.
An interesting question here is then what is the minimum set of basic ADT
operations needed since some operations can be expressed by combining the
basic operations.

We believe the temporal-spatial data types should encapsulate implementa-
tion details as ADTs do but they should expose a “conceptual structure” which
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can be used for expressing temporal spatial relationships. The latter differs from
the spirit of ADTs.3 We propose the notion of a “logical data type” (LDT).
Intuitively, an LDT in our model provides a relation schema for representing the
data inside the values and the data can be accessed directly outside of the LDT
and be reasoned about. We give the following technical notion.

Definition. Let τ = time → real be a function of type from time to real num-
bers and n a positive integer. The n-ary logical vector type (LV type), denoted
as Pn, is the type τn = τ × · · · × τ . The domain of Pn is the set of all moving
points having linear constraint representations.

Although Pn resembles syntactically a product type of n function types from
time instants to real numbers, the semantics (domain) is different. We use Pn

to represent moving points in n-dimensional space in this paper, where each
function gives the mapping from time to a coordinate value.

A relation schema is a finite set of pairs (A, T ), where A is an attribute name
and T a type or LV type such that the attribute names are distinct. A tuple over
a relation schema R is a total mapping from attribute names in R to elements in
the domains of the respective types or LV types. A relation instance of a relation
schema R is a finite set of tuples over R. A database schema is a finite set D of
relation schemas and a database instance of D is a total mapping I from D such
that for each R in D, I(R) is a relation instance of R.

We now consider query languages for our model of moving objects. We start
with a discussion on constraint query languages for constraint databases.

The relational calculus was extended to a constraint query language [KKR95].
In the traditional constraint database context, a first-order formula ϕ(x) with
free variables x defines a query Q in the following sense: if I is a constraint
database, the answer to Q on I is defined as

Q(I) = {a | the database I satisfies ϕ(a)}.

A key point here is that the answer Q(I) may be an infinite relation but should
be definable as a constraint relation.

It is not obvious that the first-order logic defines a query language for con-
straint databases. The key “ingredient” is the quantifier elimination property
of the first-order theory of real closed fields. A logical theory admits quantifier
elimination if every formula is equivalent to a quantifier-free formula. The fact
that the theory of real closed fields admits quantifier elimination was first dis-
covered by Tarski [Tar51]. There are tractable algorithms to perform quantifier
elimination for a fixed number of distinct variables [BKR86,Col75,Ren92]. This
property was used in [KKR95] to design the constraint database framework and
is necessary [GS97].

In our model, a relation has a finite set of tuples. Tuples provide some de-
scriptive and discrete information, while the spatial regions are represented as
3 In theory, one could argue that ADTs could provide conceptual structures but such

ADTs can’t really support optimization of sequences of operation on the ADTs.
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the same way as in constraint relations (e.g., [KRSS98]), and moving points are
represented as values in LV types.

We can extend the relational calculus (or a constraint query language) for
moving objects in our model. Specifically, we allow real variables (represent-
ing time and spatial coordinates) to access the data inside values of LV types,
linear arithmetic constraints on these real variables, and first order construc-
tions (∨,∧,¬,∀,∃) on the constraints. The language design needs to be carefully
crafted to incorporate LV types and associated operations and, more impor-
tantly, to ensure query results to always be relations (i.e., finite sets of tuples
with values in the domains of types and LV types). Although this is not techni-
cally difficult, it is not a trivial task.

The terms in our calculus include variables (with associated types or LV
types), values in the domain of types or LV types, addition of two terms of type
real (or time), multiplication of a real (or time) term by a real number, and also
the following.

– If p,q are terms of type Pn and c a term of type real, then p + q, c · p are
also terms of type Pn.

– If x is a vector, unit(x) is to convert it into a unit vector with the same
direction.

– If p is a term of type Pn, vel(p), dir(p) are terms of type Pn and len(p) is
a term of type real.

Since a value of type an n-ary vector of real types can also be viewed as a value
of type Pn (with all constant functions). We naturally extend the operations on
LV types to include vectors of reals.

Let p be a value in the domain of Pn, a be a time instant, and b1, ..., bn be
n real numbers. The expression “p(a; b1, ..., bn)” is true if the moving point p is
at the position (b1, ..., bn) at the time instant a.

The formulas in our query language include the following.

– x = y if x, y are terms of the same type, or x ≤ y if x, y are real or time
terms,

– p(t;x1, ..., xn) if p is a term of type Pn, t a time term, and x1, ..., xn are real
terms.

– R(x1, ..., xk) if R is a relation schema in the database and xi’s are terms of
the respective types.

– ¬ϕ,ϕ∧ψ,ϕ∨ψ,∃xϕ,∀xϕ are formulas if ϕ,ψ are formulas and x is a variable.

A query is an expression of form “{(x1, ..., xk) | ϕ}” where ϕ is a formula with
all free variables in x1, ..., xk.

We illustrate our query language through the example queries listed in Sec-
tion 4. We use the first two letters to abbreviate relation names.

1. The query q1 can be expressed as follows.
{

(n, x1, x2, x3)
∣∣∣∣∃p∃r

(
Fl(UA, n,p) ∧ p(t0;x1, x2, x3) ∧
Co(Ventura,CA, r) ∧ r(x1, x2)

)}
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Here t0 is the value for the time instant “4pm on January 19, 2000”. Also, r
is a 2-dimensional region and the expression “r(x1, x2)” is true if the point
(x1, x2) is in r. Note that this is a conjunctive query and directly corresponds
to the English version.

2. Query q2, since all moving points in linear representation have no accelera-
tion, can be expressed as follows:

{(n1, n2) | ∃pqx1x2rpFl(x1, n1,p) ∧ Fl(x2, n2,q) ∧ Ai(SFO,CA, r) ∧
dir(p)(tnow) + dir(q)(tnow) = 0 ∧ r(p) ∧
∃y1y2y3p(tnow; y1, y2, y3) ∧ len(p−(y1, y2)) ≤ 300 ∧

∃z1z2z3q(tnow; z1, z2, z3) ∧ len(p−(z1, z2)) ≤ 300}
Here tnow stands for the current time. The first line of the expression finds
the locations of two flights and the airport region. The second line ensures
the moving directions to be opposite to each other. The third and fourth
lines are testing the distances of the flights to the airport.

3. For query q3, the condition on the approaching angle is expressed by ex-
amining the direction vector of the flight projecting to the plane and the
orientation vector of the runway. After the former is converted into a unit
vector, the angle condition can be expressed as an equivalent condition on
the distance. The query expression is shown below.

{(x, n) | ∃ply1y2y3 Fl(x, n,p) ∧ Ru(LAX, 3, l) ∧ dir(p)(tnow; y1, y2, y3) ∧
len(unit(y1, y2) − l) ≤

√
2 − √

2 ∧ y3 < 20000}
4. In query q4, the interesting condition is “enter”. Note that it is expressed

naturally as in differential calculus. The flight enters the county at time t if
the flight is not above the county at every time instant just before t:

{(n) | ∃ptrFl(UA, n,p) ∧ Co(SB,CA, r) ∧ t1 ≤ t ≤ t2 ∧ ψ(r,p(t)) ∧
∃t′ (t′ < t ∧ ∀t′′ (t′ < t′′ < t → ¬ψ(r,p(t′′))))}

where ψ(r,p(t)) is a formula which test if at time t the moving point p is in
the (2-dimensional) region r. The formula ψ is similar to the corresponding
part of the formula in query q1.

5. The query q5 expresses the condition that the flight stays in a region by
explicitly stating that for every time instant it is in the region.

{(x, n) | ∃prFl(x, n,p) ∧ Co(LA,CA, r) ∧
∀t (tnow−15 < t < tnow → ∃x1x2x3(p(t;x1, x2, x3) ∧ r(x1, x2)))}

Note that this query states a property which should be held for a period of
time. It can also be expressed with temporal logic [Eme90] but the temporal
operators are almost disjoint from expressions for spatial relationships and
the expressions are less intuitive.

We briefly discuss evaluation of queries in our query language. Basically,
queries in our language can be translated into the constraint query language of
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[KKR95] augmented with relational attributes. Since the language of [KKR95]
contains multiplications, it is easy to see that it gives an effective evaluation
algorithm. Thus we have:

Theorem 5.3 Each calculus query can be evaluated in polynomial time (in
terms of the database size).

There are several issues concerning the language and its semantics:

1. Consider query q1 above. It pulls coordinate values out from inside a moving
point and returns as results. Such a use may cause some query results to be
infinite, i.e., “unsafe”. This is not a problem if we extend the definition of
relations to be finitely representable relations [GS97]. Another possibility is
to return the entire moving point value as a value of LV type.

2. Length function computes the length of a vector. Clearly length is not lin-
ear. Uncontrolled use of the length operator would cause results to contain
non-linear equations. One way to overcome this, is to treat length as an ag-
gregate function and to limit the syntax to only allow “staged” evaluation
of aggregate functions. This will guarantee the output to be representable in
linear constraints, similar to [GS96].

6 Conclusions

In this paper, we present a model for moving objects using techniques from
differential geometry. By studying the relationships related to moving objects
and queries over them, we show that primitives of velocity and acceleration from
differential geometry are expressive enough for topological, spatial, and temporal
relationships, as well as for relationships for movements. We also developed a
concrete data model based on linear constraint databases and a query language
for moving objects.

Although our work is very preliminary, the differential geometry tools cer-
tainly yield a fresh look at the modeling and language issues for moving objects.
There are many issues remaining. One issue is to fine tune the syntax of con-
straint query formulas to guarantee the closure property. It is also interesting
to study the relationships between trajectories and in this case, it appears that
curvature and torsion are useful. Introducing aggregate functions is yet another
issue. An important aspect is to deal with integrals that is left out from our
current model. At a more fundamental level, efficient algorithms and query opti-
mization are the key issues to the eventual success of any models and languages.
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[GBE+00] R. H. Güting, M. H. Böhlen, M. Erwig, C. S. Jensen, N. A. Lorentzos,
M. Schneider, and M. Varirgiannis. A foundation for representing and
querying moving objects. ACM Transactions on Database Systems, 25(1),
2000. to appear.

[Gra98] A. Gray. Modern Differential Geometry of Curves and Surfaces with Math-
ematica (Second Edition). CRC Press, 1998.

[GRS98] S. Grumbach, P. Rigaux, and L. Segoufin. The DEDALE system for com-
plex spatial queries. In Proc. ACM SIGMOD Int. Conf. on Management
of Data, June 1998.

[GS96] S. Grumbach and J. Su. Towards practical constraint databases. In Proc.
ACM Symp. on Principles of Database Systems, 1996.

[GS97] S. Grumbach and J. Su. Finitely representable databases. Journal of
Computer and System Sciences, 55(2):273–298, October 1997.

[KdB99] B. Kuijpers and J. Van den Bussche. On capturing first-order topological
properties of planar spatial databases. In Proc. Int. Conf. on Database
Theory, 1999.

[KGT99] G. Kollios, D. Gunopulos, and V. J. Tsotras. On indexing mobile objects.
In Proc. ACM Symp. on Principles of Database Systems, pages 261–272,
1999.

[KKR95] P. Kanellakis, G. Kuper, and P. Revesz. Constraint query languages.
Journal of Computer and System Sciences, 51(1):26–52, 1995.



Moving Objects: Logical Relationships and Queries 19

[KLP00] G. Kuper, L. Libkin, and J. Paredarns, editors. Constraint Databases.
Springer Verlag, 2000.

[KPdB97] B. Kuijpers, J. Paredaens, and J. Van den Bussche. On topological ele-
mentary equivalence of spatial databases. In Proc. Int. Conf. on Database
Theory, 1997.

[KRSS98] G. Kuper, S. Ramaswamy, K. Shim, and J. Su. A constraint-based spa-
tial extension to SQL. In Proc. ACM Symp. Geographical Information
Systems, 1998.

[MP77] R. S. Millman and G. D. Parker. Elements of Differential Geometry.
Prentice-Hall, Edgewood Cliffs, NJ, 1977.

[PSV96] C. H. Papadimitriou, D. Suciu, and V. Vianu. Topological queries in spa-
tial databases. In Proc. ACM Symp. on Principles of Database Systems,
1996.

[Ren92] J. Renegar. On the computational complexity and geometry of the first-
order theory of the reals. Journal of Symbolic Computation, 13:255–352,
1992.

[SWCD97] A. P. Sistla, O. Wolfson, S. Chamberlain, and S. Dao. Modeling and
querying moving objects. In Proc. Int. Conf. on Data Engineering, 1997.

[Tar51] A. Tarski. A Decision Method for Elementary Algebra and Geometry.
University of California Press, Berkeley, California, 1951.

[WCD+98] O. Wolfson, S. Chamberlain, S. Dao, L. Jiang, and G. Mendez. Cost and
imprecision in modeling the position of moving objects. In Proc. Int. Conf.
on Data Engineering, Orlando, FL, 1998.

[WCDJ97] O. Wolfson, S. Chamberlain, S. Dao, and L. Jiang. Location management
in moving objects databases. In Proc. the Second International Workshop
on Satellite-Based Information Services (WOSBIS’97), Budapest, Hun-
gary, October 1997.

[WJS+99] O. Wolfson, L. Jiang, P. Sistla, S. Chamberlain, N. Rishe, and M. Deng.
Databases for tracking mobile units in real time. In Proc. Int. Conf. on
Database Theory, pages 169–186, Jerusalem, Israel, 1999.

[WXCJ98] O. Wolfson, B. Xu, S. Chamberlain, and L. Jiang. Moving objects
databases: issues and solutions. In Proc. Int. Conf. on Statistical and
Scientific Database Management, 1998.



 

C.S. Jensen et al. (Eds.): SSTD 2001, LNCS 2121, pp. 20-35, 2001. 
© Springer-Verlag Berlin Heidelberg 2001 
 

A Spatiotemporal Model and Language for Moving 
Objects on Road Networks 

Michalis Vazirgiannis1 and Ouri Wolfson2* 
 

1Dept of Informatics, Athens University of Economics & Business 
Athens 10434, GREECE 
mvazirg@aueb.gr 

2Department of Electrical Engineering and Computer Science 
University of Illinois  

Chicago, IL 60607 USA 
wolfson@eecs.uic.edu 

 
  

 
Abstract. Moving object databases are becoming more popular due to 
the increasing number of application domains that deal with moving 
entities and need to pose queries. So far implementations of such 
systems have been rather weak and certainly not at industrial strength 
level. In this paper we define a concise data model and a set of 
powerful query predicates for moving objects. Moreover, we propose 
an implementation design based on off-the-shelf industrial solutions 
enhancing thus the applicability and robustness of our approach.  
 
Keywords: Spatiotemporal models, query language, data types. 

 
1   Introduction 

There is a wide variety of applications that convey or manipulate objects that change 
their spatial features through time. Examples are: GIS applications involving time (i.e. 
evolution of regions over time, etc.), and real time applications for vehicle location 
sensing (cars, trains, aircraft or vessels monitoring etc). Another category of evolving 
such applications with intensive spatiotemporal content and dependencies are: inter-
active multimedia documents, virtual reality applications, 3D animations, etc. The 
aforementioned application domains currently lack database support. It is a challenge 
to design a model that integrates the representational primitives in these domains and 
covers the requirements of the traditional spatial applications (i.e. GIS, enriched with 
time aspects) as well as of the new kind of applications mentioned above.  

Such models will enable storage of application objects as structured entities and then 
enable queries based on their spatiotemporal structure. In this context we envisage objects 
that move/change through time. These objects have a spatial extent that may change over 
time. From the extent of the object we may derive its position and, if applicable, its orien-
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tation. Then we would be interested in relationships among such objects. The relationships 
have spatial and/or temporal aspects as well as causal ones (i.e. the causes of the relation-
ship, not only the resulting image i.e. of two overlapping objects).  

This illustrates the need for capturing these aspects of the objects in the database. A 
problem with the recently proposed approaches [5] is that their feasibility for imple-
mentation is low as they provide a very large set of data types and attached operations.  

As a concrete example, fleet management involves the storage and querying of 
spatiotemporal objects. Assume a taxi service that needs to know continuously the 
location of taxi cubs and optimize their service. Potential queries include the 
following:  

- Which is the closest taxi to a specific address? 
- Which taxis will be within 5 km from a clients’ address in the next 10 

minutes?  
- Have the trajectories of taxis A and B intersected in the previous 2 hours? 
- Assuming we know the anticipated trajectories, will taxis A and B be closer 

than 2 km to each other in the next 30 minutes? 
Such queries are quite cumbersome to express in current commercial database 

products that handle spatial/temporal data. Moreover the co-existence of spatial and 
temporal attributes in the system, as well as their interdependencies make the query 
processing issue a challenging problem.  

In this paper we restrict the discussion to moving point objects, i.e. objects with 
zero extent, that change their position continuously over a road network. Such objects 
are called moving objects for short, they are pervasive, but in contrast to the discretely 
changing objects, they are much more difficult to accommodate in a database. 
Supporting these kinds of moving objects by extending existing database technologies 
is exactly the challenge addressed by this paper.  

What is needed in current real-world spatiotemporal applications is a small and 
robust set of predicates with high expressive power, suitable for realistic 
implementation based on off the shelf DBMS technology. The implementation 
solution should cover query processing schemes for the predicates and the 
accompanying indexing schemes. In this paper we introduce a model for moving 
point objects based on the underlying road network, as given by GDT maps [6]. We 
define a small set of powerful predicates that can effectively be implemented in terms 
of existing spatial operators in a commercial database/GIS environment [9], and 
provide reasonable expressive power (see Appendix A).  

 

2     The Underlying Model 
 

Hereafter we introduce the model that serves as the basis for our spatiotemporal query 
system. The initial information is a map, represented as a relation. Each tuple in the 
relation represents a city block, i.e. the road section in between 2 intersections, with 
the following attributes: 
- Polyline: the block polyline given by a sequence of 2D x,y coordinates: 

(x1,y1),(x2,y2),...,(xn,yn). Usually the block is a straight line, i.e. given by two 
(x,y) coordinates.  

- Fid: The block id number 
The following attributes are used for geocoding, i.e. translating between an (x,y) 

coordinate and an address such as "1030 North State St.": 
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L_f_add: Left side from street number 
L_t_add: Left side to street number 
R_f_add: Right side from street number 
R_t_add: Right side to street number 
Name: street name 
Type: ST or AVE 
Zipl: Left side Zip code 
Zipr: Right side Zip code 
Speed: speed limit on this city block 
Oneway: a Boolean Oneway flag 

The following attributes are used for computing travel-time and travel-distance. 

Meters: length of the block in meters 
Drive Time: typical drive time from one end of the block to the other, in minutes  

This format corresponds to maps provided by the GDT Co.[6]. An intersection of 
two streets is the endpoint of the four block-polylines. Thus each map is an undirected 
graph, with the tuples representing edges of the graph. The map can be used as the 
underlying layer for locating moving objects (e.g. taxis). An important concept here is 
the trajectory of a moving object, which, intuitively, gives the route of the object 
along with the time at which the object will be at each point on the route. 

Moving Object. The route of a moving object O is specified by giving the starting 
address or (x,y) coordinate (start_point), the starting time and the ending address or 
(x,y) coordinate (end_point). An external routine available in most existing 
Geographic Information Systems, and which we assume is given a priori, computes 
the shortest cost (distance or travel-time) path in the map graph. This path denoted 
P(O) is given as a sequence of blocks (edges), i.e. tuples of the map. 

Trajectory/Route. Since P(O) is a path in the map graph, the endpoint of one block 
polyline is the beginning point of the next block polyline. Thus the whole route 
represented by P(O) is a polyline denoted L(O). For the purpose of processing 
spatiotemporal range queries in the language we define below, the only relevant 
attributes of the tuples in P(O) are Polyline and Drive-Time. 

 Given that the trip has a starting time, for each straight line segement on L(O) we 
compute the time at which the object O will arrive to the point at the beginning of the 
segment, and the distance of the point from the start of the route. 

The trajectory of an object O, denoted T(O), is a relation with attributes 
SEQUENCE#, x, y, t, b. A tuple [i, (x,y), ti, b] in this relation indicates that (x,y) is 
the i'th intermediate point on O's route L(O), and O will be there at time ti. The time ti 
is computed based on ti-1 and the drive-time parameter for the block. In other words, 
the map attributes Drive Time and Polyline define an average speed for each block, 
and we use the length of the line segment and this average speed in order to compute 
each ti. Furthermore, the time at which the object is at any intermediate point on the 
line segment is computed by linear interpolation. In other words, a trajectory is a 
piece-wise linear function in 3D.  
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Fig. 1. A moving point representation 

 
 
A trajectory may represent more than one trip of the same object. If so, the first 

tuple of the second trip indicates, using the Boolean attribute b, that the line segment 
between the endpoint of the first trip and the begin-point of the second trip is not part 
of any route of the object. Namely, if b is False in the i'th tuple of the trajectory, then 
the whereabouts of the object between ti-1 and ti are unknown. Otherwise, i.e. if b is 
True, then the object is "alive" between the two time points, and its location in the 
time interval is computed by interpolation. 

Next we define the type trajectory in terms of SQL DDL statements [11]: 
 
CREATE TYPE trajectory AS OBJECT  
(SEQUENCE# integer, x integer, y integer, t real, b boolean); 
 
The MOVING-OBJECTS relation has additional attributes such as COLOR, 

WEIGHT, DRIVER, etc. Then the moving objects (M_O) relation can be defined as:  
CREATE TYPE M_O AS OBJECT  
(OBJECT_id integer, T trajectory, color integer, weight integer, driver person_id); 
 
On the attribute T we use a 3D spatial index, i.e. a spatiotemporal index on 

2Dspace+time [16,18]. The query for selecting the trajectory of an object O is: 
 
Q1: SELECT M_O.T FROM M_O WHERE OBJECT_id = O; 
 
Sometimes, for brevity we will use the term id, instead of OBJECT_id. 
 
 

x 

y 

t 
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We also need a function that returns the distance traveled along the route of an 
object between two points that belong to the route. Since the route of the object is 
defined as a polyline P, such a function is defined as: route-distance (Polyline P, 
2D_point p1, 2D_point p2). There is an ordering between p1 and p2, i.e. p1 is visited 
before p2 along the route. Similarly we define the function route-travel-time. Both 
functions will be registered as a User Defined Functions (UDFs) [9] attached to the 
M_O type.  

2.1    Definition of the Extended Functionality 

The problem we address in this paper is two fold: i. the definition of a concise set of 
data types for moving objects and ii. the design of a small but powerful set of query 
predicates. The data types have been defined in the previous section. Here we will 
define the query predicates in terms of SQL extensions. The definition of the query 
predicates embedded in an SQL statement follows:  

SELECT LOC(id, t) | WHEN_AT(id, location-L) |  
<other attributes of T or moving objects relation> 

FROM T  
WHERE id WITHIN (DISTANCE s | TRAVELTIME t) FROM R 
 [(ALONG EXISTING PATH) | (ALONG SHORTEST PATH) ] 
 [(ALWAYS BETWEEN) | (SOMETIMES BETWEEN) starttime AND  

   endtime] 
where:  

- LOC(id, t) is the location on the map of a moving object identified by id, at a 
specific time t. The predicate returns a 2D point corresponding to the location of 
the object.  

- WHEN_AT (id, location-L) returns the time at which the moving object 
identified by id was at the location location-L. A set of time values is returned. 
The cardinality of the result is 0 if the object never passed though location-L, 1 if 
it passed once, and more than one if it has passed there several times.  

- WITHIN (DISTANCE s | TRAVELTIME t) FROM R is a predicate that requires 
one of the two operands: DISTANCE s or TRAVELTIME t, where s and t are 
real numbers. R is a point (given by its coordinates) on one of the line segments 
of the map, and can be obtained, for example, by geocoding an address. The 
predicate returns True when either: i. the object needs to travel less than s 
distance units in order to arrive to R or ii. the object needs to travel less than t 
time units in order to arrive to R. This predicate is further refined by the 
following two groups of quantifiers: 

a. ALONG EXISTING PATH and ALONG SHORTEST PATH. They are 
optional mutually exclusive quantifiers. The former requires the WITHIN 
criterion to hold along the route of the object (which implies that R belongs to 
the route of the object). Intuitively, this means that the object can reach R 
within the cost metric while traveling along its existing path. The second 
quantifier requires that the WITHIN criterion holds when following the 
shortest path between the object's current location and R. If none of them is 
present in the query ALONG EXISTING PATH is used as the default value.  

b. ALWAYS BETWEEN and SOMETIMES BETWEEN starttime AND 
endtime. These optional quantifiers relate to the temporal duration of the 
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WITHIN criterion. The former requires that the WITHIN criterion is true for 
all times between the starttime and endtime values, while the latter requires 
that the WITHIN criterion is true for some times between starttime and 
endtime. If none of them is present in the query ALWAYS BETWEEN is used 
as the default value, and the starttime and endtime are assigned the starttime 
and endtime of the trip respectively.  

 
As is evident, the WHERE clause may have regular SQL atomic conditions on 

regular database attributes (i.e. other than trajectory). 
Hereafter we elaborate on the combined semantics of the WITHIN predicate 

depending on the values of the route related (1. ALONG EXISTING PATH or 2. 
ALONG SHORTEST PATH) and time related quantifiers (A. ALWAYS BETWEEN 
or B. SOMETIME BETWEEN). 

  
1A: the condition is satisfied for object if every point on o's route between starttime 

and endtime is within route-distance s or route-travel-time t from R (observe that 
using the GDT map format one can compute both travel time and distance as different 
cost measures). Remember, route distance (route travel time) between two points is 
the distance (travel time) along the current trajectory, in the forward (increasing time) 
direction. 

2A: the condition is satisfied for an object o if every point on o's route between 
starttime and endtime is within travel-time t or travel-distance s from R. Here distance 
means distance along the shortest path. 

1B: the condition is satisfied for o if some point on o's trajectory between starttime 
and endtime is within route-distance s or route-travel-time t from R 

2B: the condition is satisfied for o if some point on o's trajectory between starttime 
and endtime is within distance s or travel-time t from R. Here distance means distance 
along the shortest path. 

2.2    Spatiotemporal Index 

We adopt a 3D spatiotemporal indexing scheme similar to the ones proposed in 
[18][10][16]. The 2D space in which the object moves, and the time dimension form a 
3D space. We are interested in subsets of this domain depending on the quantifiers of 
the WITHIN predicate. We assume the existence of a 3D index in the database 
management system. 

Now we consider the insertion of a trajectory into the database index. To do so we 
enclose each 3D straight line segment into the minimum axes-parallel 3D rectangle 
that contains the segment. This is the Minimum Bounding Rectangle (MBR) of the 
trajectory segment. Observe that the trajectory segment is a diagonal of its MBR. 
Each line segment of a trajectory, its sequence number in the trajectory, its MBR, and 
the object id are inserted as a record in the 3D index. 

 In this paper we establish the mapping of the query to a 3D query window Q, such 
that we retrieve all the trajectories that intersect Q. This is the only retrieval from the 
hard disk assuming that the contents of Q are a small part of the database and can fit 
into main memory. Then further processing of the query is carried out in memory.  

Indeed, trajectories in real-life applications like the ones we consider here contain a 
small number of line segments. For instance if a typical trajectory is 10km long and 
each city block is about 0.5 km long, then the trajectory consists of  nodes.  
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For Boolean combinations of spatial/temporal predicates (i.e., combination of 
WITHIN predicates) always the resulting set of trajectories will be the intersection (for 
conjunctive queries) or the union (for disjunctive ones) of the respective query spaces. 
Hence the spatiotemporal indexing scheme suffices for Boolean combination of queries.  

3   Implementation Design of the Predicates in a Spatial Database 
Environment 

Assuming that the data types needed are implemented in an OR-DBMSs [11, 9, 4] we 
need to implement functions/operators that represent the functionality of these data 
types. These functions are implemented as user defined functions (UDFs) [4], which 
implement operators, or methods, that can be applied to user defined data types. In the 
following we review how commercial DBMSs handle the issues of definition, 
implementation and retrieval of user defined functions. DB2 Spatial Extender in-
cludes pre-defined functions for operations such as spatial calculations (for example, 
the distance between two points), comparisons (the customers located within a five-
mile radius of a store), data exchange, and others. To achieve better performance, 
Spatial Extender functions run in an “unfenced” mode in the same address space as 
the database server itself. To support the Spatial Extender, IBM has also extended the 
notion of UDFs to allow them to be used as user-defined predicates. When a query 
includes, in a “where” clause, a UDF that is also defined as a predicate, the optimizer 
knows to look for an index on the column that would help in evaluating the predicate. 
User-defined predicates can be used, for example, to compare two spatial objects, 
such as two polygons or a point and a polygon, to see if they overlap or if one is 
contained within another. As predicates, UDFs trigger the use of indexes. In the case 
of Informix [9] user-defined routines can be written using Informix’s Stored Proce-
dure Language (SPL), or third-generation languages such as C, C++, or Java. SPL 
routines contain SQL statements that are parsed, optimized, and stored in the system 
catalog tables in executable format, making it ideal for SQL-intensive tasks. Routines 
written in third-generation languages are compiled and loaded into a shared object file 
or dynamic link library (DLL). The routine and name of the shared object are declared 
to the server and once invoked, the shared object is linked to the server. Since C, C++, 
and Java are powerful, full-function development languages, routines written in these 
languages can carry out much more complicated computations than SPL functions.  

Commercial DBMSs provide support for alternative indexing methods in order to 
speed up queries involving user defined operators. In the case of IBM DB2, the DB2 
index manager is open so that new index types—called index extensions—can be 
defined. This includes the type of index, which data types it works with, how index 
entries are generated from column values, and how the index can be exploited to 
evaluate queries efficiently. All of these index extensions are implemented through 
SQL extensions; this high-level API makes it relatively easy for the developer to 
integrate complex, user- defined index functionality. Especially for spatial data these 
extensions were used to implement support for spatial indexes, called grids, in the 
Spatial Extender. 

In the context of Informix, developers can index new data types using existing 
access methods, or add new access methods of their own. Two access methods are 
supported: B-tree index and R-tree index. A B-tree index organizes index information 
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and is arranged as a hierarchy of pages. The Universal Data Option introduces the R-
tree index, optimized for multidimensional data.  

In the following we propose an implementation design of the proposed query 
predicates in terms of functions and operators provided by commercial DBMSs.  

3.1   Query Processing Scheme for LOC and WHEN_AT Predicate 

LOC(id o, time t) 

This function gets as input an object identifier o and a time t and returns the object’s 
position at time t. The object o is retrieved using an index on the id attribute. 

If t is before the starttime (or after ending time) of the object trajectory, then the 
position returned is the start_point (or the end point) of the trajectory. 

Otherwise, we locate the two times ti, ti+1 in T(o) for which it is true that ti < t < ti+1. 
Then we can compute the exact position (x,y) of the object at time t by using linear 
interpolation:  

x = xi + ((xi+1- xi)/( ti+1- ti)) (ti+1-t)  
y = yi + ((yi+1- yi)/( ti+1- ti)) (ti+1-t)   

Then the 2Dpoint (x,y) is the location of the object at time t.  

When_at(id o, 2D_point p) 

The algorithm retrieves the object, and performs the following steps:  
a. Check if the point belongs to the route (the route of the object is obtained by 

disregarding the time of the Trajectory attribute) of the object. For this one can 
use the system provided function intersect(position, o.route). If it does not, then 
null is returned.  

b. If it belongs, then find the line segment(s) of the route to which point p belongs.  
c. For each one of them, compute by interpolation the time when the object was at p 

 
The object may pass more than once by the same point p so the result of the 

function can be a set of times.  

3.2   Query Processing Scheme for WITHIN Predicate 

In the sequel we elaborate on the query processing scheme for the predicate WITHIN.  
 

(1At): for option 1A (ALONG EXISTING PATH/ALWAYS BETWEEN) assuming that 
the cost, say 5, is given in terms of travel-time: 

Then the query is formulated as follows: 
 Q 2: 
SELECT id FROM M_O 
WHERE id WITHIN 5 minutes   FROM R  

         ALONG EXISTING PATH  
    ALWAYS BETWEEN starttime and  

        endtime 
/* semantics: retrieve each  object for which at 
every time point between starttime and endtime, 
the object will reach R within 5 minutes, while 
traveling on its trajectory. */ 
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We use a filter and refinement approach to process this query. The filter uses the 
spatiotemporal index, and it is as follows. The query window Q is a line segment in 
3D perpendicular to the plane t = starttime. It starts at the plane t = starttime and has 
length (endtime+5- starttime). Thus the line ends on the plane t = endtime+5. Using 
the spatiotemporal index we retrieve the set S of all the trajectories that intersect Q. 
These are the trajectories of objects o, that go through the point R sometime between 
starttime and endtime+5. 

The refinement step is as follows. For each trajectory T of S we consider the sub 
trajectory s between starttime and endtime. If the object is not "alive" on some 
segment of this sub-trajectory, then the trajectory is eliminated from S. 

Otherwise, let e1 be the time-point when T crosses R for the first time between 
starttime and endtime+5; let e2 be the time-point when T crosses R for the second 
time in the same interval; etc. 

Note that e1 ‡  starttime by definition. If e1 -  starttime > 5, then clearly the location 
of the object at starttime is more than 5 minutes away from R along the trajectory, 
thus T is eliminated from S. Otherwise, i.e. if 5 ‡  e1 -  starttime, then we consider 
endtime. If e1‡ endtime, this means that at endtime the object has not reached the 
point R yet; but then clearly, from its location at endtime it will reach the point within 
5 minutes, since at starttime it is not more than 5 minutes away. We conclude that the 
trajectory satisfies the condition, and the algorithm continues to examine the next 
trajectory. Otherwise, i.e. if endtime > e1, we have to examine whether the subsection 
of the trajectory between e1 and endtime satisfies the condition with respect to e2, e3, 
e4, etc. In order to verify this we assign e1 to starttime and repeat the procedure 
recursively. Specifically, if e2 does not exist or if e2 -  starttime > 5, then clearly the 
location of the object at starttime is more than 5 minutes away from R along the 
trajectory, thus T is eliminated from S. 

Otherwise, i.e. if 5 ‡  e2 - starttime, then we consider endtime. If e2 ‡ endtime, this 
means that at endtime the object has not reached the point R (for the second time) yet; 
but then clearly it will reach R again within 5 minutes. Thus the trajectory satisfies the 
condition, and the algorithm continues to examine the next trajectory.  

Otherwise, i.e. if endtime > e2, we have to examine whether the subsection of the 
trajectory between e2 and endtime satisfies the condition with respect to e3, e4, etc. 

The trajectories that remain in S after the refinement step constitute the answer to 
the query. 
 
 (1Bt): for options 1B (ALONG EXISTING PATH / SOMETIME BETWEEN) 
assuming that the cost 5 is given in terms of travel-time: 

Then the query is formulated as follows. 
Q 3:  
SELECT id FROM M_O 
WHERE id WITHIN 5 mins                FROM R  ALONG EXISTING PATH 

    SOMETIME BETWEEN starttime and  
       endtime 

/* semantics: give me the objects that sometime 
between starttime and endtime are less than 5 
minutes from  R  when they travel along their 
designated trajectory */ 
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The trajectories that satisfy Q3 are the trajectories that intersect R sometime 

between starttime and endtime+5. This query is simpler than the 1At case. The filter 
step is the same, and the refinement is much simplified. Specifically, the query 
window Q is a line segment perpendicular to the plane t = starttime, and having length 
(endtime+5- starttime). Thus the line ends on the plane t = endtime+5. Using the 
spatiotemporal index we retrieve the set S of all the trajectories that intersect Q. These 
are the trajectories that cross R sometime between starttime and endtime+5. 

The refinement step is as follows. For each trajectory T of S we consider the 
trajectory segments that are "alive" between starttime and endtime. T is in the answer 
set if and only if at least one of them is within route-travel-time 5 minutes from R. 

 
 (1As): ALONG EXISTING PATH/ ALWAYS BETWEEN) assuming that the cost 5 is 
given in terms of distance: 

The query is formulated as follows: 
Q 4: 
SELECT id FROM M_O  
WHERE id WITHIN 5 km               FROM R  

     ALONG EXISTING PATH  
ALWAYS BETWEEN starttime AND endtime 

 
We again use a filter and refinement approach to process this query. The filter uses 

the spatiotemporal index, and it is as follows. The query window Q is a prism having 
a square G as its base on the plane t = starttime, and having height (endtime -  
starttime). 

G is a square with R at its center of gravity, and with a side of length 2*5km. Using 
the spatiotemporal index we retrieve the set S of all the trajectories that intersect Q. 

All the trajectories of objects o that go through the point R in their route segment 
between LOC(o, starttime) and [LOC(o, endtime) plus route-distance 5km] are in S. 

The refinement step is as follows. For each trajectory T of S we consider the sub 
trajectory s between starttime and endtime. If the object is not "alive" on some 
segment of this sub-trajectory, then the trajectory is eliminated from S. 

Otherwise, let e1 be the location when T crosses R for the first time in the route 
segment between LOC(o,starttime) and [LOC(o,endtime) plus route-distance 5km]; 
let e2 be the location when T crosses R for the second time in the same interval; etc. 

Note that the time at e1‡  starttime by definition. If the route-distance between 
LOC(o,starttime) and e1 is more than 5km, then clearly the location of the object at 
starttime is more than 5km away from R along the trajectory, thus T is eliminated 
from S. Otherwise, i.e. if the route-distance between LOC(o,starttime) and e1 is not 
more than 5km, then we consider WHEN_AT(o,e1). If WHEN_AT(o,e1)‡ endtime, 
this means that at endtime the object has not reached the point R yet; but then clearly, 
from its location at endtime the distance to R is not more than 5km, since at starttime 
it is not more than 5km away. We conclude that the trajectory satisfies the condition 
of the query, and the algorithm continues to examine the next trajectory. 

Otherwise, i.e. if endtime > WHEN_AT(o,e1), we have to examine whether the 
sub- trajectory between e1 and LOC(o,endtime) satisfies the condition with respect to 
e2, e3, e4, etc. In order to verify this we assign e1 to starttime and repeat the proce-
dure recursively. Specifically, if e2 does not exist or if e2 is more than 5km away 
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from LOC(o,starttime), then clearly the location of the object at starttime is more than 
5km away from R along the trajectory, thus T is eliminated from S. Otherwise, i.e. if 
e2 is not more than 5km away from LOC(o,starttime), then we consider endtime. If 
endtime <= WHEN_AT(o,e2), this means that at endtime the object has not reached 
the point R (for the second time) yet; but then clearly it will reach R again within 
5km. Thus the trajectory satisfies the condition, and the algorithm continues to exa-
mine the next trajectory. Otherwise, i.e. if endtime > WHEN_AT(o,e2), we have to 
examine whether the sub-trajectory between e2 and endtime satisfies the condition 
with respect to e3, e4, etc. The trajectories that remain in S after the refinement step 
constitute the answer to the query.  

 
(1Bs): ALONG EXISTING PATH/ SOMETIME BETWEEN) assuming that the cost 5 
is given in terms of distance: 

The trajectories that satisfy this predicate are the trajectories for which R is within 
a route-distance of 5km from some point on the sub-trajectory between 
LOC(o,starttime) and [LOC(o,endtime) + route-distance 5]. 

The query window Q is a prism having a square G as its base on the plane t = 
starttime, and having height (endtime - starttime). G is a square with R at its center of 
gravity, and with a side of length 2*5km. Using the spatiotemporal index we retrieve 
the set S of all the trajectories that intersect Q. All the trajectories of objects o that go 
through the point R in their route segment between LOC(o,starttime) and 
[LOC(o,endtime) + route-distance 5] are in S. 

The refinement step is as follows. For each trajectory T of S we consider the 
trajectory segments that are "alive" between starttime and endtime. T is in the answer 
set if and only if at least one of them is within route-distance 5km from R. 
 
 (2As): ALONG SHORTEST PATH / ALWAYS BETWEEN, assuming that the cost 5 is 
given in terms of distance: 

Here we will use again the spatiotemporal index mentioned in previous sections. 
The query box Q must contain all the space that can be covered by an object starting 
from R moving along the shortest path in any direction between starttime and 
endtime. The query box Q will have the following dimensions:  
- 2D space: it will be a square centered at R having a side equal to 2*5km. (see Fig 

2).  
- time: endtime – starttime   

 
 

 
 
 
 
 
 
 
 

 
 

Fig 2. A projection of the query box Q to the x,y plane 
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R 
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5km
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It can be shown that the query box Q contains all the potential answers to the query 
2As. Let us call S the set of trajectories that intersect the query box Q . We obtain S 
after the filter step. Consider the refinement step. First we compute the set P of whole 
or partial route segments that are at distance at most 5km from R. The trajectories that 
satisfy the predicate 2As are the trajectories of S for which the following condition is 
satisfied: all the trajectory segments between starttime and endtime are "alive", and 
their projection on the (x,y) plane is contained in P.  

(2Bs): ALONG SHORTEST PATH / SOMETIMES BETWEEN, assuming that the cost 
5 is given in terms of distance: 

In this case it must be true that for at least one point in the route of the object 
between starttime and endtime, it is closer than 5km from R along the shortest path.  

Again we use the spatiotemporal index, and S as it results from the query 2As. The 
set P is also similarly defined. Finally, the trajectories that satisfy the predicate 2Bs 
are the trajectories of S for which the following condition is satisfied: some the 
trajectory segments between starttime and endtime are "alive", and their projection on 
the (x,y) plane is contained in P.  

(2At): ALONG SHORTEST PATH / ALWAYS BETWEEN, assuming that the cost 5 is 
given in terms of travel time: 

The filter step constructs the query Q as follows. First we compute the set M of 
route segments (consisting of the points) that are at travel-time at most 5 minutes 
from R. We do so by using the standard shortest path algorithm on the map graph. For 
each route segment r we construct a rectangle in 3D with base r on the plane t = 
starttime, and a height (endtime- starttime) perpendicular to that plane. The query Q 
consists of all these rectangles. Then we retrieve the set S of trajectories that intersect 
this set of rectangles. 

The refinement step is as follows. For each trajectory T in S we compute the set 
T.M of route segments that the object travels between starttime and endtime. If the 
object is not alive on all these route segments, then T is eliminated from S. The 
trajectories that satisfy the query are: the subset of S consisting of each trajectory T 
for which T.M is a subset of M. 
 
 (2Bt): ALONG SHORTEST PATH / SOMETIME BETWEEN, assuming that the cost 5 
is given in terms of travel time: 

The filter step is the same as in 2At. The refinement step is as follows. For each 
trajectory T in S we compute the set T.M of route segments that the object travels 
between starttime and endtime, and on which the object is "alive". The trajectories 
that satisfy the query are: the subset of S consisting of each trajectory T for which the 
intersection of T.M and M is nonempty. 

4   Related Work 

Temporal data models provide built-in support for capturing one or more temporal 
aspects of the database entities. It is conceptually straightforward to also associate the 
database entities with spatial values. Concrete proposals include a variant of Gadia's 
temporal model [14, Ch. 2], a derivative of this model [2], and STSQL [1]. 
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Essentially, these proposals introduce functions from the product of time and space to 
base domains, and they provide languages for querying the resulting databases. These 
proposals are orthogonal to the specifics of types and simply abstractly assume types 
of arbitrary subsets of space and time; no frameworks of spatiotemporal types are 
defined. The data model by Worboys [17] represents this approach. Here, spatial 
objects are associated with two temporal aspects, and a set of operators for querying is 
provided. However, this model does not provide an expressive type system, but 
basically proposes only a single type, termed ST-complex, with a limited set of 
operations. In addition, two papers exist that consider spatiotemporal data as a 
sequence of spatial snapshots and in this context address implementation issues 
related to the representation of discrete changes of spatial regions over time [12].  

Reference [13] presents a model for moving objects along with a query language. 
However, the new language constructs there are purely temporal and nonstandard, and 
the model does not capture full trajectories. In contrast, the constructs in this paper are 
refinements of standard spatiotemporal range queries.  

Work in constraint databases is applicable to spatiotemporal settings, as arbitrary 
shapes in multidimensional spaces can be described. Papers that explicitly address 
spatiotemporal examples and models include [7, 3]. However, this kind of work 
essentially assumes the single type "set of constraints," and is not concerned with 
types in the traditional sense. Operations for querying are basically those of relational 
algebra on infinite point sets. Recent work recognizes the need to include other 
operations, e.g., distance [7].  

The Informix Dynamic Server with Universal Data Option covers type 
extensibility [8]. So-called DataBlade modules may be used with the system, thus 
covering new types and associated functions that may be used in columns of database 
tables. Of relevance to this paper, the Informix Geodetic DataBlade Module [8] 
covers types for time instants and intervals as well as spatial types for points, line 
segments, strings, rings, polygons, boxes, circles, ellipses, and coordinate pairs. 
Informix does not cover any integrated spatiotemporal data types. Limited spatiotem-
poral data support may be obtained only by associating separate time and spatial 
values. The framework put forward in this paper provides a foundation allowing 
Informix or a third-party developer to develop a DataBlade that extends Informix with 
expressive and truly spatiotemporal data types.  

Since 1996, the Oracle DBMS has offered a so-called spatial data option, also termed 
a Spatial Cartridge, that allows the user to better manage spatial data [11]. Current sup- 
port encompasses geometric forms such as points and point clusters, lines and line 
strings, and polygons and complex polygons with holes. However, no spatiotemporal 
types are available in Oracle. The support offered by Oracle resembles the support 
offered by DB2's Spatial Extender [4], which offers spatial types such as point, line, and 
polygon, along with \multi-" versions of these, as well as associated functions, yielding 
several spatial ADT's. Like Oracle, spatiotemporal types are absent.  

A recent effort for a foundation of spatiotemporal data types and query language 
design appears in [5], where all the design is based on the moving point and moving 
region data types and the associated operations.  

One of the most recent efforts dealing with indexing of moving points is [10]. 
There the authors deal mainly with the problem of moving objects on a line and they 
propose a dual representation that is claimed to give logarithmic response time to 
range queries. That paper only covers indexing issues (not modeling or linguistic 
issues as we do here), and considers standard range queries.  
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In [18] the authors propose a comprehensive approach to embedding moving 
objects support in a commercial DBMS. Several issues are addressed such as: 
indexing moving objects, uncertainty regarding the position of an object, dynamic 
behavior evolving with time. However, the model and language constructs in this 
paper are new. 

5   Conclusions 

In this paper we introduced a model for moving objects on road networks. The road 
network is represented by an electronic map. The connection between the moving 
object trajectory model and the road network represents one of the innovative aspects 
of this work. We also defined a small set of expressive predicates that can effectively 
be implemented in terms of existing spatial operators within commercial 
database/GIS systems. The language we propose handles a large number of 
reasonable queries about moving objects.  

Although the model paradigm was build on GDT maps as a running example, the 
design of the predicates is applicable to other contexts in which objects move in a 
spatial grid. The design presented in the paper is directly applicable to such contexts, 
provided that the appropriate spatial grid model and associated support functions 
(such as the one for shortest path or distance computation) are provided.  

Another issue that arises is the representation of non polygonal trajectories. This 
case will be further investigated. As a first approach it can be treated in two ways:  
- either approximated by polygonal lines using interpolation and or extrapolation 

techniques 
- or represented by mathematical expressions – patterns- that represent trajectories 

in as a continuous function of time.  

Further work will be committed in the following directions:  
- Deal with uncertainty features. This work will be based on initial work on spatial 

relationships [15].  
- Consider the dual model as the database representations scheme.  
- Implementation of the predicates defined in the paper, and performance 

evaluation. We plan to have two parallel implementations based on different 
database products exploiting their respective type extension facilities. 
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Appendix A. Primitives Provided by Commercial Products 

 
In this section we refer to the spatial and other functions provided by commercial pro-
ducts and are exploited in our design. The primitives indicates by * are provided by 
both Informix Spatial Datablade and ArcView. The ones without * are provided only 
by ArcView. 

 
Function name Semantics 
*contains(shape1,shape2) returns TRUE if shape1 contains shape2  
*intersect(shape1,shape2) returns TRUE shape1 intersect shape2 
along(polyline,dist) 
 

returns a point on a polyline, the route distance of 
which is "dist" length units away.  

selectby(shape) selects the features that intersect “shape” 
traveltime(polyline p).  
 

returns the travel time along the polyline p in time 
units 
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Although Arcview/Informix do not use the notion of time, they use the notion of 
cost. So given GDT maps, cost can be interpreted as travel-time or distance. IBM 
Spatial Extender [4] provides the following functions for spatial data manipulation:  

Comparison functions: contains, cross, disjoint, equals, intersects, overlap, touch, 
within, envelopes intersect 

Relationship functions: common point, embedded point, line cross, area intersect, 
interior intersect, etc. 

Combination functions: difference, symmetric difference, intersection, overlay, 
union, etc. 

Calculation functions: area, boundary, centroid, distance, endpoint, length, 
minimum distance, etc. 

Data-exchange functions: astext (for Open GIS well-known text representation), 
asbinary (for Open GIS well-known binary representation), asbinaryshape (for ESRI 
shape representation), etc. 

Transformation functions: buffer, locatealong, locatebetween, convexhull, etc. 
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Abstract. Like people who casually assess similarity between spatial scenes in
their routine activities, users of pictorial databases are often interested in
retrieving scenes that are similar to a given scene, and ranking them according
to degrees of their match. For example, a town architect would like to query a
database for the towns that have a landscape similar to the landscape of the site
of a planned town. In this paper, we develop a computational model to
determine the directional similarity between extended spatial objects, which
forms a foundation for meaningful spatial similarity operators. The model is
based on the direction-relation matrix. We derive how the similarity assessment
of two direction-relation matrices corresponds to determining the least cost for
transforming one direction-relation matrix into another. Using the
transportation algorithm, the cost can be determined efficiently for pairs of
arbitrary direction-relation matrices. The similarity values are evaluated
empirically with several types of movements that create increasingly less similar
direction relations. The tests confirm the cognitive plausibility of the similarity
model.

1   Introduction

Similarity is an intuitive and subjective judgment, which displays no strict
mathematical models (Tversky 1977). In their routine activities, people casually assess
similarity between spatial scenes. Similarity also matters when users of spatial
databases want to retrieve spatial scenes that resemble a sketched configuration and
want to rank the results according to degrees of their match. Computational methods
that match with users’ intuitive expectations are the focus of this paper.
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A number of models and systems for spatial similarity retrieval have been already
developed. For example, Query by Image Content (Flickner et al. 1995) allows a user
to retrieve images from a database based on the contents of images. Graphic
representations of images store geometric and visual attributes of objects and spatial
relations between them. The geometric attribute of an object refers to its spatial extent,
and visual attributes refer to color, shape, and texture (Gonzalez and Woods 1992).
Geometric and visual attributes help in determining the presence of an object in a
scene and spatial relations between objects distinguish relative placements of the
objects in the embedding space. Combining object similarity and spatial relation
similarity, one can make a query such as “Find scenes where object A and B are
present, B is north of A, and A disjoint B.” Nabil et al. (1995) and Bruns and
Egenhofer (1996) use spatial relations between objects for the assessment of scene
similarity. Spatial relations are also used for similarity assessment in image databases
(Chu et al. 1994; Del Bimbo et al. 1995; Del Bimbo and Pala 1997; Chu et al. 1998),
multimedia databases (Al-Khatib et al. 1999; Yoshitaka and Ichikawa 1999), and
video databases (Jiang and Elmagarmid 1998; Pissinou et al. 1998; Aslandogan and
Yu 1999). In order to use spatial relations for similarity assessment, we need
cognitively plausible methods to assess similarity between spatial relations.

Cardinal directions play an important role in the specification of spatial
configurations. For example, the query scene (Figure 1a) and the three scenes in the
database (Figures 1b-d) contain objects A and B whose topological relation is always
disjoint; therefore, the three scenes are topologically equivalent to the query scene.
However, when considering the cardinal direction as an additional search criterion,
one can determine that Scene 1b is the most similar to the query scene. Also, when
considering directions, one can determine that Scene 1c is more similar to the query
scene than Scene 1d.

 

Aq

(a)

(b) (c) (d)

Bq

A0

B0
B1

B2

A1 A2

Fig. 1: (a) The query scene and (b)-(d) scenes 0, 1, and 2 in a database.

Earlier models for spatial-relation similarity resorted to minimum-bounding
rectangles (Egenhofer 1997; Papadias and Delis 1997), representative points
(Gudivada and Raghavan 1995), or projections along the coordinate axes (Sistla et al.
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1995) to model direction relations. These methods are crude approximations that often
lead to incorrect directions when concave region objects are involved. The direction-
relation (Goyal and Egenhofer, in press) overcomes these deficiencies as it avoids
generalizations to points or approximations by rectangles. The method also extends to
other geometric types such as lines and points (Goyal and Egenhofer 2000). This
paper develops a computational method for assessing similarity of cardinal directions
that are modeled with the detailed direction-relation matrix (Goyal and Egenhofer, in
press). The better-quality direction-relation model displays some adverse properties
that make it infeasible to apply the usual approaches for determining relation
similarity; therefore, we introduce a new approach to determining spatial similarity
that is based on the transportation algorithm. The method is cognitively plausible as
well as computationally efficient.

The remainder of this paper is structured as follows. Following a short summary of
the direction-relation matrix (Section 2), we introduce distance measures for pairs of
simple (Section 3) and complex (Section 4) direction-relation matrices. Section 5
formulates the similarity assessment of two direction-relation matrices as a minimum-
cost transformation. In Section 6 we demonstrate that the results of this similarity
assessment method are cognitively meaningful by comparing the trends of similarity
values obtained for moving objects with an expected baseline. Section 7 contains
conclusions and discusses future work.

2   Direction-Relation Matrix

A cardinal direction is a binary relation involving a reference object A and a target
object B, and a symbol that is a non-empty subset of {N, S, E, W, NE, SE, SW, NW,
0}. The symbols are spatially organized according to a grid formed around the target
object (Figure 2), creating nine direction tiles (Figure 1): north (NA), northeast (NEA),
east (EA), southeast (SEA), south (SA), southwest (SWA), west (WA), northwest
(NWA), and same (0A).

  

0
A

NW
A

W
A

SW
A

N
A

NE
A

E
A

SE
A

S
A

B

A

Fig. 2: The nine direction tiles formed around the reference object A.

The detailed direction-relation matrix (Goyal and Egenhofer, in press) is a 3×3
matrix that captures the neighborhood of the partition around the reference object and
registers for each tile how much of the target object falls into it (Equation 1). The
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elements in the direction-relation matrix have the same topological organization as the
partitions around the reference object.

   

dir(A ,B) =

area(NWA
∩ B)

area(B)

area(NA
∩ B)

area(B)

area(NE A
∩ B

area(B
area(W

A
∩ B)

area(B)

area(0A
∩ B)

area(B)

area(EA
∩ B)

area(B)
area(SWA

∩ B)

area(B)

area(SA
∩ B)

area(B)

area(SE A
∩ B)

area(B)

 (1)

For example, the detailed direction-relation matrix for the configuration shown in
Figure 1 has six elements of zero, and three non-zero elements which sum up to 1.0
(Equation 2)

dir(A ,B) = 

 
0 0.05 0.45

0 0 0.50

0 0 0

(2)

A direction-relation matrix with exactly one non-zero element is called a single-
element direction-relation matrix, and the corresponding relation is a single-element
direction. There are nine single-element directions corresponding to nine cardinal
directions. A direction-relation matrix with more than one non-zero element is called a
multi-element direction-relation matrix, and its corresponding direction is a multi-
element direction. Subsequently, we develop a method to compute distances between
single-element directions (Section 3), followed by an extension for multi-element
directions (Section 4).

3   The Distance between Two Single-Element Direction-Relation
Matrices

As a quantitative measure for direction similarity, we introduce a distance measure
between two cardinal directions, such that (1) a zero value implies that both directions
are identical and (2) distance (D0, D1) > distance (D0, D2) means D0 is more similar to
D2 than D0 to D1, where D0, D1, and D2 denote cardinal directions from B to A in
Scenes 0, 1, and 2, respectively. A conceptual neighborhood graph for a set of
mutually exclusive spatial relations serves as the basis for computing distances
between the relations in this set. Conceptual neighborhood graphs have been used for
deriving distance measures between 1-dimensional interval relations (Freksa 1992),
topological relations in R2 (Egenhofer and Al-Taha 1992), and relations between
minimum bounding rectangles (Papadias and Delis 1997). A continuously changing
relation follows a path along the conceptual neighborhood graph. For example, if a
target object B moves eastward from the northwest tile (Figure 3a) it cannot move
directly to the northeast tile (Figure 3c), because it must go through the direction
tile(s) that connect the northwest and northeast tiles. The shortest path would lead
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through the north tile (Figure 3b), although other connected paths are possible as well
(e.g., through the west, same, and east tiles).

 

(a) (b) (c)

A A A

B B B

Fig. 3: The shortest path to move the target object B from the northwest tile to the northeast tile
is through the north tile.

In order to compute the distance between cardinal directions, we construct a
conceptual neighborhood graph for the nine cardinal directions using the 4-
neighborhood of the nine tiles. This graph has a vertex for each cardinal direction and
an edge for each pair of cardinal directions that are horizontally or vertically adjacent
(Figure 4). The distance between two cardinal directions is the length of the shortest
path between two directions along the conceptual neighborhood graph (Figure 5). The
distance between two identical directions is zero, which is the shortest of all distances.
The distance between the cardinal directions northwest and southeast is four, which is
the maximum. The only other pair with the maximum distance is northeast and
southwest. The distance function abides by the axioms of a distance—positivity,
symmetry, and triangle inequality.

 

NW

SE

W

S

N

E0

NE

SW

Fig. 4: The conceptual neighborhood graph for nine cardinal directions based on the
4-neighborhood between tiles.
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Fig. 5: Four-neighbor distances between cardinal directions for regions.

For example, the distance between the directions of B with respect to A along the
conceptual neighborhood graph in Figures 3a and b is 1, while the distance between
the directions in Figures 3a and c is 2. Based on these distances, we infer that the
direction of B with respect to A in Figure 3a is more similar to the direction in Figure
3b than the direction in Figure 3a to the direction in Figure 3c.

The distance measure between single-element direction-relation matrices serves as
the basis for the distance between multi-element direction-relation matrices.

4   Distance between Two Multi-Element Direction-Relation
Matrices

To account for distances between multi-element direction-relation matrices we extend
the method used for computing the distance between cardinal directions from single-
element direction-relation matrices. If the target object B moves eastward from the
northwest tile (Figure 6a) to the northeast tile (Figure 6e), its trajectory moves
successively over the northwest and north tiles (Figure 6b), the north tile alone
(Figure 6c), and the north and northeast tiles (Figure 6d). The directions in Figures 6b
and d require multi-element direction-relation matrices for their representation.
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(a) (b) (c) (d) (e)

A A A A A

B B B B B

Fig. 6: The target object moves across single as well as multi-element cardinal directions from
(a) northwest through (b) northwest and north, (c) north, (d) north and northeast, to (e)
northeast.

Definition 1: The distance between two arbitrary direction-relation matrices, D0 and
D1, is the minimum cost for transforming matrix D0 into D1 by moving the non-zero
elements of D0 from their locations to the locations of the non-zero elements of D1

along the conceptual neighborhood graph.
The cost of this transformation is the weighted sum of the distances along the

neighborhood graph between the source and destination direction tiles, where a source
refers to a cardinal direction from where a non-zero element is moved and a
destination refers to a cardinal direction where the element is moved to. The weighting
of a distance between a source and a destination is done by the element values moved
between them. For example, transforming matrix D0 (Equation 3a) into D1 (Equation
3b) requires the movement of the value 0.4 from northwest to northeast, and the value
0.6 from north to northeast. The cost of this transformation is 0.4 x distance (NW,
NE) + 0.6 x distance (N, NE), which is 0.4 x 2 + 0.6 x 1=1.4.

D
0

=  

 0.4 0.6 0

0

0

0 0

0 0

 (3a)

D
1

=  

 0 0 1

0

0

0 0

0 0

 (3b)

The remainder of this section introduces consistency constraints and properties of
intermediate matrices, which are needed to develop the method for distance
computation between arbitrary direction-relation matrices.
Definition 2: The sum of a matrix P is defined as the sum of the values of it elements
(Equation 4).

sum(P) := P
i, j

∀j

∑
∀i

∑
(4)

Definition 3: The commonality C01 between two direction-relation matrices, D0 and
D1, is a 3x3 matrix defined as the minimum of each pair of corresponding element
values (Equation 5).
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∀i , j : C
ij

01 := min(D
ij

0 , D
ij

1 ) (5)

The values of the elements in C01 lie in the interval [0, 1]. The value of sum (C01)
also lies in the interval [0, 1]. It is 0 if all the corresponding pairs of elements have at
least one 0. It would be 1 if the distribution of the target objects in both D0 and D1

were identical. Since the minimum of a set of numbers is unique and does not depend
on their order, the calculation of the commonality is commutative (Equation 6).

C
01

= C
10

(6)

For example, the commonality matrices C01 and C10 for directions of B with respect
to A in Scene 0 and Scene 1 (Figure 7) have the same values (Equation 7).

Scene 0 Scene 1

D
0 =  

 
0 0.84 0.10

0 0.06 0

0 0 0

D
1 =  

 0 0 0

0 0.21 0.01

0 0.72 0.06

Fig. 7: A direction comparison of Scenes 0 and 1 with identical objects, but different
directions D0 and D1, respectively.

C
01 =C

10 =  

 

0.060

0 0

0

0

0

0 0

(7)

Definition 4: The asymmetric difference R01 between two direction-relation matrices,
D0 and D1, is defined as the difference of the direction-relation matrix D0 and the
commonality (Equation 8a), and has a corresponding value for R10 (Equation 8b).

R
01 := D

0 − C
01 (8a)

R
10 := D

1 − C
10

(8b)

We use the term non-zero part of a matrix for a non-zero element or a fraction of a
non-zero element. The asymmetric difference R01 has the distinct non-zero parts of D0

that are not in D1. Conversely, R10 (Equation 8b) has the distinct non-zero parts of D1

that are not in D0. For example, the asymmetric difference matrix R01 (Equation 9a)
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for the scenes in Figure 7 has no non-zero parts that are in D1, while R10 (Equation 9b)
has no non-zero parts that are in D0.

R
01 =

 0 0.84 0.10

0 0 0

0 0 0

(9a)

R
10 =

 0 0 0

0 0.15 0.01

0 0.72 0.06

(9b)

The values of elements in R01 and R10 lie in the closed interval [0, 1]. The values of
sum (R01) and sum (R10) also lie in the interval [0, 1]. The value 0 for sum (R10) means
there is no difference between matrices D0 and D1, whereas the value 1 means there is
no commonality between matrices D0 and D1.
Definition 5: The direction-difference (∆01) between two direction-relation matrices,
D0 and D1, is defined as the difference of the two relations’ asymmetric differences
(Equation 10).

∆01 := R
01 − R

10
(10)

The values of the elements in ∆01 lie in the interval [-1, 1]. In order to express the
direction-difference in terms of direction-relation matrices, we substitute the value of
R01 and R10 (Equations 8a and b) in Equation 10, and obtain Equation 11, as
commonalty matrices C01 and C10 cancel each other. For example, Equation 12 gives
the direction-difference matrices ∆01 for the scenes in Figure 7.

∆
01

= D
0

− D
1

(11)

∆
01

=  

  
0 0.84 0.10

0 −0.15 −0.01

0 −0.72 −0.06

 (12)

Theorem 1: The sum of the elements in R01 equals the sum of the elements in R10.
Proof: The sum of the elements of a detailed direction-relation matrix is 1 (Equation
13).

sum(D
0 ) = sum(D1 ) = 1 (13)

The addition operation (+) follows the associative law; therefore, we can express
the asymmetric difference matrices (Equations 8a-b) in the sum form (Equations 14a-
b).

sum(R
01 ) = sum(D0 ) − sum(C 01 ) (14a)

sum(R
10

) = sum(D
1
) − sum(C

10
) (14b)
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Let us assume the value of sum (C01) is x, which equals sum (C10); substituting x for
these sums in Equation 14a-b and combining them with Equation 13, we obtain
expressions for the sum of asymmetric difference matrices in terms of x (Equations
15a-b).

sum(R
01

) = 1 − x (15a)

sum(R
10

) = 1 − x (15b)

The right hand sides of both asymmetric difference matrices’ sums are identical
(Equations 15a-b), which proves the theorem (Equation 16).

sum(R
01

) = sum(R
10

) (16)

∴

Corollary 2: The sum of the elements in a direction-difference matrix is 0.
Proof: We can express the direction-difference matrix (Equation 10) in the sum form
(Equation 17). Since the values of the sums of the asymmetric difference matrices’
elements are identical (Equation 16), their differences cancel each other (Equation
18).

sum(∆
01

) := sum(R
01

) − sum(R
10) (17)

sum(∆01 ) := 0 (18)
∴

For example, the sum of elements of ∆01 (Equation 12) is zero. Non-zero elements
of the commonality matrix C01 capture the common non-zero parts of the matrices D0

and D1; therefore, the non-zero parts that correspond to non-zero parts of C01 must not
be moved while transforming D0 into D1 (Definition 1). Moving them would increase
the cost of this transformation, such that the computed cost for this transformation
would not be the minimum value. Only those non-zero parts of D0 should be moved
that are zero in D1, which means only non-zero elements of R01 must be moved to
obtain R10.
Definition 6: The distance between two matrices D0 and D1 is the minimum cost
incurred in transforming R01 into R10.

Theorem 3: The maximum 4-neighbor distance (
4
maxcetandis ) between two direction-

relation matrices is 4.
Proof: The maximum cost is incurred when the maximum possible value of sum (R01)
is moved by the maximum possible distance. The maximum value of sum (R01) is 1
and the maximum 4-neighbor distance between two cardinal directions is 4 (Figure 5);

therefore, the value of 
4
maxcetandis is 4x1=4. ∴

The maximum distance between two direction-relation matrices can occur only
between single-element direction-relation matrices that have non-zero values for the
farthest direction tiles. For example, the value of 4-neighbor distance between two
single-element direction-relation matrices with non-zero values in the southwest and
northeast tiles is 4. In the direction-difference ∆01, non-zero elements that correspond
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to non-zero elements of R01 are of positive polarity, while non-zero elements that
correspond to non-zero elements of R10 are of negative polarity (Equation 10). The
sum of the elements of the matrix ∆01 is zero (Corollary 2). The matrix ∆01 has all the
necessary information to compute the minimum cost of transforming D0 into D1,
which is the same as the minimum cost of transforming R01 into R10.

5   Minimum Cost Solution

The problem of determining the minimum cost for transforming matrix 01R  into

matrix 10R  can be formulated as a balanced transportation problem (Murty 1976;
Strayer 1989), which is a special case of the linear programming problem (Dantzig
1963; Dantzig and Thapa 1997). A transportation problem records the supplies of all
the warehouses, the demands of all the markets, and the unit costs for all the pairs of
the warehouses and the markets. This setting applies to the direction difference matrix
∆01, where each positive element in ∆01 corresponds to a warehouse, whereas each
negative element corresponds to a market. The supply of the ith warehouse Wi is si,
which equals the magnitude of the corresponding element in ∆01. Similarly, the
demand of the jth market Mj is dj, which also equals the magnitude of the
corresponding element in ∆01. The cost cij for moving a unit supply from Wi to Mj is
distance (Wi, Mj). The sum (R01) equals the sum (R10) (Theorem 1); therefore, the sum
of the supplies of all warehouses is the same as the sum of the demands of all markets,
which identifies a balanced transportation problem.

If xij is the number of units to be shipped from the warehouse Wi to the market Mj in
the final solution, then the goal of the transportation problem is to determine the
values of x such that the total cost z (Equation 19) is a minimum such that the
warehouse and market constraints are satisfied (Equations 20a-b).

∑∑
= =

=
p

i

n

j
ijij xcz

1 1

(19)

∀i ∈ W : s
i

= x
ij

j=1

n

∑ (20a)

∀j ∈ M : d j = xij

i=1

p

∑

(20b)

While each constraint can be formulated as a linear equation, the system of the
warehouse and market constraints is underdetermined in most cases, such that the
common algebraic methods for linear equations do not provide a unique solution. For
the direction difference with nine elements, a total of twenty different scenarios may
occur. In the worst case, there are 4*5=20 unknown elements with 2+4=6 warehouse
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and market constraints (Equations 20a and b) and one additional constraint for the
minimum cost (Equation 19). Other scenarios may be less underconstrained—the
direction difference for the example in Figure 7 has eight unknown variables with
seven constraints total—or potentially overconstrained as in the case of a direction
difference with 1 warehouse and n markets. To accommodate for these variations,
typically the transportation problem is solved in two phases: (1) finding a basic
feasible solution and (2) improving the basic feasible solution iteratively, until an
optimal solution is obtained.

A basic feasible solution is a set of x values that satisfy the market and warehouse
constraints, but it may not give the minimum value of z. There can be more than one
set of x values that yield the same minimum value z. A common algorithm to
determine a basic feasible solution is the northwest1 corner method (Strayer 1989, p.
180), while the minimum can be obtained through the transportation algorithm
(Strayer 1989, p. 153). Since both algorithms are classic, we do not repeat them here
but refer the interested reader either to a textbook (Strayer 1989) or the details of their
use for calculating direction similarity (Goyal 2000, pp. 100-108).

 The example in Figure 7 formulates 2+4=6 warehouse and market constraints
(Equations 21a-f) and the cost function (Equation 21g).

x11+ x12+x13+x14= 0.84 (21a)

x21+x22+x23+x24= 0.10 (21b)

x11+x21=0.06 (21c)

x12+x22=0.72 (21d)

x13+x23=0.01 (21e)

x14+x24=0.15 (21f)

z=3x11+ 2x12+2x13+x14+2x21+3x22+x23+2x24 (21g)

The northwest corner method offers then a basic feasible solution at zfeasible=1.89
(Equation 22a), for which the transportation algorithm finds a minimum at
zminimum=1.75 (Equation 22b).

z=3*0.06+2*0.72+2*0.01+1*0.05+2*0.10 (22a)

z=2*0.72+1*0.12+2*0.06+1*0.01+2*0.03 (22b)

Although the simplex method has a non-polynomial upper bound, it requires an
average of 3m pivot steps, where m is the number of constraints in the problem. For
the 3×  direction-relation matrix the largest value for m is 9, therefore, the simplex

                                                          
1 The term northwest corner refers here to the top-left cost value, that is, the first row and first column in

the transportation tableau used to solve the transportation problem. It should not be confused with the
northwest tile in the direction-relation matrix.
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method can be performed in at most 27 pivot steps. In comparison, relying on a graph
of all possible movements could result in a graph with as many as 17,250,360 paths
(Goyal 2000). Therefore, the method based on the transportation algorithm is
significantly more efficient.
Definition 7: The dissimilarity of two pairs of cardinal directions expressed in the
form of two direction-relation matrices D0 and D1, corresponds to the minimum cost
of transforming D0 into D1, normalized by the highest possible cost (Equation 23).

dissimilarity(D
0
,D

1
) :=

minCost(D0, D1 )
4 (23)

Definition 8: The similarity s of two pairs of cardinal directions is the complement of
the dissimilarity (Equation 24).

s(D
0
, D

1
) := 1 − dissimilarity(D

0
,D

1
) (24)

Applying the similarity assessment method to the query scene in Figure 1a and
Scenes 0-2 in the database (Figures 5.1b-d), the similarities values are s(Dq, D0) =
0.92, s(Dq, D1) = 0.56, and s(Dq, D2) = 0.04. From these values, we can infer that the
direction in the query scene is most similar to the direction in Scene 0, followed by
Scene 1, and Scene 2, as the similarity is decreasing in this order.

6   Evaluation

The subsequent benchmark consists of a set of successive changes in the geometry of
the involved objects, making deformations that create an increasingly less similar
situation. If the similarity values capture appropriately the decrease in similarity, then
these results provide an indication that the similarity values are meaningful.

For a systematic evaluation of the method for similarity assessment, we start with a
query scene containing a pair of reference and target objects, and generate scenes by
gradually changing the geometry of the target object. Throughout these changes, we
capture the direction similarity between the query scene and the test cases and
examine the trend of the similarity values. A cognitively plausible similarity
assessment method is expected to give the highest similarity value (100) to the scene
without any change and continuously decreasing values of similarity with increasing
changes.

6.1 Moving the Target Object over the Reference Object

In this test, the target object B is moved iteratively from the northeast of A to the
southwest of A. The expected graph is a straight line from the top left (100) to the
bottom right (0). The eight different states and their corresponding similarity values
with respect to the query scene (Figure 8) lead to a strictly monotonic decrease in
similarity (Table 1a). The minor deviations from the expected graph are due to
varying increments at which the snapshots were taken.
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Similarity=1.0 Similarity=0.89 Similarity=0.54 Similarity=0.5

Similarity=0.43 Similarity=0.2 Similarity=0.12 Similarity=0

Query

Fig. 8: Detailed diagonal movement of a target object, together with the corresponding
similarity values.

Two similar assessments confirm this pattern and provide additional insights about
the properties of the direction-similarity assessment. Figures 9 and 10 show two
diagonal movements of objects of different sizes—B larger than A, and A larger than
B, respectively—recorded at coarser levels of detail than in Figure 8. The resulting
graphs (Table 1b and 1c) have the same strictly monotonic decline; therefore, the
similarity assessment shows the same trend for movement, independent of the objects’
sizes as well as the increments at which they are recorded.

 

Similarity=1.0 Similarity=0.74 Similarity=0.51 Similarity=0.24 Similarity=0Query

Fig. 9: Coarse diagonal movement of a larger target object, together with the corresponding
similarity values for direction relations.

 

Similarity=1.0 Similarity=0.74 Similarity=0.5 Similarity=0.36 Similarity=0Query

Fig. 10: Coarse diagonal movement of a smaller target object, together with the corresponding
similarity values for direction relations.
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6.2 Rotating the Target Object around the Reference Object

In the second set of tests, the target object B located in the northwest tile is rotated
around the reference object A without intersecting with A. The expected pattern for
this full-circle rotation is a symmetric v-shaped graph, where the highest dissimilarity
is obtained when the target object has been rotated by 180°.

The 17 states with their corresponding similarity values (Figure 9) lead to a strictly
monotonic decrease in similarity, followed by a strictly monotonic increase
(Table 1d). This pattern also confirms that the same trend would be observed if the
orientation of the rotation changed from clockwise to counterclockwise.

 

Similarity=1.0 Similarity=0.87 Similarity=0.75 Similarity=0.65 Similarity=0.50Query

 

Similarity=0.37 Similarity=0.25 Similarity=0.12 Similarity=0 Similarity=0.13 Similarity=0.25

 

Similarity=0.36 Similarity=0.50 Similarity=0.61 Similarity=0.75 Similarity=0.89 Similarity=1.0

Fig. 11: Clockwise, full-circle rotation of the target object around the reference object, together
with the corresponding similarity values for direction relations.

Two variations of this test confirm the general trend. The sequences in Figure 12
show a half-cycle rotation where A and B overlap partially. The expected graph is a
monotonically falling line, without reaching 0 at the end, because the query and the
last scene differ in less than the maximum distance. Table 1e confirms this
expectation.
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Similarity=0.98 Similarity=0.83 Similarity=0.71 Similarity=0.53

Similarity=0.45 Similarity=0.42 Similarity=0.39 Similarity=0.38

Query

Fig. 12: Clockwise, semi-circle rotation of a target object around a reference object, together
with the corresponding similarity values for direction relations

Another type of rotation is examined by spinning an elongated object B around an
axis such that some of B always remains to the northwest of the reference object A,
while parts of B move across A (Figure 13). The expected similarity profile is the
characteristic v-shape of a full-circle rotation (Table 1d) with a low point around 50%,
however, because B does not make a full-circle transition to the opposite end of A’s
northwest corner. The graph (Table 1f) confirms this behavior of the similarity
measure.

 

Similarity=1.0 Similarity=0.96 Similarity=0.85 Similarity=0.66Query

 

Similarity=0.52 Similarity=0.72 Similarity=0.81 Similarity=0.98

Fig. 13: Clockwise 360° rotation of a target object, together with the corresponding similarity
values for direction relations
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6.3 Scaling Up the Target Object

A third set of test cases analyzes the effects of scaling up the reference target B such
the B’s direction with respect to A is affected. First B is in the northwest tile and
grows continuously (Figures 14), and then the same process is repeated with B starting
due north of A (Figure 15). In both cases the anticipated changes in direction are
monotonic, which are confirmed through the similarity graphs (Table 1g and h).

 

Similarity=1.0 Similarity=0.83 Similarity=0.72 Similarity=0.64 Similarity=0.56Query

Fig. 14: Scaling up a target object located in the northwest tile of the reference object

 

Similarity=1.0 Similarity=0.95 Similarity=0.84 Similarity=0.73 Similarity=0.65Query

Fig. 15: Scaling up a target object located in the north tile of the reference object.

Table 1. The direction profiles of the movements for diagonal movements (a-c), rotations (d-f),
and scalings (g-h).
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7   Conclusions and Future Work

The similarity assessment for direction-relation matrices corresponds to cognitively
plausible cases, and provides a computationally efficient method via the transportation
algorithm. Unlike other direction-relation representations, the direction-relation matrix
provides an accurate representation of direction relations without resorting to such
crude approximations as centroids or minimum-bounding rectangles. The
computational model for assessing direction-relation similarity gave new insights for
methods that may be useful in such settings as sketch-based retrieval of spatial
configurations.

While we demonstrated through commonsensical evaluations the plausibility of the
approach, it might be of interest to investigate other methods for determining the
distances within the conceptual neighborhood graph among tiles. Goyal (2000)
already demonstrated that the use of the 8-neighborhood of direction tiles in lieu of the
4-neighborhood leads to counterintuitive similarity values. Are there other
neighborhood configurations that would give better results than the 4-neighborhood?
Additional evaluations with human subject tests will be needed to confirm the
concordance with people’s judgments so that meaningful spatial operators for query
languages can be obtained. The overall method for determining similarity of direction
relations is flexible enough to accommodate such variations in the distances between
single-element direction relations.

A significant side product of this method of similarity assessment is the new insight
that sequences of direction-similarity values for continuously moving objects may be
used as a high-level description of the objects’ movements. These sequences not only
capture the closest relations, but also provide characteristic profiles for high-level
spatial concepts. For example, a particular graph may link directly to a type of
deformation. Therefore, similarity profiles of the sort presented in Table 1 may
capture high-level types of spatial changes, which then translate into meaningful
cognitive or linguistic spatial concepts. In particular, the combined assessment of such
direction profiles with topological profiles (Egenhofer and Al-Taha, 1992) appears to
be very productive.
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Abstract. In dynamic spatio-temporal environments where objects may
continuously move in space, maintaining consistent information about
the location of objects and processing motion-specific queries is a chal-
lenging problem. In this paper, we focus on indexing and query process-
ing techniques for mobile objects. Specifically, we develop a classification
of different types of selection queries that arise in mobile environments
and explore efficient algorithms to evaluate them. Query processing algo-
rithms are developed for both native space and parametric space indexing
techniques. A performance study compares the two indexing strategies
for different types of queries.

1 Introduction

Increasingly, emerging application domains require database management sys-
tems to represent mobile objects and support querying on the motion properties
of objects [16,5,12]. For example, a traffic monitoring application may require
storage of information about mobile vehicles (e.g., buses, taxicabs, ambulances,
automobiles). Similarly, tanks, airplanes, and military formations in a war sim-
ulation application need to be represented. A weather simulation would need
representation and querying over trajectories of various weather patterns, e.g.,
storm fronts. Motion properties of objects are dynamic – i.e., the location of
mobile objects changes continuously as time passes, without an explicit update
to the database1. This is in contrast to static objects traditionally supported in
databases whose value changes only with an explicit update.

Motion information of objects can be represented in the database using mo-
tion parameters and location functions which compute the position of the object
in space at any time. Different such parameters and functions may be associated
with different objects, based on the type of their motion. As an example, con-
sider an object that translates linearly with constant velocity in 2-dimensional
space. The motion parameters in this case correspond to the object’s starting
location (xs, ys) at some initial time ts and its velocity (vx, vy) along the spatial
dimensions. Using these parameters the location of the object at any future time
t > ts can be determined.
1 Other object properties besides location can also be dynamic, e.g., fuel level of a

moving vehicle
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Types of Queries: Similar to queries in traditional spatio-temporal data-
bases over static objects, queries over mobile objects involve projection, selec-
tion, join, and aggregation operations. In this paper, we focus on selection queries
since they are the building block for more complex SQL queries. Selection queries
may be classified as either range or nearest neighbor queries. In the first case, ob-
jects that fall within a given spatio-temporal range are retrieved. In the second
one, we are interested in objects that are relatively “closer” to the query point.

The notion of proximity differs between time and the spatial dimensions.
In the temporal sense, proximity means co-occurence within a certain time pe-
riod. Spatially, it refers to geographical/geometrical closeness. Thus, it is highly
desirable to separate the selection predicate into spatial and temporal compo-
nents, each of which can be specified in a different manner, either as a k-Nearest
Neighbor or Range predicate.

In Fig. 1 the types of queries that are meaningful are marked with (
√

). We
will now give examples of queries handled in our system.

Temporal kNN Temporal Range
Spatial kNN × √
Spatial Range

√ √

Fig. 1. Spatio-Temporal Selection Query Classification

• A Spatio-temporal Range Query is specified by both a spatial and a
temporal range. An example is “retrieve all vehicles that were within a mile of
the location (spatial range) of an accident between 4-5pm (temporal range)”.

• A Temporal kNN Query is specified with a spatial range and a nearest
neighbor predicate on the temporal value. An example is “retrieve the first ten
vehicles that were within 100 yards (spatial range) from the scene of an accident
ordered based on the difference between the time the accident occured and the
time the vehicle crossed the spatial region (temporal kNN predicate)”. Note that
in a temporal kNN query, we are sometimes interested only in the most recent
past or in upcoming future events but not in both. In such cases, the tempo-
ral kNN query will expand the search only in one direction of the temporal
dimension.

• A Spatial kNN Query is specified with a temporal range and a kNN
predicate on the spatial dimensions. For example, “retrieve the five ambulances
that were nearest to the location of the accident between 4-5pm”.

• A Spatio-Temporal kNN Query, marked with (×) in Fig. 1, would
specify a kNN predicate in both the spatial and temporal dimensions. Such a
query type is not possible since it would imply that a total order existed between
the temporal and the spatial dimensions.
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Contributions: We explore two approaches – native space indexing (NSI)
and parametric space indexing (PSI) and we have developed algorithms for eval-
uating all previously described query types, using both of these approaches. In
the NSI approach, motion is indexed in the original space in which it occurs,
while in the PSI approach a parametric space defined by the motion parameters
of the objects is used. Work on indexing mobile objects has recently been stud-
ied in [16,5,12]; we will discuss the state of the art in the following section. This
paper makes the following contribution to the existing literature. First, while
most existing approaches have explored techniques to support spatio-temporal
range queries over mobile objects, we also develop techniques for temporal and
spatial kNN queries as described above, by appropriately adapting techniques
proposed for kNN in [11,4]. Furthermore, the emphasis of existing techniques
[5,12] has been on the PSI strategy. In contrast, we explore both NSI and PSI
strategies and compare them for different types of queries. Our results actual-
lly illustrate that NSI almost always performs better compared to PSI strate-
gies for all query types. We provide an intuitive justification for this behav-
ior.

Roadmap of the Paper: The rest of the paper is organized as follows.
Sect. 2 discusses related work on indexing of motion. Sect. 3 discusses two mo-
tion indexing techniques (native space- and parametric space- indexing) and
corresponding query processing techniques for various query types. In Sect. 4 we
evaluate these techniques. Sect. 5 concludes the paper.

2 Related Work

Techniques for indexing multidimensional data (including spatial, temporal, and
spatio-temporal data) have been extensively studied in the literature. Example
data structures developed include R-tree and its family [3,2,15], Quadtree [14],
and hB-tree [6]. Specialized techniques to index temporal objects have also been
proposed, including multi-version index structures, e.g., Time-Split B-tree (TSB-
tree) [7], multi-version B-tree [1], and others, summarized in [13]. While the focus
of these data structures has been on indexing temporally changing attribute
values, they can be adapted to index spatio-temporal objects by replacing the
key attribute (that is indexed using B-tree) by the spatial location, which will
be indexed by a spatial data structure.

Existing proposals for spatio-temporal index structures have been summa-
rized in [17]. The primary difference between the multi-version index structures
and the spatio-temporal index structures is that in a multi-version index the
temporal dimension is differentiated from other dimensions. The splitting policy
focuses on temporal split with the objective to keep the “live” data which is cur-
rently active clustered together. In contrast, spatio-temporal index structures do
not differentiate between the spatial and temporal dimensions.

The focus of the above described spatial, temporal, and spatio-temporal data
structures has been on representing static objects – ones whose value changes
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only with an explicit update to the data structure. Some recent papers have
explored indexing issues for dynamic properties – that is, properties whose value
changes continuously as time passes without an explicit update. Specifically, re-
search has focussed on indexing and query processing over mobile data [16,5,12].
Most of this work has concentrated on techniques to support spatio-temporal
range queries based on current motion properties of objects projected onto a
time in the future. For example, in [16], Quadtree is used to partition the em-
bedded space in which object motion occurs. Mobile objects are represented
by clipping their motion trajectories into the collection of leaf cells that they
intersect. Standard techniques are then used to support spatio-temporal range
queries.

In [5], motion is represented in a parametric space using the velocity of the
object and its projected location along each dimension at a global time reference.
Given a parametric representation of motion, a standard multidimensional index
structure (specifically, kDB-tree [10]) is used with dimensions corresponding to
velocity and location. The disadvantage of indexing positions projected at a
global time reference is a loss of locality. By this, we mean that the relative
placement of objects’ projections at a global time reference does not carry much
information as to their location at the present or future times. The authors also
suggest an improvement to their approach by transforming and projecting 2-d
parametric space (i.e., velocity and location dimensions) onto 1-d space and use a
B-tree to index 1-d data. This technique is, however, applicable only to motion
in 1-d space unless multiple B-trees are used (one per spatial dimension) for
multidimensional motion. Furthermore, the projection of 2-d parametric space
corresponding to the velocity and location to a single dimension also sacrifices
the accuracy of the answer.

In [12], similar to [5], motion is represented in a parametric space defined
by its velocity and projected location along each spatial dimension at a global
time reference. The parametric space is then indexed by a new index structure
referred to as the TPR-tree (Time-Parameterized R-tree). TPR-tree is simi-
lar to R∗-tree [2] except that TPR-tree does not represent a node’s boundary
with a bounding box. Rather, a node boundary of TPR-tree corresponds to an
open-ended trapezoidal shape in the native space where the parallel sides are
perpendicular to the temporal axis. The splitting algorithm splits an overflow
node into two nodes whose corresponding trapezoids are minimized in size (or
volume). The search algorithm for a range query also performs computation on
the native space by checking the overlap between the range of the query and
the trapezoid representation of the node. The TPR-tree uses an optimization
that attempts to compact the spatial coverage of the leaf nodes (resulting in
improvement of query performance). However, the optimization can be used if
the data structure is used to answer only future queries.
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3 Indexing and Query Processing of Motion

3.1 Model and Assumptions

We represent motion of objects using motion parameters and location functions.
A location function is a generic method by which the position of an object at
any valid time can be deduced and it corresponds to a type of motion, e.g.,
linear translation. Motion parameters specify the instantiation of the location
function, e.g., a starting location and speed of motion in the linear translation
example introduced in Sect. 1. Associated with each object’s motion is a valid
time interval t = [tl, th] when the motion is valid. The location functions can be
used to compute the position of the object at any time t′ ∈ t in a d-dimensional
space. In this paper, we are primarily concerned with object trajectories that
correspond to linear motion with constant speed. The following location function
determines the location of an object O at time t′:

O.Xi(t′) = O.xi +O.vi(t′ −O.tl) where i = 1, 2, ..., d and t′ ∈ [O.tl, O.th] (1)

where O.xi is the location and O.vi is the velocity of the object along the ith

dimension respectively at the starting time O.tl, for all i = 1, . . . , d.
As time progresses, the motion of an object may deviate from its representa-

tion in the database (as the vector of its velocity changes). When the deviation
exceeds a threshold, an object (or sensors tracking the object) updates its mo-
tion parameters and/or the location function stored in the database to reflect
its most current motion information. Each update contains the location O.x1...d,
the velocity O.v1...d, the time of the update O.tl and the time of the next update
(expiration time of this update), O.th.

The expiration time can be viewed as a promise to issue an update no later
than O.th. If an update is issued at time tnew < O.th, then the new motion
information takes precedence over the previous one for the interval [tnew, O.th]
in which they are both valid. In practical terms, this means either that the new
update replaces the old one (no historical information is maintained), or that
the two co-exist and thus for a given time, the object might be represented (and
thus retrieved) by more than one database object. Thus, it would be necessary to
process objects after retrieval to discard duplicates by retaining the most recent
update.

Note that there is a tradeoff between the cost of update (which depends upon
the update frequency) and the precision of information captured by the database.
The update management issues including the above tradeoff have been discussed
previously in [18]. If the imprecision of an object’s representation is taken into
account, its location at a given instance of time, instead of corresponding to a
point in space (as suggested by the location function above), will rather be a
bounded region that represents the potential location of an object. For simplicity
of exposition, we will assume that the parameters used to capture the motion
of an object in the database precisely determine its location until the next up-
date of the object’s motion. The mechanisms for indexing and query processing
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proposed can be extended straightforwardly to the case when the imprecision in
the location of an object is taken into account (that is, the location of an object
at each instance of time, instead of corresponding to a point, corresponds to a
bounded region).

To evaluate the spatio-temporal selection queries, we do not wish to scan
through the whole database to check the query predicate for each object. In-
stead, for efficiency, we index these objects in a multidimensional data structure
and utilize the data structure to identify the objects that satisfy the query pred-
icate. There are many ways to index the moving objects. In general, we can
classify indexing mechanisms into two types: Native Space Indexing (NSI)
and Parametric Space Indexing (PSI) which are discussed next. In the dis-
cussion, the following notation will be used:

Definition 1 (Interval). I = [l, h] is a range of values from l to h. If l > h, I
is an empty interval (∅). A single value v is equivalent to [v, v]. Operations on
intervals are intersection (∩) and overlap (G). Let J = [Jl, Jh] and K = [Kl,Kh].
J ∩K = [max(Jl,Kl),min(Jh,Kh)]. J G K returns the boolean value of J ∩K 6=
∅.

Definition 2 (Box). �B = 〈I1, I2, . . . , In〉 = 〈I1...n〉 is an n-dimensional box
covering the region of space I1 × I2 × . . .× In ⊂ <d. A box �B is an empty box
(�B = ∅ ⇔ ∃i : Ii = ∅). An n-dimensional point p = 〈v1...n〉 is equivalent to
box

〈
[v1, v1], [v2, v2], . . . , [vn, vn]

〉
. Operations on boxes are the same as those on

intervals. Their meanings are intuitive and similar to those of intervals.

3.2 Native Space Indexing Technique (NSI)

Consider an object O whose motion is captured by a location function
O.X1...d(t). Let the valid time for the motion of the object be O.t. In
NSI, the motion of O is represented with a bounding box with extents
[mint∈O.tO.Xi(t),maxt∈O.tO.Xi(t)] along each spatial dimension i, and extent
O.t along the temporal dimension. A multidimensional data structure (e.g., R-
tree) is used to index the bounding box representation of motion. Note that the
index will contain multiple bounding boxes to represent the motion trajectory of
an object, one per motion update. We next discuss how different types of queries
are evaluated in the NSI strategy. While the algorithms discussed below are ap-
plicable for any multidimensional data structure, in the following discussion, we
will assume that an R-tree is used to index motion.

Spatio-Temporal Range Queries: Evaluating range queries in NSI is
straightforward. The standard R-tree range search algorithm is used to traverse
the data structure for objects whose motion trajectory overlaps with the query.
The search begins from the root and all children whose bounding boxes overlap
with the query region are traversed. The bounding boxes stored in the leaf node
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represent objects’ boundaries. If these bounding boxes overlap with the query,
the corresponding object is retrieved.

Note that it is quite possible that even though an object’s motion trajectory
does not overlap with the query, the bounding box corresponding to motion
does overlap, resulting in false admissions. The cost of such false admissions is
quite significant since each such admission may result in one extra disk access
to retrieve an object that will immediately be discarded.

The problem of false admissions in the NSI strategy can be eliminated by
representing motion as a line segment instead of a bounding box at the leaf
level of the R-tree. The representation of a line segment is similar to that of a
bounding box. That is, a bounding box is represented by its lower left corner
point and its upper right corner point while a line segment is represented by its
starting point and its ending point. Detecting an overlap between a query and
a line segment object is more complicated than detecting an overlap between a
query and a bounding box object.

To detect if there is an overlap between query’s bounding box (Q) and the
line segment corresponding to the motion of an object (O) we compute the time
interval that the motion trajectory overlaps with the query bounding box along
each spatial dimension i separately and then intersect the computed intervals.
If the intersection is empty, then the motion does not overlap with the query’s
bounding box and thus the query can ignore that motion. Otherwise, the object
is returned as an answer.

Formally, let TQ,O be the time interval that the motion overlaps with the
query’s bounding box and TQ,O,i be the time interval that the motion overlaps
the query’s bounding box along dimension i. We compute TQ,O,i as follows. Con-
sidering only one spatial dimension with the temporal dimension, as shown in
Fig. 2, we extend the line segment corresponding to the motion at both ends
infinitely. Next, we compute the time ti,s and ti,e which this infinite line cuts
the lower border (i.e., the line equation xi = Q.xil) and upper border (i.e., the
line equation xi = Q.xih) of the query’s bounding box along spatial dimen-
sion i. Then, we compute TQ,O,i as the intersection of the query’s time interval
([Q.ts, Q.te]), the motion’s time interval ([O.ts, O.te]) and [ti,s, ti,e]. That is,

TQ,O = ∩di=1TQ,O,i where TQ,O,i = [ti,s, ti,e] ∩ [O.ts, O.te] ∩ [Q.tl, Q.th] (2)

where d is the number of spatial dimensions. In case the motion along spatial
dimension i is parallel to the temporal axis (when there is no movement along
that spatial axis), the motion intersects with the query if the motion is in between
the lower and the upper borders of the query’s bounding box. Notice that the
motion can never be perpendicular to the temporal axis since an object cannot
be at multiple locations at the same time. The complexity of this detection is
O(d), where d is the number of the spatial dimensions, which is the same as the
complexity of detecting the overlap of two bounding boxes.
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Motion [Q.ts,Q.te]

[O.ts,O.te]

Spatial dimension i th

Time

answer

Box
Query

[tis,tie]

Fig. 2. Temporal Intersection of Object Motion and Query Bounding Box

We compute ti,s and ti,e by finding the intersection of the upper bound Q.xih
(and lower bound Q.xil) of the bounding box query and the line that connects
between (O.ts, O.xis) and (O.te, O.xie) as follows:

ti,s =




Q.xil −O.xis
O.xie −O.xis

(O.te −O.ts) +O.ts if O.xis < O.xie

Q.xih −O.xis
O.xie −O.xis

(O.te −O.ts) +O.ts if O.xie < O.xis

O.ts if O.xis = O.xie ∈ [Q.xil, Q.xih]
⊥ otherwise

(3)

ti,e =




Q.xih −O.xis
O.xie −O.xis

(O.te −O.ts) +O.ts if O.xis < O.xie

Q.xil −O.xis
O.xie −O.xis

(O.te −O.ts) +O.ts if O.xie < O.xis

O.te if O.xis = O.xie ∈ [Q.xil, Q.xih]
⊥ otherwise

(4)

Temporal kNN Queries: A temporal kNN query is defined by a spatial range
([Q.xil, Q.xih]) that all answers must satisfy, and a temporal value (Q.t) where
all answers are returned based on the difference between Q.t and the time the
object is in the spatial region. A temporal kNN query in the native space can
be processed as follows.

Similar to the range query, for each node that the search algorithm encoun-
ters, we check if there is an intersection between the query’s spatial bounding
box and the R-tree nodes’ spatial bounding box as in (5).

〈R.x1, . . . , R.xd〉 G 〈Q.x1, . . . , Q.xd〉 (5)

If (5) is false, we ignore that node. Otherwise, we compute how close the node’s
time interval is to the query’s time so that we know the order that we want
to visit that node. We measure the closeness with tvisit which is computed as
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follows.

tvisit =



R.tl −Q.t if Q.t < R.tl

Q.t−R.th if Q.t > R.th

0 otherwise
(6)

Nodes are visited in ascending order of tvisit. For this purpose, similar to [11],
a priority queue of nodes sorted based on their tvisit is used. That is, for each
node encountered, if its corresponding bounding box overlaps spatially with the
query’s spatial range, we compute its tvisit and insert this tvisit along with the
node id in the priority queue. Then, we pop a node from the priority queue,
load it from the disk, and examine its children’s bounding box. This process
continues until an object is popped from the queue and returned as the nearest
answer so far. The user may request for the next nearest answer by continuing
popping a node from the queue and examine bounding boxes of the children
of the node until it pops an object id. Leaf nodes are handled differently from
internal nodes, since we use the segment representation optimization instead of
the bounding box, as we described earlier in the context of range search. We
compute the time interval that the motion overlaps with the query’s bounding
box (TQ,O) as follows.

TQ,O = ∩di=1TQ,O,i where TQ,O,i = [ti,s, ti,e] ∩ [O.ts, O.te] (7)

We compute ti,s and ti,e just the same as (3) and (4). If TQ,O results in ∅, the
object is ignored. Otherwise, we compute tvisit for the object as follows.

tvisit =



O.ts −Q.t if Q.t < O.ts

Q.t−O.te if Q.t > O.te

0 otherwise
(8)

This tvisit is then inserted to the priority queue along with the object id. Note
that, in case of a one-sided kNN query – e.g., the most recent or the nearest
future, (6) is still applicable except that we will not visit the node (or the object)
for which Q.t < R.tl (or Q.t < O.ts) in case of a “most recent” query. Similarity,
we will not visit the node (or the object) for which Q.t > R.th (or Q.t > O.te)
in case of a “nearest future” query.

Spatial kNN Queries: Recall that a spatial kNN query is defined by a tem-
poral range ([Q.tl, Q.th]), where all answers must satisfy, and a spatial location
(Q.xi) where all answers are returned based on how close its location (O.xi) is to
Q.xi. The search algorithm for a spatial kNN query starts from the root node of
the tree and visit nodes whose bounding box R satisfies the condition: R.t G Q.t.
If this condition is false, the node is ignored. Otherwise, we calculate the order
that each node should be visited. We visit each node based on the ascending
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order of svisit which is computed as follows:

svisit =

√√√√ d∑
i=0

(P.xi −Q.xi)2 where P.xi =



R.xil if R.xil > Q.xi

R.xih if R.xih < Q.xi

Q.xi otherwise
(9)

That is, svisit is the shortest distance from a box to the query point. For the
leaf nodes where the actual motion are stored, we compute the shortest distance
(svisit) from the line segment corresponding to the motion of the object to the
query point as follows. First, we calculate the time interval ([ts, te]) that the
motion intersect the query along the temporal axis. Next we interpolate the
location of object at time ts and te as S and E respectively. That is,

[ts, te] = [O.ts, O.te] ∩ [Q.ts, Q.te] (10)

S.xi = O.xis + (O.xie −O.xis)
ts −O.ts
O.te −O.ts

(11)

E.xi = O.xis + (O.xie −O.xis)
te −O.ts
O.te −O.ts

(12)

Let s be the spatial distance between the query point and S; e be the spatial
distance between the query point and E; and h be the spatial distance that the
object travels from S to E. The shortest distance from the query to the object
may be s, e, or neither (i.e., m) as shown in Fig. 3. Using Pythagoras’ theorem

from the query
to the motion

distance
the shortest 

motion

query location
Query

s

e

m

S

S

E

E

E

S

(a) the distance from a query to a
motion

Query

h

ms

h*h > | s*s - e*e |
the distance = m

e

E

the distance = min(s,e)
h*h <= | s*s - e*e |

s e

h

Query

S E S

(b) identifying the shortest dis-
tance

Fig. 3. Computing the shortest distance from a query to each motion

the shortest distance can be computed as follows: if h2 ≤ |s2 − e2|, the shortest

distance is min(s, e). Otherwise, the shortest distance is m =
√
e2 − (h2−s2+e2

2h )2

Once we get the shortest distance between the motion and the query point during
the query’s time interval, we insert this distance along with the motion id into
the priority queue.
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Indexing Other Motion Types: The NSI strategy can be extended in a
straightforward fashion to support objects with motion other than linear trans-
lation by representing their motion trajectories using a bounding box that covers
the trajectory regardless of its shape. However, as discussed earlier, the bounding
box representation will result in false admissions. The problem of false positives
can be alleviated in one of the following two ways. First, (similar to the ap-
proach discussed above for linear translation), object motion at the leaf level
can be represented using a higher order curve (based on the location function
associated with the motion). For each motion type we will have to develop tech-
niques to determine temporal intercepts between the motion representation and
the query along a spatial dimension (to evaluate spatio-temporal range query)
and techniques to evaluate tvisit and svisit to evaluate kNN queries.

An alternative approach to alleviate the false admission problem might be
to use multiple smaller bounding boxes to cover the trajectory instead of a
single large bounding box. The approach remains correct as long as the set of
bounding boxes together cover the entire motion trajectory. Using multiple small
boxes has an advantage that it reduces the number of false admissions since it
represents more compact envelopes of the trajectory. Furthermore, it potentially
reduces the overlap between the index nodes resulting in better performance.
Nevertheless, it increases the size of the index which could result in the increase
in the height of the tree causing increased I/O. Details of how motion trajectory
can be segmented into bounding boxes and the resulting tradeoff can be found
in [9].

3.3 Parametric Space Indexing Technique (PSI)

Unlike NSI strategy in which motion is represented in the native space, in the
PSI strategy, motion is represented in the parametric space consisting of motion
parameters. The PSI strategy works as follows. Let the motion parameters be
O.x1...d, O.v1...d, and [O.ts, O.te] where xi and vi are the location and velocity
of object O in the ith spatial dimension and [O.ts, O.te] represents the valid
time interval of the motion. In the PSI approach, an R-tree is used to index
a (2d + 1)-dimensional parametric space where the dimensions correspond to
x1...d, v1...d and t. Each motion requires storage of (2d+ 2) floating-point values
since each motion stores a temporal range [ts, te] that indicates the valid time
interval of the motion. The motion representation is interpreted as a line segment
in the parametric space parallel to the time axis connecting points 〈O.x1...d,
O.v1...d, O.ts〉 and 〈O.x1...d, O.v1...d, O.te〉. Each bounding box in the parametric
space requires a storage of 2(2d+1) floating-point values corresponding to ranges
in each of the parametric dimensions – x1...d, v1...d and t.

Our parametric space representation differs from the ones in [5,12] in that
we store the temporal range in which the motion is valid and we do not project
the motion back to a global time reference. This overcomes the limitation of
PSI strategies based on storing motion relative to the global time reference, as
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we discussed in Sect. 2. An additional benefit of storing the temporal range
explicitly is that now historical queries can easily be supported, provided that
historical data are not deleted from the index.

While parametric representation of motion is straightforward, to evaluate
a query either the condition specified in the query (which is a condition over
the native space) needs to be transformed into an equivalent condition over the
parametric space, or alternatively, the bounding box corresponding to a node in
parametric space needs to be mapped to a corresponding region in the native
space.

Spatio-Temporal Range Queries: Let 〈Q.x1, ..., Q.xd, Q.t〉 be the range
query. Given the parametric space representation of moving objects, we want to
be able to answer spatio-temporal range queries efficiently. Identical to searching
in the native space, the search over the parametric index begins at the root of
the index structure and nodes in the index structure are recursively examined.
Let R be a node in the tree and the parametric subspace corresponding to R
be a bounding box 〈x1, . . . , xd, v1, . . . , vd, t〉. Node R is visited by the search
algorithm if there may exist an object O in the parametric subspace indexed
by R such that the location of O during the time interval t satisfies the spatial
constraint of query Q. That is,

∃t {t ∈ (Q.t ∩R.t) ∧ 〈R.X1(t), ..., R.Xd(t)〉 ∈ 〈Q.x1, ..., Q.xd〉} (13)

To check if there exists such an object O inside R, we need to compute
the time interval that the bounding box query may overlap with any motion
(projected in the native space) that has parameters within the range of R. We
can calculate such a time interval along each spatial dimension and intersect
them as follows.

TQ,R = ∩di=1TQ,R,i (14)

where the time interval TQ,R is the time interval that Q overlaps R and TQ,R,i is
the time interval that Q overlaps R along dimension i. TQ,R,i can be calculated
as TQ,R,i = [min(t′),max(t′)] where t′ satisfies the following equation.

Q.xil ≤ xi + vi · (t′ − t) ≤ Q.xih (15)

subject to the following constraints: (1) [t, xi, vi] ∈ R (the constraint of the node’s
bounding box), (2) t′ ∈ [R.tl, R.th] ∩ [Q.tl, Q.th] (the answer’s constraint), and
(3) t′ ≥ t which guarantees that the starting time of the motion, t, is before
the time, t′, that the motion intersects the query. Note that (15) is a non-linear
equation with a set of linear constraints. There is no standard technique to solve
such a non-linear equation. Fortunately, we can simply solve TQ,R,i by utilizing
the specific properties of our problem domain (i.e., by mapping the parametric
bounding box to a corresponding trapezoid region in the native space). There
may be three cases of such mappings as shown in Fig. 4. In Fig. 4 (b) where
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Fig. 4. A projection of a parametric bounding box onto the native space

R.vil ≤ 0 ≤ R.vih, the left and right borders of the trapezoid correspond to
R.tl and R.th respectively. The lower and upper bounds of the left border of the
trapezoid correspond to R.xil and R.xih respectively. The slope of the lower and
the upper borders of the trapezoid correspond to R.vil and R.vih respectively.
That is, all motion in the bounding box starts moving from the range of location
within [R.xil, R.xih], moves with the range of velocity within [R.vil, R.vih], and
the starting time and the ending time of each motion are within the range
of [R.tl, R.th]. In Fig. 4 (a) where 0 ≤ R.vil, unlike Fig. 4 (b), the slope of
the lower border of the trapezoid is zero instead of R.vil since there may be
some motion that starts at time t during [R.tl, R.th] from location R.xil (as
shown with a thick arrow in the figure). Similarly, in Fig. 4 (c), the slope of the
upper border of the trapezoid is zero instead of R.vih. We use this trapezoid
representation of a parametric bounding box in the native space to compute the
overlap between the query and each R-tree node as follows. First, let’s ignore
the temporal range of the query and calculate when the trapezoid overlaps the
spatial range of the query along each dimension. Let [ti,s, ti,e] be the temporal
range that the trapezoid overlaps the spatial range of query. Then, we calculate
TQ,R,i as follows.

TQ,R,i = [ti,s, ti,e] ∩ [Q.tl, Q.th] ∩ [R.tl, R.th] (16)

where ti,s =




R.tl +
Q.xil −R.xih

R.vih
if Q.xil > R.xih ∧R.vih > 0

R.tl +
Q.xih −R.xil

R.vil
if Q.xih < R.xil ∧R.vil < 0

R.tl if Q.xi G R.xi
⊥ otherwise

(17)

ti,e =

{
⊥ if ti,s =⊥
R.th otherwise

(18)
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If ti,s > ti,e or ti,s and ti,e are undefined (⊥), TQ,R,i is ∅. Like range queries in
the native space index, if TQ,R 6= ∅, the search algorithm will visit R.

For a leaf node where motions 〈t, x1, . . . , xd, v1, . . . , vd〉 are stored, we can
calculate ti,s and ti,e as in (3) and (4) by replacing O.xie−O.xis

O.te−O.ts in (3) and (4)
with O.vi. That is,

ti,s =




O.ts +
Q.xil −O.xi

O.vi
if O.vi > 0

O.ts +
Q.xih −O.xi

O.vi
if O.vi < 0

O.ts if O.vi = 0 ∧Q.xil ≤ O.xi ≤ Q.xih

⊥ otherwise

(19)

ti,e =




O.ts +
Q.xih −O.xi

O.vi
if O.vi > 0

O.ts +
Q.xil −O.xi

O.vi
if O.vi < 0

O.te if O.vi = 0 ∧Q.xil ≤ O.xi ≤ Q.xih

⊥ otherwise

(20)

Similar to the testing of trapezoid intersection with the query’s bounding box,
if ti,s > ti,e or ti,s and ti,e are undefined (⊥), TQ,R,i is ∅ and thus TQ,R is also
∅. If TQ,R is not ∅, the motion is returned as an answer.

Temporal kNN Queries: Similar to the range query in the parametric space,
we compute the temporal range (TQ,R) that the trapezoid corresponding to each
node in parametric space (or the object motion stored in the leaf node) overlaps
with the spatial range of the query by computing such a temporal range along
each spatial dimension and intersecting them together (TQ,R,i) as shown in (14).
Similar to the range query computation in (16), we compute TQ,R,i = [ti,s, ti,e]∩
[R.tl, R.th] where ti,s and ti,e is the same as (17) and (18). Since TQ,R is the time
interval that the query overlaps with each node or each motion, we want to visit
each node and retrieve each motion in the ascending order of the time difference
between TQ,R and Q.t. Let tvisit be the time difference which is also the order
that we will visit each node (or motion). Let [ts, te] = TQ,R, we compute tvisit as
follows.

tvisit =



ts −Q.t if ts > Q.t

Q.t− te if Q.t > te

0 otherwise.
(21)

Spatial kNN Queries: Like spatial kNN queries in the native space, we check
if the query overlaps with the node temporally. If not, we ignore that node.
Let [P.tl, P.th] = [R.tl, R.th] ∩ [Q.tl, Q.th] be the temporal overlap between the
node and the query. If [P.tl, P.th] = ∅, the search algorithm will not visit the
node. Otherwise, we compute the shortest distance between the query’s bounding
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box and the node’s boundary (svisit). To compute svisit, we first project the
parametric bounding box during the time interval [P.tl, P.th]. to a bounding box
in the native space as follows. Let 〈[P.tl, P.th], [P.xil, P.xih]〉 be such projection.
We compute P.xil and P.xih as follows.

P.xil =

{
R.xil +R.vil(P.th −R.tl) if R.vil < 0
R.xil otherwise

(22)

P.xih =

{
R.xih +R.vih(P.th −R.tl) if R.vih > 0
R.xih otherwise

(23)

That is, we project the upper border of the parametric bounding box to the
upper border of the native bounding box P and project the lower border of the
parametric bounding box to the lower border of the native bounding box P .
Then we compute the shortest distance (svisit) between the query point Q.xi the
bounding box P as follows.

svisit =

√√√√ d∑
i=0

(P.xi −Q.xi)2 where P.xi =



P.xil if P.xil > Q.xi

P.xih if P.xih < Q.xi

Q.xi otherwise
(24)

In case of the leaf node where motions are stored, we compute the shortest
distance (svisit) from motion O to query Q the same way that we do for the
native space except that the native space motion is represented by the starting
and ending point of motion while the parametric space motion is represented
by the starting point and the velocity. Given the starting location and the time
interval of the motion, the velocity can be derived from the ending of the motion
and vice versa. Thus, the native space calculation for the leaf level node can be
applied to the parametric space calculation.

4 Empirical Evaluation

In this section, we experimentally study the performance of NSI and PSI strate-
gies. We compare their disk access performance in terms of the number of disk
accesses per query as well as their CPU performance in terms of the number of
distance computations.

Data: We randomly generate motion for 5000 mobile objects over a 2-
dimensional 100-by-100 grid. Each mobile object updates its motion parame-
ters (i.e., velocity and location) approximately every 1 time unit and data is
collected over 100 time units. This results in a total of 502504 linear motion
segments generated. To study the impact of speed of the mobile object on the
indexing strategy, three different data sets are generated with a varying length
of motion segment along each spatial dimension per time unit. Data is generated
for segment lengths corresponding to 1 (slow speed), 2 (medium speed), and 4
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(high speed) units. Unless otherwise stated, the experiments reported are based
on index generated for slow speed (though query performance results are similar
for data sets corresponding to higher speed of objects).

Index Buildup: The generated motion segments are indexed using an R-tree
(based on both the PSI and NSI strategies). An R-tree page size is set to 4KB
with a 50% fill-factor for all nodes. In the NSI R-tree, the fanouts are 145 and
127 for the internal/leaf node level respectively and the height of the resulting
tree is 3. There are 83 internal nodes and 6806 leaf nodes. In the PSI R-tree,
the corresponding fanouts are 92 and 127. The height of the tree is 4. This is
because a parametric bounding box requires an additional dimension to store
velocity for each spatial axis. There are 124 internal nodes and 6151 leaf nodes.
Note that the number of leaf nodes in the native space R-tree is surprisingly
slightly higher (even though it has a higher fanout) compared to the number
of leaf nodes in the parametric space R-tree. This suggests that an addtional
dimension per spatial axis in the parametric space index does not have much
negative impact on the parametric space index.

Queries: To compare performance of NSI and PSI for different query types
1000 queries of each type are generated and results averaged for each experiment.
To study performance of range query, randomly queries of different sizes – 0.25,
2.0, 4.0, 6.0, 8.0, and 10.0 along each spatial/teporal dimension – are generated.
For temporal kNN queries, the temporal predicate is a single point while its
spatial range predicate is set to a square range of size 6x6 and 10x10. For spatial
kNN queries, the spatial predicate is a single point while its temporal range
predicate is a random chosen range of sizes 6 and 10.

Experiments for Range Query: Fig. 5 plots the total number of disk
accesses (including the fraction of disk access at the leaf level) for different
query sizes. The figure shows that the number of page I/Os increases as the
query size increases in both NSI and PSI. NSI outperforms PSI in terms of I/O
performance. Each histogram bar in the plot is broken into two parts: the lower
part represents the number of leaf-level disk accesses and the upper part the
number of non-leaf disk accesses. As shown, in both NSI and PSI, the majority
of disk accesses occurs at the leaf level.

Fig. 6 compares the CPU performance in terms of the number of distance
computations. Similar to Fig. 5, each histogram bar shows the number of distance
computations at the leaf- (lower part) and non-leaf part (upper part). The results
show that NSI performs better than PSI in terms of CPU cost. Note that each
distance computation of PSI is more costly than that of NSI. The number of
leaf level distance computations is an indicator of how well the index structure
organizes the data – lower the number of distance computations, better is the
locality preserved by the index structure. A significantly higher number of leaf
level distance computations of PSI compared to NSI indicates that NSI preserves
locality better compared to PSI. This result is similar to that of [8], in which the
PSI/NSI problem was studied in the context of indexing of objects with spatial
extent as points in a parametric space.
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Fig. 7 and Fig. 8 measure the impact of the speed of objects. Both figures
indicate that query performance on high speed objects is worse than that of low
speed objects. This is because high speed objects require larger boxes to cover.
The figures also show that the impact of object’s speed in PSI is higher than
that in NSI. This is due to the fact that greater variations of speed, lead objects
that are relatively close in parametric space to greatly varying locations in the
actual, i.e., native space.

Experiments on Temporal kNN Query: Fig. 9 shows the relationship
of the number of disk access and the number of temporal nearest neighbors for
various spatial range of queries (i.e., 6x6 and 10x10). The result shows that, for
each query size, the number of disk access increases fast at the begining when
it starts exploring the tree and later the number of disk access increase slowly.
A large query size require a higher number of disk access than a smaller query
size in order to retrieve the same number of nearest neighbors. Similar to the
performace of range queries, NSI appears to outperform PSI.

Experiments on Spatial kNN Query: Fig. 10 shows the relationship of
the number of disk access and the number of spatial nearest neighbors for various
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temporal range of queries (i.e., 6 and 10). The result is similar to the result of
the spatial kNN queries.

5 Conclusion

This paper explores effective techniques for indexing and query processing over
spatio-temporal databases storing mobile objects. The primary difficulty in de-
veloping query processing techniques arises from the dynamic nature of motion
properties of objects – that is, the location of an object changes continuously
as a function of time without an explicit update to the database. The paper ex-
plores algorithms to evaluate three different types of selection queries– namely,
spatio-temporal range queries and spatial and temporal nearest neighbor queries.

The algorithms are developed under two two different representation and
indexing techniques, native space- and parametric space- indexing (NSI/PSI).
While NSI indexes motion in the original space in which it occurs, the PSI
strategy indexes it in the space defined by the motion parameters. NSI preserves
the locality of objects but also indexes “dead space” in the non-leaf levels of the
index tree. PSI on the other hand uses the motion parameters to represent an
object but suffers from the fact that objects that are close in parametric space
might be somewhat divergent in real space and that objects that are far away in
parametric space (e.g., two people starting at opposing sides of a room, moving
with opposing velocities) may be at some time very close to each other (meeting
in the middle of the room). Additionally, more complex types of motion (e.g.,
with acceleration) cannot be easily represented. In our future work we intend
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to establish in more detail, both analytically and experimentally the conditions
under which NSI/PSI should be used.
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Abstract. This paper addresses the problem of finding k nearest neigh-
bors for moving query point (we call it k-NNMP). It is an important issue
in both mobile computing research and real-life applications. The prob-
lem assumes that the query point is not static, as in k-nearest neighbor
problem, but varies its position over time. In this paper, four different
methods are proposed for solving the problem. Discussion about the pa-
rameters affecting the performance of the algorithms is also presented.
A sequence of experiments with both synthetic and real point data sets
are studied. In the experiments, our algorithms always outperform the
existing ones by fetching 70% less disk pages. In some settings, the saving
can be as much as one order of magnitude.

1 Introduction

One of the most important operations in a spatial database management system
is the k-nearest neighbor search. The problem is: given a set S of n sites and a
query point q, find a subset S′ ⊆ S of k ≤ n sites such that for any sites p1 ∈ S′

and p2 ∈ S − S′, dist(q, p1) ≤ dist(q, p2). This is also called top-k selection
query. The k-nearest neighbor searching is used in a variety of applications,
including knowledge discovery and data mining [6], CAD/CAM systems [10]
and multimedia database [15].

In this paper, we study the following case: the query point q is a moving point.
We call it “k-nearest neighbor search for moving query point” (K-NNMP). As
the following example illustrates, the problem arises naturally in mobile com-
puting environment.

Example [16] [Mobile E-commerce]: Provide the following service for a
moving car: tell the driver where the nearest gas stations are. In the above
example, the car is a moving query point which changes its location continuously.

C.S. Jensen et al. (Eds.): SSTD 2001, LNCS 2121, pp. 79–96, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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Gas stations are sites in set S. The sites are static and their positions are known
in advance. The service is to provide the query point with real-time reports
about the k nearest neighbors.

A special case: 1-NNMP has been studied in Computational Geometry for
quite a long time and the solution is trivial after Voronoi diagram is used. Given
a site set S, the Voronoi diagram can be pre-computed in an efficient O(n log n)
algorithm [5] where n is the number of sites in S. Then for a moving query point
q, at each sampled position, the nearest neighbor can be quickly found in O(log n)
time by locating the cell of Voronoi diagram that contains q. Unfortunately, the
Voronoi solution cannot be extended to general k-NNMP problem because it is
very difficult to generate a generalized k-Voronoi diagram.

Before we start to search for solutions, we need to find a way to represent
the movement of the query point. In most cases, the trace of a moving query
point is a continuous curve in working space and it can hardly be described
by a function within reasonable level of complexity. Thus periodical sampling
technique is widely used: the time period is divided by n + 1 time stamps into n
equi-length intervals. At each time stamp, which we called “sampled position”,
the location information of the query point is collected. The location of the
query point between two consecutive sampled positions is estimated using linear
or polynomial splines. In this paper, we adopt this approach because it provides
a good approximation when the time intervals are short. Later in this paper,
without confusion, we assume that sampled position t, time stamp t, and time t
are exchangeable.

When periodical sampling technique is applied, in order to provide an accept-
able solution for k-NNMP problem, we need to find correct k nearest neighbors at
every sampled position. A naive solution is: to launch a new k-nearest neighbor
search at each sampled position. Since the k-nearest neighbor search operation
is relatively expensive, this solution is inefficient.

We propose a progressive approach in this paper. Our methods are motivated
by the following observation: when two query positions q1 and q2 are close, the
results of the k-nearest neighbor search S1 and S2 must be related. Once we have
S1, S2 can be achieved with much less work. To authors’ knowledge, the current
research interest is mainly focus on designing a sophisticated index structure for
sites so that the answer can be found quickly for any query points [8].

One assumption is made in this paper: the information of sites is provided
before query and the sites are stored in a R-tree-family structure. R-tree and
its variants [7] are excellent structures for indexing spatial data. The sites are
treated as points in R-tree.

Our main contributions include:

– We review the k-NNMP problem from a new point of view. Instead of looking
for an efficient spatial index structure for sites, at each sampled position, we
try to utilize the information contained in the result sets at the previous
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sampled positions. In some cases, we can extract the correct answer just
from the history data and no further search is necessary.

– If the previous result set is obsolete, a new search directly from the sites
is unavoidable. Our algorithms will provide a much better start point: the
initial search bound is much lower than the pure static branch-and-bound
algorithms. Thus, more nodes in the R-tree can be pruned without check-
ing. In our experiments, we show that with this improvement, the total
disk pages accessed by our algorithms are about 70% less than the existing
ones.

– To obtain the first several result sites quickly is another interesting problem
in the k-nearest neighbor search problem. In our progressive methods, the
history result set is scanned first and those sites which, by our theorem,
must be in the current result set are picked out. Therefore, in most cases,
our algorithms find the first several result sites quickly.

– If the next position of the query point can be precisely predicted, we further
optimize our algorithm by introducing another buffer. The second buffer
stores the site candidates for the next query point position during the search
procedure. Therefore, the initial search bound is even lower.

The organization of this paper is the following. In section 2, related work is
introduced. In section 3 four algorithms are proposed. The experimental results
are studied in section 4 and in section 5 conclusions and future research plans
are presented.

2 Related Work

Recently, many methods have been proposed for k-nearest neighbor search in
static environment. They can be classified into two categories depending on the
total rounds of searches on the site set [14].

The first category is called single-step search. The methods in this category
scan the site set only once.

Roussopoulos et. al. [13] proposed a branch-and-bound algorithm for query-
ing spatial points storing in an R-tree. Meanwhile, they introduced two useful
metrics: MINDIST and MINMAXDIST for ordering and pruning the search tree.
The algorithm is briefly described as following.

– Maintain a sorted buffer of at most k current nearest neighbors.
– Initially set the search bound to be infinite.
– Traverse the R-tree, always lower the search bound to the distance of the

furthest nearest neighbor in the buffer, and prune the nodes with MINDIST
over the search bound, until all nodes are checked.



82 Z. Song and N. Roussopoulos

The performance of this algorithm was further investigated in [11] and the
metrics were later used in Closest Pair Queries [4].

The other category is called multi-step search. The methods in this category
scan the dataset multiple times until the proper radius is attained.

Korn, et. al. proposed an adapted version of multi-step algorithm [9]. The
algorithm worked in several stages. First, a set of k primary candidates was
selected based on stored statistics. After the candidate set was checked, an upper
bound dmax was found, which guaranteed that at least k sites were within the
distance dmax from the query point q. Next, a range query was executed on site
set to retrieve the final candidates. The range query was: select all sites in the
range R from the site set where R = {o|dist(o, q) ≤ dmax}. The number of final
candidates could not be less than k. At last, those final candidates were checked
again and the final results were found.

Seidl and Kriegel further extended the method [14]. In their algorithm, every
time a candidate site was checked, dmax was adjusted. They reported that their
algorithm was optimal and the performance was significant improved.

Chaudhuri and Gravano [3] adopted the same approach. Their contribution
was to use histograms in their algorithm to make the first dmax guess more
accurate.

Finally, the possibility of using Voronoi cells in nearest neighbor search was
studied [1] and BBD-tree for approximated search in fixed dimensions was pro-
posed [8].

3 K-NNMP Problem

The following symbols are used in this section: q is the moving query point and qt

is the location of q at sampled position t. S is the site set which contains n = |S|
sites. At any time t, the sites in S are sorted in ascendant order based on their
distance to qt. The site which is ranked at position i has the distance Dt(i).
By definition, we have Dt(1) ≤ Dt(2) ≤ . . . ≤ Dt(n). We also define εt to be a
distance upper bound so that within this distance from qt, we are guaranteed to
find at least k sites. By definition, Dt(k) ≤ εt.

All our four algorithms and the naive solution which we mentioned in the
first section are constructed on a static k-nearest neighbor search algorithm.
In this paper, we pick the static branch-and-bound algorithm [13] because in
this algorithm, no database statistics are required. So its query performance is
foreseeable and stable.

Generally speaking, the moving pattern of objects (such as the pedestrians)
is random rather than following some specific rules. Our first three algorithms
are designed for the general cases. In some special cases, the next position of
objects (such as an airplane) can be calculated. With the extra information, our
methods can be further optimized. The fourth algorithm is for this purpose.
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3.1 Fixed Upper Bound Algorithm

The naive solution launches a new search at every sampled position with static
branch-and-bound algorithm and the search bound is initially set to be infinite.
If we have no extra information, this step is essential for finding the correct
answer. But in the k-NNMP problem, the search result at the previous sampled
position may give us some clues for a smaller initial guess. It is an evident fact
that with a smaller initial search bound, the static branch-and-bound algorithm
becomes more efficient. In this part, we want to find a smaller search bound εt+1

from the existing Dt(i) where 1 ≤ i ≤ k.

qt+1 qt 

d  

e t+1 

e t 

Fig. 1. εt+1 does not need to be infinite

Look at Figure 1, at time t, the query point is at qt. Within the solid circle,
there are k sites. At time t + 1, the query point moves to qt+1, the distance
between qt and qt+1 is δ. All the sites whose distances to qt+1 are less than or
equal to εt+1 are in the dashed circle. By definition, this εt+1 is legal if and
only if within the dashed circle, there are at least k sites. This restriction can
be easily met if the dashed circle encloses the solid circle. We have the following
theorem.

Theorem 1. Suppose at time t, the k nearest neighbors of query point at loca-
tion qt are {p1, p2, . . . , pk} and Dt(k) is the maximum distance of these sites to
qt. At time t + 1, the query point moves to qt+1. We claim that εt+1 = Dt(k) + δ
is legal, where δ is the distance between qt and qt+1.

Proof. By definition we have:

distance(pi, qt) ≤ Dt(k) (∀i ≤ k)
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According to triangular inequality, we have:

distance(pi, qt+1) ≤ Dt(k) + δ (∀i ≤ k)

which means that there are at least k sites whose distances to qt+1 are no more
than Dt(k) + δ. By definition, we know that εt+1 = Dt(k) + δ is legal.

The fixed upper bound search algorithm works as follow. At sampled position
1, after the routine static bound-and-branch search, the location of the query
point is recorded as well as D1(k). Later at sampled position t > 1, after the
position of query point qt is obtained, the initial search bound is calculated
according to the above theorem and a new static search is launched. After the
search, the values of Dt(k) and qt are stored and prepared for the actions at the
next sampled position.

3.2 Lazy Search Algorithm

In the fixed upper bound search algorithm, a new search is launched at each
sampled position, even though the movement of the query point is too small
during that time period to cause any changes in the result. In this part, we give
a lazy search algorithm and show that in some cases a new search is unnecessary.

After observing most static k-nearest neighbor algorithms, we find the fol-
lowing fact: at time t, when we search for the k nearest neighbors, Dt(k + 1) can
always be obtained for free or with little extra work.

For example, in the adapted multi-step k-nearest neighbor search algorithm
[9], at the second round, most of time, the result of range query contains more
than k elements which need further check at the last step. To get the value of
Dt(k + 1), we simply record the distance of the first follow-up loser. Look at
another example, in static bound-and-branch algorithm [13], if we maintain a
sorted buffer with size k + 1 instead of k, after the whole R-tree is scanned, the
value of Dt(k + 1) is the distance between the query point and the site which we
stored in the extra buffer.

With the knowledge of Dt(k + 1), we have the following theorem:

Theorem 2. Suppose at time t, the k nearest neighbors of query point at lo-
cation qt are {p1, p2, . . . , pk}, Dt(k) is the maximum distance of these sites to
qt and Dt(k + 1) is the minimum distance of the sites outside that set. At time
t+1, the query point moves to qt+1, we claim that the result set will be the same
if

δ ≤ Dt(k + 1) − Dt(k)
2

where δ is the distance between qt and qt+1.

Proof. By definition we have:

distance(pi, qt) ≤ Dt(k) (∀i ≤ k)
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After the query point moves to qt+1, by triangular inequality, we have:

distance(pi, qt+1) ≤ Dt(k) + δ (∀i ≤ k)

For any site p not in this set, by triangular inequality, we have:

Dt(k + 1) − δ ≤ distance(p, qt+1)

When δ ≤ Dt(k+1)−Dt(k)
2 , for any site p not in this set, we have:

distance(pi, qt+1) ≤ Dt(k) + δ ≤ Dt(k + 1) − δ ≤ distance(p, qt+1) (∀i ≤ k)

That means {p1, p2, . . . , pk} is still the correct result set.

A very intuitive fact is illustrated in the above theorem: when the movement
of the query point is small, the query result will not change.

Another important issue in static nearest neighbor query is to get the first
solution quickly. In our progressive algorithm, even though we have to start a
new search, some sites in the previous result set will still appear in our new
result. It makes us to think about the following problem: which part in the
previous result will still be in the new search result after the query point moves
a distance δ? The following theorem is a solution.

Theorem 3. Suppose at time t, k nearest neighbors to query point at location
qt are {p1, p2, . . . , pk}, Dt(k) is the maximum distance of these sites to qt and
Dt(k + 1) is the minimum distance of the sites outside that set. At time t + 1,
the query point moves to qt+1, we claim that the new result still contains sites
pi with Dt(i) < Dt(k + 1) − 2δ, where δ is the distance between qt and qt+1.

Proof. From the previous theorems, we know that at time t + 1, Dt+1(k + 1) ≥
Dt(k + 1)− δ. For each site pi in the result set, by triangular inequality, we have
dist(qt+1, pi) ≤ Dt(i) + δ. Put these two together, if Dt(i) < Dt(k + 1) − 2δ
holds, we have

distance(qt+1, pi) ≤ Dt(i) + δ < Dt(k + 1) − δ ≤ Dt+1(k + 1)

which concludes the proof.

Here is the lazy search algorithm. At sampled position 1, the following infor-
mation is maintained: the correct query result set, the position of query point,
D1(k) and D1(k + 1). Later at sampled position t > 1, the first step is to check
whether the buffered query result is still correct (theorem 2). If so, return the
result. Otherwise, find the “still-correct” sites (theorem 3). Then calculate the
initial εt (theorem 1) and start a static search. After the new result set is found,
store the result set into our buffer, along with the value of Dt(k), Dt(k + 1) and
qt; and wait for the next query.
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Dt(k) 

Dt(m) 

q’ 
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Fig. 2. In some cases, there is no need to update the buffer

3.3 Pre-fetching Search Algorithm

Pre-fetching technique is widely used in disk-bounded environments. Comparing
with the lazy search algorithm, this time, we go one step further. We execute
m-nearest neighbor search at some sampled positions where m > k, the results
are stored in a buffer which is maintained in memory. At the remaining sampled
positions, we only check the buffer information and do not search the disk.

One problem remains for this algorithm: since the buffer stores the m nearest
neighbors at previous query position, when we should updated the contents in
the buffer? We propose the following theorem as a solution.

Theorem 4. Suppose at time t, the m nearest neighbors of query point at loca-
tion qt are stored in the buffer, where m > k. Dt(k) and Dt(m) are the k-th and
m-th distance among those sites. Later the query point moves to a new location
q′. We claim that there is no need to update the contents in the buffer if

δ ≤ Dt(m) − Dt(k)
2

where δ is the distance between qt and q′.

Proof. As indicated by theorem 1, when query point is at q′, ε(q′) is valid if
ε(q′) ≥ Dt(k)+ δ. Look at Figure 2, the information of the sites which are in the
dashed circle is stored in our buffer. It is clear that there is no need to update the
contents in the buffer if and only if the dashed circle contains the doted circle.
That is: ε(q′) ≤ Dt(m) − δ. Combine this with the conclusion in theorem 1, we
have

Dt(k) + δ ≤ ε(q′) ≤ Dt(m) − δ
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i.e.

δ ≤ Dt(m) − Dt(k)
2

Theorem 4 tells us when the contents in the buffer are obsolete and required
to be updated. Observing the conclusion, we find that the lazy search algorithm
is a special case of this algorithm if we set m = k + 1. There is no corresponding
theorem about first solution in this algorithm. But it would be very helpful if
we inspect the buffer and check the sites whose distances to q′ are less than or
equal to Dt(m)−δ

2 before a new search.
Here are the details of the pre-fetching search algorithm: at sampled position

1, an extended m nearest neighbor search algorithm is executed. The results
are stored in a buffer. Among them, the k nearest neighbors are identified. The
information about D1(k), D1(m) and the query position are stored too. Later
at sampled position t > 1, after the position of query point qt is obtained, our
first check is whether the results are in our buffer (theorem 4). If the answer
is yes, we only need to examine the sites in the buffer; if the answer is no, a
new static m-nearest neighbor search is launched. After the search, the value
of Dt(k), Dt(m) and qt are stored and prepared for actions at later sampled
positions.

3.4 Dual Buffer Search

In some applications, the next position of the query point can be partly pre-
dicted. For example, in an air-traffic control system, the moving query point is
an airplane. At any given time t, qt+1 can be calculated based on the speed of
object and the length of time interval. However, the prediction of qt+1 cannot
be 100% correct because of many unforeseeable reasons.

In this paper, we adopt the assumption about the worst-case sampling error
of the prediction of the position made in [12]: suppose at sampled position t,
the query point is at qt. The prediction of the position is a pair of data (q′

t+1, r)
so that the next position qt+1 has the same possibility to be within the circle
around q′

t+1, and r is the radius. Here q′
t+1 is called “predicted next position” of

the query point and r is called “uncertainty factor”.
Here is the basic idea of this algorithm. If during the search procedure at

time t, for each site candidate, we also check the distance from the site to q′
t+1

and store the k best sites in another buffer, then at the next sampled position
t + 1, we may have a better start.

The details of the dual buffer search algorithm is as following. There are two
buffers with size k in the system. The first buffer is for the site candidates of the
current position and the second one is for the candidates of the next position. At
sampled position 1, we do a routine k-nearest neighbor search. Meanwhile, for
each site we check, we also calculate the distance of the site to the predicted next
position of query point q′

2. Among all the checked sites, the k current nearest
neighbors are maintained in the first buffer and the k best results to q′

2 are stored
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in the second buffer. Later at sampled position t > 1, the sites in the second
buffer are moved to the first buffer and the maximum distance of the sites to qt

in the buffer is used as the initial search bound. At the same time, in the second
buffer, the k sites are still kept. This time, they are sorted by the distances to the
new predicted next query position q′

t+1. Then, a new k-nearest neighbor search
is launched and both buffers are updated.

With the second buffer, the initial search bound may be lowered.

Theorem 5. In the dual buffer search algorithm, at any sample position t, the
real initial search bound (the maximum distance of the sites in the second buffer
to qt) is no greater than r plus the predicted initial search bound (the maximum
distance of the sites in the second buffer to q′

t). If r = 0, at all sampled positions,
the initial search bound in the dual buffer search algorithm is always no greater
than that in the fixed upper bound algorithm.

The proof is obvious and is omitted in this paper. In real life, r cannot always
be zero. If r is large, the real initial search bound may be even worse than that
in the fixed upper bound algorithm. In the experiment section, we will use an
experiment to show the impact of r.

3.5 Discussion

In this part, we give some discussion about the parameters that affect the per-
formance of our four algorithms: the fixed upper bound algorithm, the lazy
search algorithm, the pre-fetching search algorithm and the dual buffer search
algorithm.

The fixed upper bound algorithm always launches a search at new sampled
position with a better initial search bound. This guarantees that in any situa-
tion, it works better than the static solution because more nodes are pruned in
the algorithm. The dual buffer search algorithm adopts the similar idea. If the
prediction of the next position is precise, the initial search bound will be even
lowered.

The cost of a new search in the lazy search algorithm is a little more expen-
sive than that in the fixed upper bound algorithm. The reason is mainly because
in the lazy search algorithm, extra information, D(k + 1), is collected. For the
same reason, a new search in the pre-fetching search is even more expensive.
Fortunately, we do not have to launch a new search at every sampled position
in both algorithms. According to our theorems, at some sampled positions, us-
ing the information in our buffer is enough. We call these positions “no search
positions”. It is obvious that the more “no search positions” we have, the better
performance the algorithms reach.

At least three factors affect the performance of the lazy search algorithm:
number of sites, speed of the moving query point and k. Here we assume that
the sites are distributed uniformly.
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According to theorem 2, a sampled position is a “no search position” if during
the time period, query point moves a small distance δ ≤ Dt(k+1)−Dt(k)

2 . When
the number of sites is large, Dt(k + 1) − Dt(k) will be small; when the speed of
the moving query point is fast, δ will be big. In both cases, the number of “no
search positions” decreases.

The relation between k and the performance is a little more complicated. By
definition, we know that Dt(i) is a non-decrease sequence. At the same time,
we must also point out that when sites are in uniform distribution, Dt(k) is
proportional to 1√

k
. It means that the value of Dt(k + 1) − Dt(k) reduces as k

grows. So does the number of “no search positions”.
Besides the above three parameters, another one that is important for the

pre-fetching search algorithm is the buffer size. There is a tradeoff here: main-
taining a small pre-fetched buffer lowers the cost for individual disk search, and
maintaining a large one generates more “no search positions”. In the next sec-
tion, we will use some experiments to demonstrate the impact of the buffer size.

In sum, the progressive methods are better than static methods. Among
them, the lazy search algorithm and the pre-fetching search algorithm have bet-
ter performance for small site number, slow moving speed of query point, and
little k. This will be showed in our experiments.

4 Experimental Result

To access the merit, we performed some experimental evaluations of different
methods on both synthetic and real data sets.

4.1 Experiment Settings and Methods Selection

In our experiments, we use a unit square [0, 1)2 as working space. In both syn-
thetic and real data sets, the sites are normalized into the unit space. All sites
are organized in a R-tree [7].

Along with the naive solution and our four algorithms, we also test the query
performance of the brutal search algorithm. We choose brutal search algorithm
because it is the only method available if the sites are not indexed. In the pre-
fetching search algorithm, we select three different buffer sizes: twice, five times
and ten times as much as the result size.

The abbreviations of algorithms used in this part are showed in Table 1.
Experiments were performed on a Sun SPARCstation 5 workstation running

on Solaris 2.7. The workstation has 128 M Bytes of main memory and 4 G
Bytes of disk. The page size is 4 K Bytes for both disk I/O and R-tree nodes.
In real-world data sets, the information of each site consists of its id, name,
location, etc. The size of each record is 100 bytes, which leads to 40 points per
disk page. In synthetic data sets, the size of each data is 20 bytes (4 bytes for
its id and 8 bytes for each dimension) which lead to 200 points per disk page.
The experiments were written in JAVA 2.0
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Table 1. Algorithm abbreviations

BS Brutal Search Algorithm
SBB Static Branch-and-Bound Algorithm (naive solution)
FUB Fixed Upper Bound Algorithm
LS Lazy Search Algorithm
PS-m Pre-fetching Search Algorithm with buffer size m × k (For example,

PS-2 means the buffer size we choose is twice as much as k.)
DBS Dual Buffer Search algorithm

4.2 Data Sets

The real-world data sets we used come from TIGER [2]. The particular three
data sets were 120 hospitals, 1982 churches and 1603 schools in Maryland, USA.
Figure 3, 4 and 5 show the site distribution of each set.

Fig. 3. Hospital distribution Fig. 4. Church distribution

The synthetic data set contains a large number of uniformly distributed sites
in working space.

In our experiments, we measure the performance of various algorithms based
on the number of disk pages they accessed. In most cases, nearest neighbor search
problem is disk-bounded and the computational cost is trivial comparing with
the I/O cost. The average number of disk pages each method accesses at every
sampled position provides a direct indication of its I/O performance. For LS,
PS-2, PS-5 and PS-10, we also record the percentage of “no search position”.
This one provides useful information about the reason why LS and PS-m work
well in some cases.

4.3 Query Sets

The moving queries are generated as following. First randomly pick a point in
working space as the start point. Then we define a speed for the moving object.
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Fig. 5. School distribution

The moving object keeps that speed but with a 10% error. For example, if
the defined speed is 0.001, the actual speed of the moving object is randomly
picked from 0.0009 to 0.0011. At each sampled position, we calculate the current
position of the moving object and execute the algorithms. In each continuous
query, the time is divided into 1,000 intervals. The results we listed are the
average values of more than 100 queries.

4.4 Experimental Results Using Synthetic Data Sets

We use the synthetic data sets to study the parameters that affect the perfor-
mance of algorithms: r, site number, speed of moving object and k.

In the first experiment, we want to compare the initial search bound in FUBS
and DBS with different “uncertainty factor” r. To make the result clear, we only
display the ratio numbers (i.e. the initial search bound / D(k)). The lower the
ratio number is, the better the algorithm will be. The other parameters are fixed:
k = 10, speed = 0.0001 and the site number is 100,000. r varies from 0 to 0.5× δ
where δ is the actual distance between two consecutive query positions. In figure
6, y-axis is the ratio number and x-axis is the value of r/δ.
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Fig. 6. The initial search bound of FUBS and DBS with different r
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Figure 6 shows that DBS has smaller initial search bound only when the
value of r is low (less than 15% of δ). As r grows, i.e. the prediction becomes
not very precise, the performance of DBS is worse than FUBS. That means if
the movement pattern of the object is random-like, the prediction information
is not helpful but has negative impact on the performance. In the following
experiments concerning DBS, we fix r to be 0.1 × δ.

In the second experiment, we vary the site number from 1,000 to 1,000,000
to compare the performance of different algorithms. The other two parameters
are fixed: k = 10 and speed = 0.0001.
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Fig. 7. Disk page access vs. site number
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Fig. 8. Percentage of no search position vs.
site number

In Figure 7, x-axis is the number of sites we indexed for the queries and
y-axis is the average pages accessed for each method at every sampled position.
In Figure 8, y-axis is the percentage of “no search positions” for four algorithms
with pre-fetching information.

The following facts are showed in Figure 7 and Figure 8.

1. R-tree grows when the site number increases. All methods require checking
more disk pages for larger site number.

2. FUB always outperforms SBB because of its good initial search bound.
3. Due to the lower initial search bound, DBS always beats FUBS by checking

about 10% less nodes.
4. The percentage numbers of “no search position” for LS, PS-2, PS-5, and

PS-10 are more than 80% when the site number is 1,000. Among them, the
numbers of PS-5 and PS-10 are close to 100%. The outcome is that their
performances are much better than other three opponents.

5. As the site number increases, the percentage numbers drop quickly. When
the site number is 1,000,000. The numbers of all four algorithms become
0%. That means the information we pre-fetched is totally useless. At this
moment, the bigger buffer size we choose, the worst performance it becomes.
PS-10 and PS-5 even access more disk pages than the naive solution.
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6. For the pre-fetching search algorithms with large buffer size (PS-5 and PS-
10), the performance easily becomes very bad if the percentage of “no search
position” decreases. It means that choosing large buffer size for pre-fetching
search algorithm sometimes may be very dangerous.

In the next experiment, we vary k from 1 to 100 and fix site number to be
100,000 and speed to be 0.0001. The result is showed in Figure 9 and 10. x-axis
is the value of k.
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Fig. 9. Disk page access vs. k
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Fig. 10. Percentage of no search period vs.
k

Generally, all methods except BS check more disk pages when k grows, and
FUB always outperform SBB by a factor of 3. DBS has similar curve as FUB
but the corresponding value is about 10% less. LS and three PS-m algorithms
follow the same pattern as in the first experiment. The little difference is the
percentage number is not exactly 0 when k = 100. In three pre-fetching search
algorithms, increasing buffer size brings very little benefit when k = 100. (Double
the buffer size from PS-5 to PS-10 only adds 0.2% to the percentage of “no search
position”.) It is worth noting that even with such a small percentage number,
LS still outperforms FUB.

Finally, we vary the query point speed from 0.00005 to 0.001 and fix the
point number to be 100,000 and k to be 10. x-axis is the value of speed.

As Figure 11 and 12 show, the performance pattern remains to be the same.
This time, the percentage of “no search position” drops much faster. PS-10 and
PS-5 win only when the speed of query point is very slow, and lose to most
algorithms in the rest cases.

In conclusion, FUB, DBS and LS always outperform the pure static method
by a factor of 3 except for very small site number. When the prediction of the
next position of the query point is precise, the extra information helps DBS to
beat FUB by accessing about 90% of disk pages. LS is better than FUB in most
cases when site number is not too large and speed of query point is not too fast.
PS-m has the best performance when the percentage of “no search position” is
large, but lost to FUB and LS in most situations. The pre-fetching algorithms
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with large buffer size are more sensitive to parameter change than ones with
small buffer size.

4.5 Experimental Results Using Real Data Sets

In real-world data sets, we want to simulation the following situation: a car moves
at a normal speed (65 mph or 105 km per hour with 20% error) in Maryland,
USA. The route of the car is randomly selected. A real-time report about the
10 nearest sites is provided and the time interval is one minute.

In the experiments, we test three data sets separately and in the fourth
experiment, we put these site data together.
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Fig. 13. Disk page access of different methods in four data sets

Figure 13 compares the number of R-tree nodes fetched from disk by each
algorithm at every sampled position. In the hospital dataset, since the site num-
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ber is too small (only about 100), the improvement of our algorithms is not very
clear. In the rest three cases, the proposed FUB, LS, PS-m and DBS algorithms
access a much smaller number of R-tree nodes than SBB and BS methods.

5 Conclusion

We studied the k-nearest neighbor search problem on moving query point and
proposed progressive methods which minimize the query operation by using in-
formation of previous query and pre-fetched results. Our idea is easy to be imple-
mented and can be combined with any single-pass or multiple-pass static nearest
neighbor search algorithms, although we use static branch-and-bound algorithm
in this paper. All the techniques we presented boost the query performance
greatly.

In this paper, the blind pre-fetching algorithm buffers a lot of useless points.
If we have the information about the path of the query point, how to efficiently
buffer the pre-fetch results is a challenging problem.
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Abstract. A method is presented in this paper for answering location-
dependent queries in a mobile computing environment. We investigate a
common scenario where data objects (e.g., restaurants and gas stations)
are stationary while clients that issue queries about the data objects are
mobile. Our proposed technique constructs a Voronoi Diagram (VD) on
the data objects to serve as an index for them. A VD defines, for each
data object d, the region within which d is the nearest point to any mo-
bile client within that region. As such, the VD can be used to answer
nearest-neighbor queries directly. Furthermore, the area within which
the answer is valid can be computed. Based on the VD, we develop a
semantic caching scheme that records a cached item as well as its valid
range. A simulation is conducted to study the performance of the pro-
posed semantic cache in comparison with the traditional cache and the
baseline case where no cache is used. We show that the semantic cache
has a much better performance than the other two methods.

Keywords: mobile computing, location-dependent query, Voronoi Di-
agrams

1 Introduction

With the advance of wireless networks and the popularity of portable electronic
devices, mobile computing has been one of the hottest topics in computer science
research in the past several years. Mobility has created new challenges to the
existing computing infrastructures, such as databases, networks and so on. In
the database research area, for example, data models must support the notion of
user and data mobility as first-class data types. Furthermore, database systems
must be able to represent location information efficiently to support complex
location-dependent queries.
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The fact that clients in a mobile environment can change locations opens up
the possibility of answering queries in a way that is dependent on the current
position of the client [1]. These kinds of queries are called location-dependent
queries. Examples of location-dependent queries are “find the nearest gas station
to my current location,” “find all the cinemas within a 1 km radius,” “which
buses will pass by me in the next 10 minutes?”, and so on. While the data objects
in the first two examples are stationary, they are mobile in the last example.

The provision of location-dependent information for the same user at differ-
ent locations is a challenging problem. In addition, queries should be processed
in such a way that consumption of wireless network bandwidth and battery
power of the portable client is kept to a minimum. Techniques such as broad-
cast, caching, and indexing have been developed for this purpose. The focus of
this paper is on location-dependent queries. Since users are mobile in a mobile
computing environment, location-dependent queries must be answered accord-
ing to the user’s current location. For example, “find the nearest restaurant”
would return totally different answers to the same user when the query is is-
sued at different locations. If a user keeps moving after he/she submits a query,
the problem becomes more complicated because the user’s location is changing
continuously and thus the results would change accordingly. How to answer a
continuous query and provide an accurate answer is an open question.

Although a lot of research work been done in this area, methods for answering
location-dependent queries efficiently and also guaranteeing the validation of
the answer are not available. Our method makes use of Voronoi Diagrams to
preprocess the data in order to answer location-dependent queries quickly, and
a semantic cache to validate the answer.

Section 2 of this paper gives the definition of location-dependent queries,
describes the difficulties of solving them, and outlines some existing work done
in this field. Our method is described in Section 3. Section 4 gives the simulation
and performance evaluation results. Finally, the summary and future work of this
project are given in Section 5.

2 Related Work

In order to support location dependent queries, some basic requirements must
be met:

1. Locating the user: The prerequisite of answering location-dependent queries
is to locate the user. Available technologies that can provide user locations
include GPS (Global Positioning System) and cellular wireless networks.
Since these technologies have inherent errors, applications demanding high
precision must take into account the location errors during query processing.

2. Maintaining the mobility of moving objects: Since the location information
of moving objects keeps changing all the time, storing the location in the
database and updating it whenever it changes is not an acceptable solution
because of the frequent updates required. Some dynamic, intelligent repre-
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sentation should be adopted in order to reduce the number of updating to
the database.

3. Predicting future movement trends: There is a time interval between the
submission of the query and the return of the answer to the user. As such,
prediction and validation must be done in order to guarantee that the answer
is correct at the time when it is received by the user (not just at the time
when the answer is computed). Also, there are queries about future situations
such as forecasting traffic conditions of particular areas. In order to answer
these kinds of queries, some future information should be predicted from
current information.

4. Processing queries efficiently: Due to the expensive bandwidth of the wireless
network and the limitations of computing resources for portable devices,
query processing must be done efficiently. Technologies such as caching, data
replication, and indexing can be used to improve efficiency.

5. Guaranteeing the boundaries of the precision: Neither the position of a cur-
rent location nor the prediction of a future location is 100% accurate, so
some mechanisms should be put in place to provide a bound to the error.

It is clear that many research problems have to be addressed and resolved
before these requirements can be met satisfactorily. In this paper, we focus on
the query processing aspect of location-dependent queries. A brief summary of
work related to query processing is given in the following subsections.

2.1 Caching

The client cache stores frequently used information on the client so that queries
can be answered without connecting to the server. In addition to providing
answers quickly, the cache can also provide a limited level of services when a
connection is not available.

– Data caches: Just like a traditional cache in a database, a data cache stores
recently accessed data in the mobile client in order to save wireless bandwidth
and improve access time. For location-dependent information such as local
traffic information, cached data should also be validated when the client
changes location. Xu et al. proposed a bit-vector approach to identify the
valid scope of the data, and investigated a couple of advanced methods of
validating caches based on this approach [15].

– Semantic caches: A semantic cache stores data and a semantic description
of the data in the mobile client [9]. The semantic description enables the
cache to provide partial answers to queries which don’t match the cache data
exactly. As such, wireless traffic can be reduced and queries may be answered
even in the case of disconnections. This characteristic makes a semantic
cache an ideal scheme for location-dependent queries. A cache method was
proposed in [10]. A tuple S = 〈SR, SA, SP , SL, SC〉 was used to record data
in the local client. SR and SA are, respectively, the relationships and the
attributes in S; SP is the selection conditions that data in S satisfy; SL is
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the bound of the location; and SC represents the actual content of S. When
a query is received by the client, it is trimmed into two disjointed parts: a
probe query that can be answered by some cached data in the client, and a
remainder query that has to be transmitted to the server for evaluation.

2.2 Continuous Queries

A location-dependent query becomes more difficult to answer when it is submit-
ted as a continuous query. For example, a client in a moving car may submit
the query: “Tell me the room rate of all the hotels within a 500 meter radius
from me” continuously in order to find a cheap hotel. Since the client keeps
moving, the query result becomes time-sensitive in that each result corresponds
to one particular position and has a valid duration because of location depen-
dency. The representation of this duration and how to transmit it to the client
are the major focuses of Continuous Queries (CQ). Sistla et al. employed a tu-
ple (S, begin, end) to bound the valid time duration of the query result [13,14].
Based on this method, they also developed two approaches to transmitting the
results to the client: an immediate approach and a delayed approach. The former
transmits the results immediately after they are computed. Thus, some later
updates may cause changes to the results. The latter transmits S only at time
begin, so the results will be returned to the client periodically, thus increasing
the wireless network burden. To alleviate the limitations of both approaches,
new approaches, such as the Periodic Transmission (PT) Approach, the Adap-
tive Periodic Transmission (APT) approach and the Mixed Transmission (MT)
Approach, were proposed [4,5].

2.3 Query Types

According to the mobility of the clients and the data objects to be queried by
the clients, location-dependent queries can be classified into three types:

– Mobile clients querying static objects: Queries like: “Tell me where the near-
est gas station is” and “Where is the nearest restaurant?” are popular queries
in real-world applications. In general, the clients submitting this kind of
queries are mobile and the data objects are fixed. The main challenge of this
type of queries is how to get the locations of the clients and also guarantee
the validation of the results when the client keeps moving during the query
evaluation process. Queries such as “Report all the available hospitals within
a 500-meter radius” are an extension of this type of query.

– Stationary clients querying moving objects: An example of this type of query
is “Report all the cars that pass gas station A in the next 10 minutes.” Here,
gas station A is static and the moving cars are the objects being queried.
The result only depends on the location of the moving cars. Actually, this
is an extension of traditional database queries with dynamic answers to the
same query. This query is considered as a location-dependent query because
the data objects are all mobile and the answer to the query depends on the
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locations of the data objects. Consequently, this type of query requires good
representation of moving objects and efficient indexing techniques. Usually,
this type of query is interested in information about the future, so later
updates will cause some objects to become unqualified for the query condi-
tion. As such, the real-time guarantee of the validity of the answer is also
a challenge. In an earlier paper [2], the authors mentioned the invalidation
of results containing location-dependent data caused by later updates, and
considered that objects that satisfy the query at one moment might become
disqualified after being updated.

– Mobile clients querying mobile objects: That both the clients submitting the
queries and the data objects are continuously moving is the main character-
istics of this kind of query. For example, a query of this type:“Tell me all
the cars that will pass me after 20 minutes” while the client is driving on a
highway, is very complicated since it is a combination of the first two types.
Even a simple query like: “Tell me all the cars that will pass me within the
next 20 minutes” bears the characteristics of CQs.

Of course, all the queries listed above can also contain conditions querying
about location-independent attributes, such as: “Tell me the nearest restaurant
providing Chinese food.” Since these queries can be broken down into two parts:
one for location-dependent information and the other for location-independent
attributes, we only consider queries on location-dependent information as the
others can be retrieved by traditional query-processing methods.

Most, if not all, of the location-dependent queries can be categorized as one
of the three types described above. We can analyze each type separately in order
to define the scenario clearly and simplify the problem. The rest of this paper
will focus on the first type since some research on the second type has already
been done [6,7], and research on the third type can be simplified if solutions
to the first two types have been found. However, to the best of our knowledge,
no previous research has been done on type one queries. The remainder of this
paper will introduce a technique in order to solve the first type of query.

3 Voronoi-Diagram-Based Indexing

From the example queries in the previous section, we can see that queries to
find the nearest service are very useful and popular. In this section, we present
a method for retrieving the nearest service efficiently in a mobile environment.
An assumption of our work is that the location of a client is known from GPS.
When a user submits a query, its current location and speed together with the
timestamp are also submitted.

3.1 Basic Data Structure

Our method makes use of Voronoi Diagrams (VDs), which, by nature, are suit-
able for nearest-neighbor queries. A Voronoi Diagram records information about
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what is close to what. Let P = {p1, p2, · · · , pn} be a set of points in the plane
(or in any n-dimensional space), each of which we call a site. Define V(pi), the
Voronoi cell for pi, to be the set of points q in the plane such that dist(q, pi) <
dist(q, pj). That is, the Voronoi cell for pi consists of the set of points for which
pi is the unique nearest neighbor of q:

V(pi) = {q|dist(q, pi) < dist(q, pj),∀j 6= i}. (1)

As shown in Figure 1, all the points in the shadowed region Area1 have the same
nearest fixed point, namely, O1.

Area1

O1

Fig. 1. Voronoi Diagrams used in nearest neighbor queries

Since a VD is a traditional data structure in computational geometry, ad-
equate structures for storing a VD and efficient point location methods for lo-
cating a point in a region are available [3]. As such, we assume without further
description that a standard structure for representing the information in a VD
and a corresponding location method are available.

In the scenario of finding the nearest restaurant, the restaurants are the fixed
sites and the mobile clients are the points needing to be located. Once the mobile
client is located in one area, the unique fixed site of this region is its nearest
neighbour. The good thing about this type of query is that all the services are
fixed and only change occasionally. Furthermore, the location information of
the services is available before query submission. Thus, preprocessing can be
done to construct the corresponding VD of different services. Three data struc-
tures are used to record the preprocessed data. The first one is edge, denoted by
〈id, x1, y1, x2, y2〉, which is used to record the segment id and the endpoints of a
segment. The second one is service object ; it records the position of the service
object (i.e., the site in the definition of Voronoi Diagrams) and its bounding
edges. It is a tuple 〈id, x, y, number, list〉, where x and y are the coordinates
of the site, number is the number of edges bounding this site, and list is the
list that records the ids of all the edges. The last one is edge service, which
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records the information between the service objects and the edges using a tu-
ple 〈segment id, serv object id1, serv object id2〉. Since the return set of point
location algorithm that we use is the edge that is just below that point, the map-
ping relationship between the edge and corresponding site should be maintained.
id1 and id2 are the sites above and below this edge respectively. Currently, this
method is just like the traditional static data cache for nearest neighbor queries,
but there are two major differences:

1. The client submitting the query is always mobile, so the query processing
method should handle the validation of the answers while the location of the
client changes. It should also predict the possible future answer according to
the direction and speed of the mobile client, i.e., the result of our method is
dynamic while the traditional answer is static.

2. Our method supports the semantic cache that is not provided in a traditional
database.

3.2 Data Preprocessing

Although VD is the most suitable mechanism to find the nearest neighbor, it
is seldom used in real applications because of the expensive maintenance of
the structure when updating occurs. Fortunately, in the context of this paper,
the chance of having to change a real service (moving or rebuilding) is very
small. Furthermore, a large geographic area is likely to be divided into small
regions, each of which is usually a cell covered by a base station in the wireless
system. Within each region, we can classify the services into different kinds
such as restaurants, hospitals, gas stations, etc. For each kind of service, a VD
index is constructed based on the data structures described above. Overall, the
maintenance cost of a VD index is reasonable considering the gain in query
performance.

3.3 Query Processing and Semantic Caching

Now we consider how to answer the query: “Tell me where the nearest restaurant
is.” When answering this query, we report the nearest restaurant from the VD
index. Based on the known speed of the client, the next nearest restaurant can
also be predicted. As denoted in Figure 2, point P is the mobile client and the
arrow indicates the direction of the client’s movement. Currently, the nearest
restaurant to P is O1 and after P crosses the line between O1 and O4, the
nearest restaurant should be O4. Knowing the length of the dash line and the
speed of P , we can estimate the time when P crosses the line, say, two minutes
later. Then the answer should be presented as 〈O1, 2, O4〉. The first object of
this tuple is the answer according to the current location of client P , the second
element is the time interval during which the first answer is valid, and the last
one is the predicted new answer after the valid time interval.

One thing to notice is that the client may change its speed and direction.
Thus, the valid duration of the first answer cannot be guaranteed using this
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Fig. 2. Semantic Caches in Voronoi Diagramss

mechanism. One way to prevent any false answers is to resubmit the query when
the client changes its speed or direction. Here we propose a better alternative that
uses the maximum speed and the shortest distance to guarantee a valid duration.
The shortest vertical distance between the current position of the client and the
bounding edges of this site divided by the maximum speed of the mobile client
can be guaranteed to be valid. This method may make the valid duration of the
answer shorter than the real one, but it will not produce any invalid results.

A circle in Figure 2 should also be noted. This is the maximal circle having
P as its center and the whole circle is within the region of O1. Actually, the
radius of this circle is the shortest distance that we used in our scheme to get
the valid duration of the first answer. We store the location of P , the radius
of the circle, and also O1 in the client cache as 〈P.x, P.y, radius,O1〉. From the
above example, we can see that the cache actually contains information about
many circles. If the position of the client submitting the query is within one of
the circles, then the nearest restaurant within this circle is the answer to the
query, which can be answered without connecting to the server. For simplicity,
the predicted answer is omitted for clients who can get the result from a local
cache. In other cases , we should transmit the whole query to the server and
create one new record in the cache after we get the result.

In summary, the following steps are taken by both the client and the server
to answer a query:

1. The local cache is checked to see whether the information is available. If there
are no suitable cache records corresponding to the location of the client, one
should proceed to the third step. Otherwise, one should continue.

2. If there is some related information, the most appropriate piece can be re-
trieved from the cache and then this query is finished.

3. The current location of the client and also the speed of it are transmitted
to the server. The server will first locate this client in the VD index and
find the nearest restaurant, and then compute the maximal circle around it
within this region.

4. Based on the region of the nearest restaurant and the speed of the client, we
can identify the time when this client moves to another region.

5. The result is returned to the client.
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6. After the client gets the result from the server, a new cache record is inserted
into the local cache.

In Step 4, we use the first scheme (which assumes a constant speed and
direction). If the second scheme that can guarantee the valid duration described
above is used, the maximum speed rather than the current speed of the client
should be used.

4 Simulation Model

In order to evaluate the performance of the proposed method, a simple simulation
model has been established using CSIM [11]. In the following section, the model
setting is described first and then the performance evaluation result is presented.

4.1 Model Setting

In our simulation model, we simulate one cell, i..e., one base station covering a
number of clients. The cell has a limited geographical coverage and the clients
have a speed limit. When a client crosses the border of the cell, it is deleted
and a new client lying within the cell is produced randomly. In other words,
the number of clients within one cell is constant. The server answers queries
according to the order of which the requests arrived. It takes ServiceT ime to
finish one query. The client sends out a new query only after the current one
has been answered. It can send out the new query immediately or after some
time. The longest duration is denoted as Max Thinktime. ServNum means the
number of the facilities available within this cell. Assuming that we are interested
in the nearest restaurant, the facility here is the restaurants and ServNum is
the number of restaurants within the cell. Table 1 is a summary of the setting.
In the following experiments, the setting is used unless otherwise stated.

Given ServNum, the positions of the service objects are produced randomly,
and the corresponding Voronoi diagrams are produced using an available pro-
gram Triangle [12], which uses O(n × log(n)) space to build a VD of n service
points.

Figure 3 shows a set of 20 nodes (i.e., ServNum = 20) produced randomly
by the system. Figure 4 shows the corresponding Voronoi Diagram produced.
Based on the VD produced, all the necessary data can be precomputed and
stored in the memory for the simulation program to use.

4.2 Simulation Results

In our simulation, a large number of tests have been carried out. However, due to
limitations of space, only some of the performance graphs are shown. For those
which are not shown, we describe the observations whenever necessary.
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Fig. 3. The Location of the restaurants

Fig. 4. Corresponding Voronoi diagrams
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Table 1. Simulation Model Settings

Parameter Description Setting
SimNum No. of query answered by the server in a simulation. 5000−

When the server answers SimNum queries, 45000
the simulation is finished.

ClientNum No. of clients 1000
ServNum No. of the service objects 10, 20, 30
Upper Y the maximal value of y coordinate. 1000
Lower Y the minimal value of y coordinate. 0
Right X the maximal value of x coordinate. 1000
Left X the minimal value of x coordinate. 0
Max Speed the maximal speed of the client. 10
ServiceTime the time server used to answer one query and also 1.0

send the request.
Max Thinktime the maximal time duration between one client receive 20.0

the answer to the original query and send out next
request.

CacheSize the size of the client’s cache. 10

Client Cache Types. The cache has a significant impact on the performance
of this method. We tested the average waiting time for the clients using different
cache schemes: no cache means that the client submits every query to the server
and does not store any answers for later use; normal data cache means that
the client just stores the answer to a query in the local cache and the cached
answer can be reused when it submits the same query at the same location, and
semantic cache means that the client stores not only the answer in the local
cache but also the description of the valid area of this answer.

The performance of these three cache schemes is given in Figure 5 and Fig-
ure 6 with 10 and 50 service [tbp] objects, respectively. We also performed a
simulation using 20 and 30 service objects and found that the results were sim-
ilar. We observed that for clients using no cache, the performance is the worst,
whereas the semantic cache produces the best result. This result is consistent
with common sense – for no cache, every query must be submitted to the server;
for a normal data cache, the chance that a client submits the same query at the
same location is nearly zero, and so is the probability of reusing cached answers;
and for a semantic cache, the client has a much higher probability of remaining
in the area where the cached answer is valid and thus experiencing the best
performance.

In the simulation, the positions and the speeds of the clients are produced
by CSIM randomly. At the beginning of the simulation, the whole system is
not in a steady state since there are fewer requests. Thus, the average waiting
time during the initial period is shorter than the average in the stable state.
In Figures 5 and 6, the difference between the first and the second points is
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very obvious. For a cell with a different number of service objects, the warm-up
duration is also different. Basically, the average waiting time of a semantic cache
decreases with the increase of the simulation time as long as it has not arrived
at the maximum cache hit rate.

We also conducted the simulation using another benchmark program called
GSTD, which generates sets of moving points or rectangular data following an ex-
tensive set of distributions [8]. Figure 7 is the result. A large number of snapshots
indicate that GSTD regenerates the set of moving clients at a higher frequency
(i.e., a higher temporal resolution).

Number of Service Objects. From the results of the above experiments,
the conclusion is that the number of service objects can also affect the average
waiting time. For clients with no cache, the impact is negligible, but for those
with a semantic cache, the impact is obvious. This is because in one fixed-size
cell, the more service objects there are, the smaller is the area in which cached
data remain valid. This means a lower cache hit rate and a longer average waiting
time. Figure 8 illustrates the negative impact of the number of objects on the
cache hit rate. It can also be observed that the cache hit rate increases with the
rise of the simulation time.

In summary, when the number of service objects is limited, a semantic cache
and a VD index are very efficient. When the number becomes very large, the
semantic cache can only contain a very limited area and the cache hit rate is
reduced. As such, the advantages of a semantic cache are not obvious.
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Cache Replacement Schemes. Since the size of a local cache is usually lim-
ited, a cache replacement scheme is needed. For our method, three different cache
replacement schemes have been devised.

– Area: Since the cached data are represented by many circles, this scheme
is based on the areas of the circles. The newly-added data always replaces
cached data corresponding to the smallest area, with the aim of making the
total area corresponding to the cached data the largest.

– Dist: Based on the distance between any two centers of the cached data, this
scheme replaces the cache item that has the shortest distance from the item
to be inserted into the cache. This is based on the assumption that the client
will soon cross the nearest voronoi cell.

– ComA: This scheme replaces the circle that has the biggest common area
with the newly-added one. The objective of this scheme is to make the rela-
tively changed area less, this is a modification of the Area scheme.

From the simulation results (Figure 9 and Figure 10), Area and ComA have
almost identical performance whereas Dist does not work as well as the other
two. In the simulation result presented in the following subsections, we adopt
Area as the cache replacement method.

Frequency of Updating Speed. Using the benchmarking algorithm GSTD,
we can control the number of snapshots. The larger the number, the more fre-
quent the client changes its speed. Observing the simulation result presented
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in Figure 11, this also has a significant impact on the cache hit rate: the more
frequent the change, the lower the cache hit rate.

Range of the Think Time. The Max Thinktime indicates the frequency that
a client submits queries. The higher the frequency, the more queries need to
be answered, so the longer the waiting time is. If nearly all the clients submit
a query after a long duration, the number of queries that one server needs to
answer will be less, so the average waiting time will be shorter. This can be
observed in Figure 11.

5 Conclusion

In this paper, we presented an indexing and semantic cache method for location-
dependent queries based on the Voronoi Diagrams. Various cache replacement
strategies were proposed and evaluated. We conducted a simulation to evaluate
the performance of the proposed methods under different parameter settings.
We concluded that the semantic cache method performs much better than the
normal data cache method.

In this paper, we only considered a single cell where the clients and objects are
produced randomly. In future research, we will consider the handoff problem and
cache invalidation methods in a multiple cell environment. Furthermore, since
the positions of the clients and data objects as well as the speed of the clients are
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produced randomly, we will investigate the performance of the proposed schemes
using different distributions.
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Abstract. With the emerging availability of small and portable devices that are
able to determine their position and to communicate wirelessly, mobile and spa-
tially aware applications become feasible. These applications rely on informa-
tion that is bound to locations. In this paper we present NEXUS, a platform for
such applications, which is open for both new applications and new information
providers, similar to the World Wide Web. Distributed servers provide location-
based information, which is federated to an integrated view for the applications.
To achieve this goal, we present the concept of the Augmented World Model,
which is a common data model for location-based information. We give an
example to show how applications can use this platform.

1   Introduction
If we have a look at our everyday life we will notice that location plays a very impor-
tant role in the delivery of information. Signs close to doors describe what is behind
that door, signs on the streets control the traffic flow, or even labels in a supermarket
tell us what’s wrapped in there and how much it costs. Imagine what would happen if
this intuitive way of accessing information would be extended to the digital world.

The following scenario illustrates this vision. Someone travels to a foreign city to
visit a famous museum. He carries a mobile device to assist him during the journey.
This could be a personal digital assistant (PDA), that is able to communicate wirelessly
and to determine its position. After the arrival at the train station his mobile device
navigates him to the museum using public transport and a short walk. During the walk

C.S. Jensen et al. (Eds.): SSTD 2001, LNCS 2121, pp. 117−135, 2001.
Ó Springer-Verlag Berlin Heidelberg 2001



an ancient building attracts his attention and his mobile device tells him that it was the
residence of a former king some centuries ago. He decides to investigate this further
after the visit to the museum and directs his mobile device to remind him when he
passes the building again.

On approaching the museum, the mobile device presents him a virtual ticket booth
where he can buy an admission ticket for the museum without having to wait in a
queue. At a special gate his virtual ticket is approved and he can enter the museum
without delay. At the same time his mobile device switches to a map of the museum
and suggests a tour to the most important exhibits. It automatically displays detailed
information on each exhibit where he is standing next to.

After leaving the museum the mobile device reminds him of his plans to investigate
the ancient building. But he decides to go to the city center where he wants to buy
some presents. The mobile device of course helps him in getting there. As he likes
golfing very much it informs him about a special offer of a nearby golf department in a
big department store while he is strolling around in the city center. He decides to take a
closer look and his mobile device helps him not only in getting to the store but also in
finding the golf department inside the store.

The above scenario illustrates the potential of spatially aware applications and how
they can help us in everyday life. Some of the features described above are already
partly available today like car navigation [15] and museum guides, but only as isolated
applications. The NEXUS project aims at integrating all these isolated applications into
one open platform. There, different applications can use both common and applica-
tion-specific data and they can even communicate and cooperate with each other. We
envision NEXUS as being a middleware that brings providers and consumers of loca-
tion-based information together. In [7] an overview of the NEXUS platform was given
accompanied by a very high level description of the research topics being addressed in
our project. In this paper we present the data model and the architecture of the infor-
mation management component in detail.

The remaining part of this paper is organized as follows. Section 2 derives the
requirements for the NEXUS platform from the example in the introduction and gives
an overview of the architecture. In Section 3, the Augmented World Model, which
forms the basis for federating data from different sources in our approach, is described.
Spatial Model Servers, which are the components of the platform that store static
objects, are presented in Section 4. The structure of the Federation Layer is outlined
there as well. In Section 5 the data and control flow between the components is illus-
trated on the basis of a sample application. Section 6 relates our approach to other con-
cepts and projects, and Section 7 concludes the paper and gives an outlook on future
work.
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Fig. 1. Architecture of the WWW compared to the NEXUS system

2   Overview of the NEXUS Architecture

2.1 Requirements

As we can see in the preceding scenario, there are a number of applications that use
spatial data or services that are linked to locations. We call them mobile, spatially
aware applications or NEXUS applications. To support such applications we need an
open platform – the NEXUS system. There are two major features that this platform
must have: First, it will be used by many different applications. There may even be
types of applications we do not think of at the moment. We call this model the Aug-
mented World Model. The Augmented World Model is the base for the NEXUS sys-
tem’s extensibility and flexibility and it forms the interface to the applications. Second,
everybody shall be able to contribute information to the model. In addition, existing
data sources like the WWW shall be integrated. This may obviously lead to a great het-
erogeneity in the data. In NEXUS, a federation approach is used to handle that hetero-
geneity.

The second requirement is quite similar to the mode of operation of the World
Wide Web (see Figure 1). In principle, the web allows anybody to contribute data by
setting up a web server; analogous to this, any data server which implements the
NEXUS Service Interface may contribute its data to the NEXUS federation. Beside the
Federation Layer, the major difference is the Augmented World Model, which allows
the NEXUS system to present its data in a uniform view. This data model will be
described in Section 3.
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2.2 The NEXUS Platform

To meet the requirements mentioned above, NEXUS uses distributed services to store
data. The NEXUS architecture is built up in three tiers: NEXUS applications, nodes and
services. If we compare this to the World Wide Web (see Figure 1), NEXUS services
play the role of web servers, while NEXUS applications are similar to web applications
like browsers or applets. The middle tier, the NEXUS nodes, does not exist in the
WWW architecture: it is an open federation of the underlying data providers, based on
the location as the main integration measure. So the NEXUS applications only have to
contact their closest NEXUS node to get an integrated view on all the location-based
data currently available.

Fig. 2. Overview of the architecture

As we can see in Figure 2, NEXUS nodes mediate between NEXUS applications and
NEXUS services. They are responsible for distributing queries to the different services
and for composing the results, thus providing an integrated and consistent view for the
applications, the Augmented World Model (AWM). This view is an object-oriented
information model of the real world, which is augmented by additional information
(e.g. web sites). Spatial Model Servers are used to store static objects like buildings,
streets or Virtual Information Towers, which are used to assign external data (e.g.
WWW data) to locations. The Spatial Model Servers are registered at the Area Service
Register, which relates geographical areas to associated Spatial Model Servers. This
enables an efficient selection of the minimal subset of servers required to process a cer-
tain query. As we will see in Section 4, the Spatial Model Servers are not suitable for
storing mobile objects. Instead, a Location Service [9] is used to manage them.
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3   The Augmented World Model
The Augmented World Model is an object-oriented information model, for mobile spa-
tially aware applications. It’s basic idea is that the user of such an application lives in a
world of real objects (buildings, streets, cars,...) which is augmented by virtual objects-
like Virtual Information Towers [11]. These virtual objects are metaphors for external
information (see Figure 3).

Fig. 3. Real and Augmented World

3.1 Conceptual Elements

In order to determine which objects should be part of the Augmented World Model, we
have developed use cases which are typical for mobile, spatially aware applications. In
this section, we describe the elements of the model and relate them to some of the
underlying use cases.

Real World Objects. It is possible to build location-aware applications without mod-
eling real world objects, just by assigning information to geographical coordinates or
vice versa. But NEXUS wants to support not only location-aware, but spatially aware
applications, which are not only aware of where they are, but also of what is in their
environment. One use case for this is "getting information by pointing at objects": the
user points with an appropriate device at an object (for example a library) and gets
information about it (e.g. the homepage of that library). Other use cases require rela-
tions between objects of the real world and information (e.g. "sticking information on
an object (Virtual PostIt)", see below). To support these use cases, a detailed model of
the real world is necessary. Therefore, NEXUS defines real world objects in different
levels of detail, like rooms, buildings, streets, areas, or cities.
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In the Augmented World, there are also mobile objects. Examples for mobile
objects are the user herself, other users or vehicles like busses and trains. A use case
for this is "getting the current location, direction and speed of a certain mobile object",
for example of the next bus.

Virtual Objects. As said before, virtual objects are used as metaphors for external
information. Examples are Virtual Information Towers, which are used to link external
information in the Augmented world and are independent of any other objects, and
Virtual PostIts, which contain information that sticks on another object (which can be
real or virtual).

To support navigation, which is probably today’s most common use case, the AWM
contains special navigation objects (edges and nodes), which are associated to real
world objects like streets and crossings.

3.2 Realization

As mentioned in Section 2, the NEXUS architecture is an open platform similar to the
World Wide Web, where the data is widely distributed and even search engines cover
only a small part of the data. So how can we provide this consistent and integrated data
model?

The Standard Class Schema. First of all, we have defined a Standard Class Schema.
This is a set of object classes and their attributes, which are considered fundamental for
most NEXUS applications, as described in Section 3.1. All NEXUS services have to be
compliant to this definition. In consequence, all applications can query every NEXUS

node and ask for the predefined attributes and classes, for example the menu of a res-
taurant (see Figure 4).

Fig. 4. Standard and Extended Class Schema

122 D. Nicklas et al.



The Extended Class Schema. To keep the schema customizable, it is intended to
adapt the Standard Class Schema. Future NEXUS applications and services will proba-
bly need further and more detailed objects and therefore might want to extend the
Standard Class Schema. A simple example to illustrate customization is a new NEXUS

service that provides information about Italian Restaurants. However there is no class
for Italian Restaurants in the Standard Class Schema. So the NEXUS service provider
defines a new class, which inherits from the most similar class in the Standard Class
Schema (in this case this would be the class "restaurant"), and adds the attributes
which are missing to the base class. We call the new set of object classes the Extended
Class Schema. It is a superset of the Standard Class Schema. As seen in Figure 4, there
can be more than one Extended Class Schema. They all share the object classes of the
Standard Class Schema. 

Optional Attributes. When defining the attributes for the classes in the Standard
Class Schema, the defined set of attributes can be either aimed at simplicity or at com-
pleteness of the model. If we define only the mandatory attributes and leave out all the
other possible useful attributes, the model would have a poor semantic. For every real
problem, an Extended Class Schema would be necessary and the idea behind the Stan-
dard Class Schema would be ill-conceived. On the other hand, if we define all possible
attributes, every NEXUS service has to provide data for all of these attributes. The effort
to provide a NEXUS service would be very high which contradicts the idea web-like
easy integration of new services. To solve this problem, we declared most of the
attributes optional. A NEXUS service does not have to provide all of the data, but if it
wants to, the name and the type of the attributes are defined. This increases the interop-
erability of the data provided by different services while still retaining an easy setup of
new services.

Data Exchange. As it has already been described in Section 2, applications query the
closest available NEXUS node about location-based information in their surroundings.
The NEXUS node distributes the query to appropriate Spatial Model Servers, integrates
the results and returns the proper NEXUS objects. In this data flow, the objects of the
Augmented World Model have to be serialized. We have defined an XML language for
this purpose, which we call Augmented World Modeling Language (AWML). It is
comparable to HTML: both data formats define basic semantics using a markup lan-
guage. In HTML, the underlying model is a model of hypertext documents. It defines
titles, headings, images, tables, hyper links, and so on. Similarly, AWML is based on
the Augmented World Model. Therefore it defines tags for NEXUS objects, their
attributes and data types, which all have semantics associated with them.

There is also a query language called AWQL (Augmented World Query Lan-
guage), that supports object retrieval within the Augmented World Model. In contrast
to other XML query languages like QUILT [4], AWQL is not used to extract data out
of complex XML documents; instead, it is an XML representation of simple spatial
queries to a object oriented model, which can easily be transformed in SQL99 (Spatial
Part). However our query language is far simpler than SQL which facilitates the task of
federating different data sources a lot.
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We have chosen to use XML technology for the data exchange because XML has
some striking advantages. First of all, it allows optional attributes. This is important
not only because of the optional attributes in the Standard Class Schema, but also for
minimizing the data flow. Applications can restrict their queries to the attributes they
are interested in. Second, it becomes more and more a common standard for data
exchange. For example the OpenGIS consortium [16] defines an XML representation
of the Simple Feature Specification named Geography Markup Language (GML) [17].
We use this existing standard for representing the geographical objects and attributes
of the Augmented World. Another advantage of the popularity of XML is the availabil-
ity of tools and parsers for many platforms.

4   Components of the Platform
In the following section the main components of the NEXUS platform (as depicted in
Figure 2) are described. They deal with the management of the Augmented World
Model.

4.1 Spatial Model Server

Spatial Model Servers store static objects. The idea is to allow anybody to set up her
own Spatial Model Server containing spatial information she wants to publish, just as
she may set up her own web server. Like web servers, Spatial Model Servers must be
connected to the Internet and must provide a certain (here: NEXUS-compliant) API,
which in our case is the NEXUS Service Interface.

Augmented Areas. Basically, the union of the content of all Spatial Model Servers
forms the static part of the Augmented World Model. To allow this union (or parts of
it) to be exploited in a valid and efficient manner, we introduce the concept of the Aug-
mented Area within the NEXUS Federation Layer. An Augmented Area represents spe-
cific meta-data describing the content of its associated Spatial Model Server and can
best be described by the following features:
• Each Augmented Area covers a certain area or terrain. This area can be arbitrarily

chosen, e.g. it may be the area of a single building, a town or a whole country, but it
is rarely changed. All objects belonging to an Augmented Area lie completely
inside its boundary. Different Augmented Areas may overlap each other. Shapes
and positions of the Augmented Areas are stored at the Area Service Register (see
Section ). 

• An Augmented Area may be restricted to contain only certain types of objects, e.g.
only Virtual Information Towers or only Italian restaurants. This information is
also known to the Area Service Register.

• Each Augmented Area is consistent, i.e. each object has at most one representation
per Augmented Area. As Augmented Areas may overlap, one object may have sev-
eral representations within several Augmented Areas. Augmented Areas may coop-
erate, i.e. provide information about the existence of multiple representations of
one object. In this case, the Federation Layer can easily select one representation
suitable to answer the query, based e.g. on the desired level of detail.
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• All objects belonging to an Augmented Area are stored at the same Spatial Model
Server (though one Spatial Model Server may store objects of different Augmented
Areas). Knowing the name of this server allows the Federation Layer to retrieve all
objects of an Augmented Area.
Figure 5 illustrates the relationship between Augmented Areas (AA), Spatial

Model Servers (SpaSe) and the Area Service Register (ASR). AA 2 contains represen-
tations of three buildings and two streets stored at SpaSe A. AA 3 contains the interior
(rooms) of one of the buildings; AA 1 a different representation for one building and
some VITs.

Fig. 5. Example of three different Augmented Areas

Area Service Register (ASR). The Area Service Register is a repository that contains
some information about Augmented Areas: The covered area, the type of objects
belonging to this Augmented Area and the name of the Spatial Model Server storing
these objects (see Figure 5). This information is used by the Federation Layer to iden-
tify the Spatial Model Servers needed to answer a query. Section 4.3 discusses the
interaction between the Federation Layer, the Area Service Register and Spatial Model
Servers in detail. 

Building a Spatial Model Server. The APIs of Spatial Model Servers and NEXUS

nodes contain a special query language, which we call the Augmented World Query
Language (AWQL). A Spatial Model Server may use an arbitrary system to actually
store data as long as it provides a wrapper to AWML. Generally, either typical Geo-
graphical Information Systems (GIS) or spatially enabled DBMS could be used for the
implementation. Since it is intended to store huge amounts of data in a distributed
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environment, spatial databases seem to be more suitable for our purposes. Further-
more, mediating between AWQL and SQL is easier to be done than translating AWQL
into the predominantly proprietary interfaces of common GIS. Another reason for pre-
ferring DBMS is that some Geo-Information Systems do not appropriately support
mechanisms to communicate within a network in a standardized manner.

The DBMS that are preferred as Spatial Model Servers within NEXUS should be
object-relational, i.e. they should provide data types for the storage of spatial objects
and appropriate methods on them, according to the implementation specifications of
the OpenGIS consortium [16].

Different vendors like Oracle and IBM offer this kind of spatial databases. But the
products do not yet cover all requirements of NEXUS. For example, the topological
relations of spatial objects can not be reflected within spatially enabled DBMS. But the
NEXUS infrastructure has to include algorithms for network analyses like shortest path
queries and therefore needs to access topological information. Another important crite-
rion that needs to be fulfilled by the system and which is not yet integrated in
ORDBMS concerns the storage and handling of multiple representations of spatial
objects. Also, the integration of 3D geometries into spatial databases is an unsolved
problem. While developing the NEXUS infrastructure, the questions mentioned above
will be challenges for further research efforts.

4.2 Location Service

Spatial Model Servers are not able to store mobile objects. They lack the capability to
perform hand-overs of moving objects. In addition to that, objects moving into areas
not covered by an Augmented Area would be lost. We also would have to assure that
Spatial Model Servers could cope with frequent updates of positions.

To circumvent these problems we decided for the current architecture to use a sep-
arate Location Service as described in [9]. In doing so, this service can be indepen-
dently optimized with respect to data structures and algorithms for efficiently
managing the current locations of a large number of mobile objects.

4.3 The Federation Layer

The Federation Layer provides a uniform view on the data offered by the NEXUS ser-
vices to the NEXUS applications. It is delimited by two interfaces. Applications post
their queries and receive the results through the NEXUS Application Interface, while all
services like Spatial Model Servers and the Location Service are connected to the Fed-
eration Layer through the NEXUS Service Interface. As the Area Service Register is an
internal component of the Federation Layer it is also accessed through an internal
interface. Figure 6 shows the basic structure of the Federation Layer.

The Federation Layer processes any incoming query in the following way. First it
extracts all spatial predicates out of the query to determine the target region to which
the query is directed to. Then it asks the Area Service Register for all Spatial Model
Servers that store Augmented Areas that overlap with the target region. The Area Ser-
vice Register also supplies the class descriptions of the objects stored on each Spatial
Model Server. The Federation Layer then decomposes the query into appropriate sub-
queries for each of the involved Spatial Model Servers using these class descriptions. If
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mobile objects are involved in the query a corresponding subquery is sent to the Loca-
tion Service as well. External data like web pages or legacy databases can be integrated
into the Augmented World Model by building a Spatial Model Server that associates
the external data with objects in the model. 

Fig. 6. Structure of the Federation Layer

Thereafter the partial results of the subqueries are collected and integrated into a
single consistent result. For providing a uniform view on the data, additional model
transformation functions, which will be explained below in Section 4.4, have to be
applied. Finally the integrated result is delivered to the application. 

There is a Federation Layer on every NEXUS node and its capabilities are identical
on each node. An application can thus send its query to the closest node and receives
the same result as if it had sent it to any other node. In addition to that, a NEXUS node
can provide value-added services like a map service that renders rectangular maps or a
navigation service that calculates a path to a given destination. An application has to
access these services through their own proprietary interfaces. The services themselves
use the NEXUS application interface to get the data needed to provide their value-add-
on. The NEXUS platform allows the integration of further third party services into a
NEXUS node.
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4.4 Model Transformation Functions

At the level of the Federation Layer, some functions have to be provided that allow the
handling of spatially related queries in a distributed system and the integration of dif-
ferent partial models into a single global model. At present these model transformation
functions can be divided into three main tasks:

• Homogenization
• Generalization
• Aggregation.

Since all kinds of spatial data can be integrated into the NEXUS system, it is a cru-
cial prerequisite that the data sets can be used together, i.e. their interoperability has to
be guaranteed [8]. For this reason, identical objects within different data sets must be
matched using so-called homogenization or conflation procedures [22]. Very often,
this problem is difficult to cope with, because the assignment of an object in one data
set to its correspondent representation in another data set is ambiguous.

Fig. 7. Matching nodes and edges of different data sets (after [22])

In Figure 7, data set 1 and 2 represent two topological graphs of some roads. The
next picture shows an overlay of them. The rightmost picture visualizes the problem of
matching nodes and edges from different data sets. A matching of the bold edge of data
set 2 to an edge of data set 1 is ambiguous if only geometry is considered. Thus, also
topological relations and object attributes have to be analyzed in order to detect corre-
sponding features. Conflation operations are sometimes limited since appropriate indi-
cators for the matching process might not be available.

In terms of interoperability, generalization [1] and aggregation [19] techniques play
an important role, too. Within the NEXUS context, aggregation defines the merging pro-
cess of several smaller objects into one object of a higher order, whereas generalization
is understood to be the mechanism that reduces the details of spatial objects, predomi-
nantly with respect to geometry [14].

Generalization and aggregation functions are necessary within the infrastructure,
because some data sets might differ concerning the level of detail they are originally
stored at individual Spatial Model Servers. NEXUS therefore has to find the adequate
abstraction level such that data of different resolution can be processed together. 
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A or B ?

A

B

A

?

?

B
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Data Set 1 Data Set 2 Overlay Homogenization 
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Since the platform claims to be an open system, it also has to provide a data basis
on which all kinds of applications can work on. And as different applications need dif-
ferent resolutions of data, NEXUS has to manage data in multiple representations –
from coarse grained to highly detailed levels. Thus, generalization and aggregation are
also needed in case that only detailed data is available for a certain part of the Aug-
mented World, but an application demands for spatial information in rather low resolu-
tion (see Figure 8).

Fig. 8.  Fully ground plan map (left) and aggregated view (right) of the same scene. To get an
overview, the representation on the right is more appropriate.

5   Example: The VIT Application
In this section, we describe how a simple NEXUS application can work with the NEXUS

platform. The sample application is described in detail in [11], so we give only a brief
summary of its functionality.

5.1 Overview

A Virtual Information Tower (VIT) is a rough electronic equivalent to real-world
advertising columns. It is positioned at a fixed geographical location and has a certain
surrounding area which is called visibility area. The VIT application runs on a portable
device, equipped with a location sensor (e.g. GPS). It displays a map of the area in
which the user is currently located, and augments it with the VITs that are visible at
her location. As the user moves on, the number of VITs is changing: when she leaves
the visibility area of a VIT, it disappears from the map, and when she enters other visi-
bility areas, new VITs will pop up. If she clicks on a VIT, the assigned information
(e.g. a web page) will be displayed.

With the NEXUS platform, the VITs can be stored on Spatial Model Servers, which
can also generate the underlying map. The NEXUS nodes do the work of the VIT man-
ager. In the following, we describe the data and control flow between the VIT applica-
tion, a NEXUS node and some Spatial Model Servers.
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5.2 Data and Control Flow

1. Query closest available node. The application queries the closest available NEXUS

node and asks for the graphical representation of all buildings, streets and VITs
within a certain area around the current position (let’s say, 500 meters).

2. Find Spatial Model Servers. The NEXUS node selects the appropriate Spatial Model
Servers. To perform this task, it asks the Area Service Register to return the Spatial
Model Servers containing Augmented Areas that overlap the area specified by the
application’s query, and objects of the requested types (buildings, streets or VITs).
In the example, the result set contains two Spatial Model Servers: SpaSe A, which
contains buildings and streets, and SpaSe B, which contains VITs and detailed
information about important buildings.

Fig. 9. Data and control flow between VIT application and the platform

9. Query Spatial Model Servers. The NEXUS node sends the application query to
SpaSe A and B. If the query would ask for mobile objects, it would query the Loca-
tion Service for this information (see Section 4.2). The Spatial Model Servers
receive the query in AWQL. They must now translate it to their local interface, e.g.
SQL 99 and retrieve the requested objects and attributes. Therefore they have to
perform geometric functions - in the current example, they have to overlap the
position of the objects with the requested area. Finally, the result set has to be seri-
alized in AWML and sent back to the NEXUS node. All mappings between the
NEXUS service interface and local, i.e. proprietary interfaces are accomplished – if
necessary – by wrapper technology in the Spatial Model Servers.

10. Get Results from Spatial Model Servers. The NEXUS node receives the resulting
AWML documents from the Spatial Model Servers.

11. Integrate Results. Now, the NEXUS node must integrate the received documents. It
homogenizes different levels of detail and chooses the appropriate representation,
if more than one server delivers information about the same object. After that, it
combines the results into one single AWML document.

3. Query closest available node. 

4. Find Spatial Model Servers.

5. Query Spatial Model Servers.

6. Get Results from Spatial Model Servers

7. Integrate Results

8. Get Result from the node
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12. Get Result from the Node. The VIT application gets the final result from the NEXUS

node. It can now use the information to visualize a map with buildings, streets and
VITs. If the user clicks on VIT X, the whole process starts again, this time with the
query: "give me the detailed information that sticks on VIT X".

6   Related Work

6.1 Geographic Information Systems (GIS)

The NEXUS infrastructure is not aimed at supporting GIS applications in the common
sense. It rather provides certain functions that are related to Geographical Information
Systems, but lacks some sophisticated techniques for spatial analysis and therefore
cannot be considered as a complete GIS. Missing functions have to be implemented by
the applications, if they are required. However, the NEXUS platform could also be ext-
ended in case that new GIS-related requirements of spatially aware applications are
evolving. 

There are a number of differences comparing typical GIS applications and the
NEXUS platform. Usually, applications of Geographic Information Systems work on
data sets that are appropriately modelled for their individual purposes. NEXUS, though,
is designed as an open platform for spatially aware applications. Therefore, a generic
data model that can be extended to meet the specific needs of different applications
forms the basis of the NEXUS system. Anyone being interested in participating in
NEXUS has to obey the rules of the underlying data model and has to adjust its data
accordingly. 

Moreover, typical GIS are more or less monolithic systems and their applications
are running on a single computer, dealing only with geographical data in a proprietary
format. Since NEXUS is designed to be a highly distributed system, the interoperability
of the different data sets being located at different servers, is a vital prerequisite. Thus,
appropriate mechanisms like homogenization, generalization and aggregation have to
be integrated into the platform (see Section 4.3). These functions are usually not pro-
vided by today’s GIS. Besides that, advanced techniques to handle geographical que-
ries involving different Spatial Model Servers have to be offered by the NEXUS

infrastructure. This item addresses problems that have to be taken into account at the
level of the federation, dealing with data localization, development of query strategies
(parallelization) and cost estimation [23].

6.2 Federated Information Systems

The NEXUS platform can be classified as a federated information system (FIS). It pro-
vides a federated access to all data sources that are connected to the platform, i.e. that
are registered at the Area Service Register. The Augmented World Model serves as a
federated global schema through which this federated access is accomplished. As the
result of the analysis of a number of characteristic use cases, the model is constructed
top-down satisfying a global information need. The platform is more than just a feder-
ated database system [20] as it is not integrating a fixed and a priori known set of data
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sources into a global schema. Thus no bottom-up schema integration techniques like
proposed in [3], [12] are used. Servers offering information can be integrated into and
removed from the platform at any time.

According to [2], a top-down design method implies a loose coupling between the
components of a FIS, especially if the components are constantly changing. Moreover
a loose coupling also means data loss between components because of conversion
steps like aggregation which renders a write access to the data impossible. In our
approach, however, the Standard Class Schema of the Augmented World Model pro-
vides a global schema to which all component systems participating in the federation
have to conform to. Each object in the model has a unique identifier which, in the gen-
eral case, allows to update its attributes, if access restrictions permit this. Updates are
necessary for example to enable sensors to propagate the current state of their environ-
ment into the model, like the position of the user, or to let the user control devices in
the real world, like a light switch. 

New object instances and even new object types can be inserted into the model as
long as they are derived either directly or indirectly from a class in the Standard Class
Schema. The Federation Layer determines a suitable server to store a new object by
looking at the type and location of the object. An example for an object to be inserted
into the model is a virtual PostIt.

Usually an application does not need to know on which server a certain object is
stored, the NEXUS platform handles this transparently. Objects from different servers
can be retrieved in a single query. The NEXUS platform thus provides not just an inte-
grated access to all data sources connected to it, but a federated one where location
plays the key role. 

Compared to the TSIMMIS project [5], [18], [6] the Augmented World Model can
be seen as an integrating view which features object fusions through homogenization
and abstractions through aggregation and generalization. The Federation Layer can be
compared to a very thick mediator that forwards incoming queries to all component
systems that are involved in the processing of a certain query. Wrappers can be used to
provide an AWQL/AWML interface for off-the-shelf spatial databases or other data
sources like the web or legacy databases.

6.3 Related Projects

The Cyberguide project [10] mainly focused on developing a virtual tour guide appli-
cation that provides location-based information and navigation to a user. The Cyber-
guide system is however not maintaining a detailed model of the real world and it is
not aimed at integrating with existing information services. 

The DeepMap project [13] is developing a virtual tourist guide as well and is very
much concentrated on the tourist as a potential user of the system. It is focused on pro-
viding location-based information, but it is not spatially aware, i.e. it has no detailed
model of the user’s surrounding. It is aimed at outdoor use and an integration with
indoor information systems is not planned.

The WorldBoard project [21] links existing web-pages to any location on earth.
The WorldBoard system provides only location-based information, but it does not deal
with navigation. It does not employ a model of the world either.
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7   Conclusion and Future Work
In this paper we have presented the architecture of the NEXUS platform. It provides an
open global infrastructure for spatially aware applications. The spatial awareness of
the NEXUS applications makes them easy to use also for inexperienced users. New
information services can be plugged into the platform as easy as publishing a web
page.

We have introduced the Augmented World Model as a semantically rich object-ori-
ented model of the real world. Its Standard Class Schema defines basic object classes
for static, mobile and virtual objects which have optional attributes to simplify the
introduction of new services while still defining a common format for detailed infor-
mation. Object classes can be further extended by applications as needed.

By means of a detailed explanation of the main NEXUS components (Spatial Model
Server, Augmented Area, Area Service Register) and their interaction patterns, we
showed that the NEXUS platform is quite different in comparison to available geo-
graphic information systems (GIS) on one side, but also different to federated informa-
tion systems on the other side. It can be characterized as an open platform to support
spatially aware applications, just like WWW servers support web-based applications.
Instead of the neutral HTML we exploit a semantically enriched AWML/AWQL, and
instead of leaving the integration of different web services up to the application, we
support a mediation of the services by means of our Augmented World Model and the
available NEXUS interfaces (NEXUS Application Interface and NEXUS Service Inter-
face). This mediation and federation approach can be contrasted with what is called
Enterprise Application Integration, but with respect to NEXUS the focus is on spatial
awareness issues. In the NEXUS platform, the middle tier allows to support value-added
services like in our case a map service or a navigation service that exploit the inte-
grated data view provided by the Federation Layer.

Currently the NEXUS project consists of four departments at three institutes at the
University of Stuttgart. We are building a small-scale prototype of the platform to dem-
onstrate the basic features of the NEXUS system. Future work will focus on one side on
refining the internal components and their interaction in order to enhance performance.
On the other side, there is more work to do in developing more comprehensive applica-
tions.
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Abstract. The development of spatiotemporal database systems is primarily 
motivated by applications tracking and presenting mobile objects. Another 
important trend is the visualization and processing of spatial data using XML-
based representations. Such representations will be required by Internet appli-
cations as well as by location-based mobile applications. In this paper, an 
architecture for supporting queries on XML-represented moving objects is 
presented. An important requirement of applications using such an architecture 
is to be kept informed about new, relocated, or removed objects fulfilling a 
given query condition. Consequently, the spatiotemporal database system must 
trigger its clients by transmitting the required information about the relevant 
updates. Such queries are called continuous queries. For processing continuous 
queries, we have to reduce the volume and frequency of transmissions to the 
clients. In order to achieve this objective, parameters are defined, which model 
technical restrictions as well as the interest of a client in a distinct update opera-
tion. However, delaying or even not transmitting update operations to a client 
may decrease the quality of the query result. Therefore, measures for the quality 
of a query result are required. 

1   Introduction 

The research activities in the field of spatial database systems have been shifted to the 
investigation of spatiotemporal database systems. Projects like "Chorochronos" [21] 
and a sequence of workshops (e.g. [10], [24], [25]) are indicators of this trend. The 
main topics of interest are the structure of time and space, data models and query 
languages, the efficient processing of queries by using adequate storage structures and 
database architectures, and the design of graphical user interfaces for spatiotemporal 
data. The investigation of spatiotemporal database systems is especially motivated by 
applications, which require to track and to visualize moving objects. Many of these 
applications originate from the field of traffic telematics, which combines techniques 
from the areas of telecommunication and computer science in order to establish traffic 
information and assistance services. Such applications ([33], [1]) require the 
management of moving objects, e.g., of vehicles of a fleet.  
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Another trend is the visualization and processing of spatial data via the Internet 
using XML. Current geographical information systems (GIS) or systems just 
announced (e.g. [9], [23]) (will) support the XML-based Geography Markup 
Language (GML) [15]. The next step will be the support of mobile applications. Now, 
the (intermediate) standard GPRS (General Radio Packet Service) is being launched 
in Europe. By introducing the new mobile telephone standard UMTS (Universal 
Radio Packet Service), this trend will be dramatically enforced. One common proper-
ty of mobile applications is that they refer to locations and, therefore, require the 
transmission of spatial or spatiotemporal data. The appearance of mobile applications 
has also an impact on the devices used for presenting data: In addition to personal 
computers and workstations, personal digital assistants (PDAs) or mobile telephones 
are used as Internet clients. However, the computing power of such devices is rather 
restricted compared to traditional computers. In addition, the speed and throughput of 
wireless networks are limited and are subject to large variations. 

The combination of these trends requires a suitable architecture for the XML-based 
representation and visualization of moving spatial objects. This architecture consists 
of the chain beginning at the client, which is responsible for the visualization of the 
spatial objects and for the user interaction, over suitable middleware up to the spatio-
temporal database system. A special task of such an architecture is to support clients 
differing in the technology used for presenting and transmitting data in order to 
support traditional Internet applications as well as location-based mobile applications. 

Applications tracking and presenting mobile objects require to be kept informed 
about new, relocated, or removed objects fulfilling a given query condition. Con-
sequently, the spatiotemporal database system must trigger its clients by transmitting 
the necessary information about such update operations. The query, which causes this 
process, is called continuous query [28]. The result set of a continuous query is not 
only influenced by the update operations occurring in the database and by the given 
query condition, but – especially for mobile applications – also by the capability of 
the client to process the result. Typically, technical restrictions limit the computing 
power of the clients, the maximum resolution of spatial distances the client is able to 
distinguish, and the maximum speed and throughput of the connection between the 
database system and the client. Therefore, it is not advisable to transmit the complete 
result of a continuous query. Instead, a reasonable filtering must be performed. How-
ever, delaying or even not transmitting update operations to a client may decrease the 
quality of the query result. Therefore, indicators for the quality of the result of a 
continuous query are required. 

The paper starts with a description of the architecture for querying XML-repre-
sented moving objects. The components of the architecture are discussed; a special 
attention is given to the integration of representations like GML and SVG (Scalable 
Vector Graphics). In Section 3, a short definition of the data model describing the 
spatiotemporal objects is given. After a classification of update operations occurring 
in a spatiotemporal database system, a formal definition of the result set of the 
continuous query is presented in Section 3.4. In order to reduce the volume and fre-
quency of transmissions to the clients, corresponding parameters are defined and inte-
grated into the architecture in Section 4. Measures for the quality of the results after 
applying such restrictions are presented in section 4.4. Section 5 gives an overview of 
related work. Finally, the paper concludes with a summary and an outlook on future 
work. 
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2   Architecture for Querying XML-Represented Moving Objects 

In this section, an architecture for querying XML-represented moving spatial objects 
is presented. The diagram in figure 1 gives an overview of the basic components and 
the dataflow within this architecture. The single components are described in the rest 
of this section. 
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Fig. 1.  An architecture for supporting an XML-based representation and visualization 
of moving spatial objects. 

2.1   The Client 

The main task of a client is the presentation of the data and the interaction with the 
user. From the point of view of a database system, the clients formulate the queries 
and take the query results. Another task of the client is the communication with the 
Internet server. 

In the following, the visualization of moving spatial objects, typical queries, and 
the communication of the clients with the Internet server are discussed. 

2.1.1   The Visualization 
 
By using TV consoles, PDAs, or mobile telephones in addition to PCs and 
workstations as Internet clients, the properties of clients differ very much. This is 
caused by using different Internet browsers, operating systems, and hardware. These 
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differences require using different techniques for presenting the data. Spatiotemporal 
data are primarily represented by vector data. However, there exists no general 
standard for representing vector data in the Internet. Typical solutions of this problem 
in the field of geographical information systems (GIS) are the following: 

 
• The usage of raster maps, which are dynamically generated by the server site (see 

e.g. [5]). A restricted functionality of the client and a high data volume are the 
consequences. 

• The second solution is using additional programs that extend the functionality of 
the Internet browser. Depending on the field, where the application is used, 
Active-X components, plug-ins, or applets can be found. Especially, occasional 
users of Internet applications presenting maps are deterred by such solutions [2].  

• Comparable to the second solution is the use of proprietary data formats like 
Macromedia Flash [12], which have cartographic restrictions [14]. Furthermore, 
they are not standardized. 

 
The goal is a data format for vector data, which is flexible as well as standardized. 
Therefore, an obvious solution is using an XML-based data representation. A suitable 
candidate is the graphical standard SVG (Scalable Vector Graphics). Version 1.0 of 
SVG has currently the status of a candidate recommendation of the WWW 
consortium [32]. It has many features that allow representing and visualizing 
cartographic information [14]: 

 
• SVG supports vector data as well as raster data. All essential geometric features are 

supported. 
• SVG allows grouping objects, i.e., the definition of layers. 
• Local coordinate systems are supported by transformations. Spatial objects can be 

clipped. 
• An extensive and flexible formatting is supported by cascading stylesheets (CSS2). 
• Event handling can be embedded into a graphic by using scripts (JavaScript). 
 
In order to use a graphical data format (and the corresponding viewers) for visualizing 
moving objects, update features with respect to the already visualized objects are 
required. Inserting new objects as well as removing and updating existing objects 
(especially with respect to their position but also with respect to their shape or other 
properties) are operations, which must be supported by the client (see also section 
3.2). SVG allows such modifications by permitting a complete access to the corre-
sponding document object model (DOM). This object tree can be modified by em-
bedded scripts (e.g. written in JavaScript). Figure 2 depicts an example where moving 
objects are visualized by an SVG viewer. 

For standard Internet browsers it can be expected that they will soon support SVG 
without requiring additional plug-ins. However, for devices like PDAs or mobile tele-
phones, this cannot be expected. Furthermore, the power of such “micro viewers” 
may be too limited for supporting moving objects. Therefore, the architecture must be 
flexible in order to support other data formats for such devices. 
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Fig. 2. Visualization of moving vehicles on the street map of the City of Oldenburg by 
Adobe’s SVG viewer. The moving objects have been created by a data generator [3]. 

2.1.2   The Queries 
 
In principle, we can distinguish the following types of queries: 
 
• Standard database queries without any temporal or spatial query conditions.  
• Spatial queries having one (or more) spatial query condition(s). This type of 

queries can be transformed into a set of basic spatial queries like window queries, 
point queries, and spatial joins. Well-known indexing and optimization techniques 
of spatial database systems can be used for performing this type of queries. For an 
overview see [7]. 

• A spatiotemporal query consists of temporal and of spatial query conditions. For 
optimizing such queries, a spatiotemporal database system is required. The result 
set of a spatiotemporal query typically consists of the objects existing at one 
distinct time stamp or at a period described by an interval of time stamps. Further-
more, the objects fulfill spatial conditions, e.g., they intersect a given query win-
dow. A spatiotemporal query may consist of additional query conditions without 
any spatial or temporal criteria. Temporal queries without any spatial query con-
dition may also exist, but they are not typical of a spatiotemporal database system. 

• For depicting moving objects, a variant of a spatiotemporal query is required: its 
temporal query condition consists of a time interval between the current time and 
the unlimited future. In this case, all current objects fulfilling the other query con-
ditions are transmitted from the database system to the client. Then, a continuous 
update of the client is required: new, relocated or removed objects are detected by 
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the database system and are - as soon as advisable or necessary – transmitted to the 
client. The treatment of such continuous queries is of special interest to this paper. 

 
The formulation of spatiotemporal queries requires a foundation for representing the 
objects, their attributes and the query conditions. A fundamental work for the 
representation of spatiotemporal objects is the paper of Güting et al. [8] where 
spatiotemporal data types and operations are presented and embedded into a query 
language. An adaptation for a discrete data model can be found in [6]. For using such 
results in an XML-based environment, a corresponding XML notation is required. In 
figure 1, this is indicated by the notation „spatiotemporal XQL“. 

2.1.3   The Communication with the Internet Server 
 
The processing of the queries requires a communication with the Internet server. 
Typically, the transmission of data from the server to the client is initiated by the 
client. However, the processing of continuous queries requires server-initiated data 
transmissions. This is an untypical operation and cannot be found in comparable 
server architectures. A client does not know when and how many objects are changed 
in the spatiotemporal database. On the abstract level that means that the roles of the 
server and of the client have changed. 

For updating clients typically server-push technology is used [13]. Such a 
pushing is based on a stable TCP connection and allows an update by transmitting 
complete HTML pages. One disadvantage of this technique is the high number of 
active connections to the server. For applications depicting spatiotemporal objects, 
transmitting complete pages is unsuitable because generally only a small part of the 
depicted objects has been modified between two updates. For example, in a map 
where moving vehicles or traffic jams are depicted, only some of these objects may 
change but not the rest or the background like the street map. A complete 
transmission would be a waste of time; especially for mobile applications, this 
solution cannot be applied. 

A solution of this problem is to start a server thread at the client site. This can be 
done by a small applet, which registers the client at the Internet server. This mechan-
ism allows an identification of the client after an HTTP request is finished. This iden-
tification, e.g. the IP address of the client and an assigned port number, are stored in 
an administrative database. In figure 1, the server thread at the client site is indicated 
by the “communicator” within the box of the Internet browser. 

2.2   The Internet Server 

The Internet server is a standard HTTP server handling the page requests of the 
clients. Additionally, it passes the queries of the clients to the map server and trans-
forms the query results into the client-specific data representations considering par-
ticular style formats.  
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2.2.1   Processing of the Query Results 
As mentioned before, different types of clients may require different data formats. We 
assume that these representations are described by XML. On the other hand, the other 
components of the architecture should not handle several data formats in order to 
minimize their complexity. Instead, a uniform representation (also described by 
XML) is reasonable to use. For the representation of spatial objects, the OpenGIS 
consortium (OGC) proposed an XML-based specification, the Geography Markup 
Language GML [15]. In contrast to SVG, which is a format for displaying vector data, 
GML allows characterizing the properties of geographic features. The GML definition 
must be extended for representing properties, which are specific for moving spatial 
objects. This extension is called temporal GML in the following; it is the data format 
used for the data provided by the map server. 

For converting temporal GML into another XML representation, the usage of XSL 
transformations is suitable. The transformation part of XSL (Extensible Style 
Language) (XSLT) [31] converts an XML document into another XML document by 
using XSL stylesheets. For supporting different data formats, it is only necessary that 
the Internet server provides suitable XSL stylesheets. An example for an XSL 
stylesheet converting GML into SVG is depicted in figure 3. The integration of the 
XSL transformers into the Internet server may be done by Java servlets, Java Server 
Pages (JSP), or by Active Server Pages (ASP). 

In principle, it is possible to perform the XSL transformation on the client site, e.g., 
by the Internet browser. (For example, Microsoft’s Internet Explorer shows quite 
reasonable results after updating Windows on the MSXML version 3.0.)  However, 
for devices of low performance as well as for devices receiving data by (slow) 
wireless connections, a transformation at the server side is preferable. Additionally, 
by using different CSS stylesheets, a client-specific or even a user-specific formatting 
of the data can be achieved. 

In comparison to binary data, XML documents considerably increase the required 
data volume. However, this problem is mostly compensated by high compression 
rates. Preliminary results show that a document describing a large set of spatio-
temporal objects will be compressed by a factor of about 20 if a GML representation 
and ZIP compression are used. For SVG, a factor of about 7.5, and for a binary 
format, a factor of about 2.5 have been achieved. 

2.3   The Map Server 

The main task of a map server is to coordinate the co-operation of the database sys-
tem(s) and the Internet server. In commercial solutions for managing spatial data, 
(one of) the database system(s) is often replaced by a GIS. The map server passes the 
queries to the relevant database system(s) and processes the query results. A spatio-
temporal database system manages the data according to spatial and to temporal as-
pects. Therefore, it cannot be assumed that the data in the database is (hierarchically) 
represented by XML or that the database system can be queried by an XML-based 
query language. The map server transforms the queries into the database-specific 
query language and converts the results into temporal GML. 
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GML fragment describing a segment of a street (according to GML version 1.0) 

<Feature typeName="StreetEdge3"> 
   <name>734407488</name> 
   <property typeName="streetname" type="string">Heideweg</property> 
   <geometricProperty typeName="location"> 
      <LineString><coordinates>8961,8839 8894,8710</coordinates></LineString> 
   </geometricProperty> 
</Feature> 

 
Corresponding SVG fragment 

<polyline class="c3" style="stroke-width:25;" points="8961,8839 8894,8710"> 
</polyline> 

Part of the XSL stylesheet that transforms the GML fragment into a corresponding SVG fragment 

<xsl:template match="featureMember [starts-with(@typeName,'StreetEdge')]"> 
  <xsl:element name="polyline">  
    <xsl:attribute name="class"> 
      c<xsl:value-of select="substring-after(@typeName,'StreetEdge')"/> 
    </xsl:attribute>  
    <xsl:attribute name="style"> 
      stroke-width:<xsl:value-of select="$revscale"/>; 
    </xsl:attribute>  
    <xsl:attribute name="points"> 
      <xsl:value-of select="Feature/geometricProperty/LineString/coordinates"/> 
    </xsl:attribute>  
  </xsl:element>  
</xsl:template>  

 

Fig. 3. Example for transforming GML into SVG by using XSL transformations. 

2.4   The Spatiotemporal Database System 

The final component of the architecture depicted in figure 1 is the spatiotemporal 
database system. It stores the non-moving spatial objects as well as the moving 
objects. Our architecture supports especially querying spatial and spatiotemporal data; 
these queries are processed by the spatiotemporal database system. 

The spatiotemporal database system serves one or more clients requesting data 
from the database. Changes of the database are performed by processes running 
outside of the described architecture (indicated by the symbol “World” in figure 1). 
Database triggers are used for initiating the update of the clients. 

According to Sellis [21], the main topics of interest in the area of spatiotemporal 
databases are related to the structure of time and space, to data models and query 
languages, to the efficient processing of queries by using adequate storage structures 
and databases architectures, and to the design of graphical user interfaces for spatio-
temporal data. An important aspect of the implementation of spatiotemporal database 
systems has been the development of suitable storage structures and indexing tech-
niques for optimizing the processing of spatiotemporal queries; examples for such 
publications are [29], [30], [11], and [17]. 

In the rest of this paper, we will concentrate the discussion on the continuous 
query. 
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3   Continuous Queries 

After a short definition of the model used in this paper for describing spatiotemporal 
objects, a classification of the update operations and the definition of the result set of 
a continuous query are presented in this section. 

3.1   The Model of Spatiotemporal Objects 

The following discussion assumes an architecture consisting of a spatiotemporal 
database system, which stores the positions and other attributes of moving objects. In 
a temporal database, valid time and transaction time are distinguished. The valid time 
describes the time when the data were valid or are valid in the modeled reality. The 
transaction time is the time, when the data were committed in the database system. 

In the following, we assume that a moving object obj having an object identifier 
obj.id is described by a sequence of records obji consisting of a spatial location 
obji.loc (short: loci), a time stamp obji.time (short: timei) giving the beginning of the 
valid time, a time stamp obji.trTime (short: trTimei) giving the transaction time, and 
non-spatiotemporal attributes obji.attr (short: attri) (i˛ N). A time stamp t is 
represented by a natural number (t˛ N). If the records obji und obji+1 exist, the valid 
time of record obji corresponds to the time interval [timei , timei+1). If no record obji+1 
exists for a record obji, the record obji is the current state of the corresponding moving 
object from the point of view of the database system. Furthermore, a final record obji 
may exist with i > j for all records objj of this spatiotemporal object. A final record 
obji indicates the end of the lifetime of the object, e.g., by an empty location. In order 
to simplify the discussion, we assume that timei £  trTimei holds. 

This form of representing spatiotemporal objects is only one option; it can be re-
placed by another model because of conceptual reasons [8] or because of implemen-
tation purposes [6]. 

3.1.1   Describing Spatiotemporal Objects in GML 
The building blocks of GML are so-called simple features, which “describe the 
geography of entities of the real world” [15]. A feature in GML (version 1.0) may 
consist of a name, a description, a bounding box, several (alphanumeric) properties, 
and several geometric properties. For realizing the above data model in GML, we 
have to represent those attributes by related elements. The object identifier can be 
mapped to the element name and the locations can be described by the geometric 
properties of GML. The attributes time and trTime are of special interest. One 
possibility is to represent them by (alphanumeric) properties. A property element is 
defined as follows in GML: 
 

<!ELEMENT property (#PCDATA)> 
<!ATTLIST property  
   typeName   CDATA #REQUIRED 
   type ( boolean | integer | real | string ) "string" > 
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That means we can define the types of properties without changing or extending the 
DTD (document type definition) of GML (version 1.0).  

3.2   Types of Update Operations 

At one time stamp, one or more objects may be updated. We can distinguish three 
types of updates concerning a spatiotemporal object obj: 

 
1. The insertion of a new object: 

In this case, no record having the same object identifier obj.id existed before. 
2. The modification of an existing object: 

In the general case, any attribute of the object may be changed, i.e. at least one 
record having the object identifier obj.id and an older time stamp is already stored 
in the database. In this paper, we are especially interested in relocated objects. 
Using the model described in section 3.1, a modification requires the insertion of a 
new record into the database. 

3. The deletion of an existing object: 
In this case, at least one record having the object identifier obj.id with an older 
time stamp is already stored in the database. The end of the lifetime of the object is 
indicated by inserting a corresponding record into the database. 

 
In principle, each of these update operations must notify all concerned clients in order 
to update them. 

3.3   Classification of Update Operations 

A simple solution for performing a continuous query is to inform each client about 
every update. However, this is a very inadequate and expensive solution. Especially 
for the case where the client is an Internet client, such a solution should not be 
considered. 

Determining the interest of a client in an update operation requires the evaluation 
of the object representation at two consecutive time stamps. This leads to the 
following classification of updates. An overview of this classification is given in 
figure 4. 

Class 1: Updates of High Interest 
This class of updates represents operations, which are of high interest to a client, 
because they represent essential changes. The class consists of the following update 
operations: 
• (I1) Insertion of a new object fulfilling the query condition of the client. 
• (D1) Deletion of an object, which has fulfilled the query condition of the client at 

the previous time stamp. 
• (I2) Modification of an existing object which fulfills the query condition of the 

client now but which has not fulfilled the query condition at the previous time 
stamp. 
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• (D2) Modification of an existing object which does not fulfill the query condition 
of the client now but which has fulfilled the query condition at the previous time 
stamp. 

With respect to the client, the two operations (I1) and (I2) are insert operations and 
the two other operations (D1) and (D2) are delete operations. 

Class 2: Updates of No Interest 
This class consists of the updates, which are of no interest for a client: 
• Insertion of a new object not fulfilling the query condition of the client. 
• Deletion of an object, which has not fulfilled the query condition of the client at the 

previous time stamp. 
• Modification of an existing object which neither fulfills the query condition of the 

client now nor at the previous time stamp. 
A client should not be informed about updates of class 2. Therefore, a component 
must exist, which eliminates these operations with respect to distinct clients. 

Class 3: Updates of Medium Interest 
There exists one operation not belonging to the two classes described above: 
• (M1) Modification of an existing object, which fulfills the query at the previous 

time stamp as well as now. 
With respect to a client, operations of this class are (the only) operations modifying an 
existing object. In general, the number of these updates considerably exceeds the 
number of operations of high interest. A client is of course interested to be informed 
about these modifications. However, if in the sequence of modifications of low rele-
vance some are skipped, this will be acceptable for a client. Therefore, the operations 
(M1) are called updates of medium interest in the following. 

  

fulfills query? operations 
previous record current record insertion deletion modification 
no no - - - 
no yes I1 - I2 
yes no - D1 D2 
yes yes I1 D1 M1 

Fig. 4. Types of update operations. 

 

3.4   Definition of the Result of a Continuous Query 

Using the model of spatiotemporal objects of section 3.1 and the classification 
described above, we can define the result of a continuous query q with a query 
condition c for a client. In the following, ts denotes the database time when the query 
is made, ts+n the time when the execution of the query is stopped, and resk is the 
result of the query at database time ts +k: 
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(1) res0 = { (obji, I1) | obji fulfills c Ù  timei £  ts Ù  ("  timej with j „  i Þ  timej < timei)} 

resk =  { (obji, I1) | obji fulfills c Ù  trTimei = ts+k Ù  (i = 0) } ¨  

  { (obji, I2) | obji fulfills c Ù  Ø (obji-1 fulfills c) Ù   trTimei = ts+k } ¨  

 { (obji, D1) | obji indicates end of lifetime Ù  obji-1 fulfills c Ù   trTimei = ts+k } ¨  

 { (obji, D2) | Ø (obji fulfills c) Ù  obji-1 fulfills c Ù   trTimei = ts+k } ¨  

 { (obji, M1) | obji fulfills c Ù  obji-1 fulfills c Ù   trTimei = ts+k }  for k ˛  {1, ... ,n} 

The set res0 corresponds to the initial result of the continuous query. The results resk 
(k>0) contain the incremental updates and should be transmitted to a client at database 
time ts+k. However, this is an unrealistic assumption. Therefore, this definition is 
only a set target that cannot be achieved. In section 5, we will use this definition for 
defining a measure of quality. Suitable parameters for restricting the results of a 
continuous query are presented in the next section. 

4   Filtering the Results of a Continuous Query 

Technical restrictions limit the computing power of the clients, the maximum 
resolution of spatial distances the client is able to distinguish, and the maximum speed 
and throughput of the connection between the database system and the client. 
Therefore, it not advisable to transmit each result set resk of a continuous query. 
Instead, a reasonable filtering must be performed.  

In order to regulate this filtering, parameters are required for controlling the 
process dependent of the (type of) client. In this section, parameters restricting the 
time and the space dimension are presented. Then, a measure of interest is discussed, 
which allows indicating the interest of a client in an update operation. Finally, a 
component for filtering the query results is integrated into our architecture. 

4.1   Restricting Parameters 

The general demand of a client is to be informed about any interesting update as soon 
as possible. However, as mentioned before technical restrictions may prevent to fulfill 
such a request. For continuous queries, restrictions with respect to the time and to the 
spatial dimension are of special interest. 

 

4.1.1   Time-Oriented Parameters 
A client is generally connected to the database system by a network. Using the 
Internet or a wireless communication, the data volume, which can be transmitted, is 
restricted. A frequent update of a client using a slow connection and / or a connection 
of restricted capacity is unnecessary. Quite the reverse, too fast or too voluminous 
data transmissions lead to data jams preventing a contemporary update of the client. 
Another aspect is the computing power of the client. Thus, the number of updates to 
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be sent is restricted. On the other hand, a minimum data volume may exist which 
should be sent in order to use the capacity of the data connection and/or of the client.   

The following three parameters describe these restrictions: 
• In order to simplify the considerations it is assumed that all operations require the 

same transmission volume and the same computing power by the client. Then, the 
parameter maxOps describes the number of update operations, which can be sent to 
a client per a single data transmission at maximum. Another parameter minOps 
denotes the minimum number of operations reasonable be sent. It holds: minOps £  
maxOps. 

• Furthermore, in order to support, e.g., wireless data connections, we assume that 
there exists a minimum time period minPeriod between two transmissions to a 
client. If update operations were sent to the client at database time t, the next 
operations should not be sent before t+minPeriod. 

4.1.2   Space-Oriented Parameters 
Applications depicting spatial data have in general a maximum resolution, i.e. there 
exists (in the two-dimensional case) a minimum distance which is distinguishable or 
of relevance. If the movement of an object is smaller than the minimum x-distance 
minDistx and the minimum y-distance minDisty, it is unnecessary to inform the client 
about this movement. Using these two distances, we can define the function 
isRelevant as follows: 

(2) isRelevant (objprev,objcurr)  := x-distance (loc curr ,loc prev) ‡  minDistx  Ú  

    y-distance (loc curr ,loc prev) ‡  minDisty   

All the parameters described above differ for distinct (types of) clients. 

4.2   Measure of Interest 

In the former section, we defined parameters in order to filter the operations to be sent 
to the client. Consequently, we must select a subset of operations to be transmitted 
from the set of all update operations of interest. For performing this filtering, we need 
a selection criterion. In section 3.3, we have already classified the operations in two 
relevant subsets: class 1 consisting of operations of high interest and class 3 of 
operations of medium interest.  

For class 1, we can formulate the following requirement: A client should be 
informed about the update operations of class 1 as soon as possible. If not all update 
operations of class 1 can be sent to a client, the transmission should start with the 
operations having the oldest time stamps (with respect to the valid time). The other 
operations of this class must be buffered by the database system and are transmitted 
(if possible) by the next transmission(s). 

Typically, the number of updates of class 3 considerably exceeds the number of 
operations of high interest. Therefore, it is necessary to consider the update operations 
of class 3 in more detail. The interest of a client in such an update depends on 
different factors. 

In order to describe the interest of a client in an update operation, we need a 
measure of interest. The interest depends especially on the last description the client 
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has received. This object description is called objlast in the following. The current 
description of the object is called objcurr. The measure of interest intr(objlast,objcurr) can 
use the attributes time, loc, and attr representing the valid time, the location, and the 
non-spatiotemporal attributes of the object description, respectively. The measure of 
interest may change in an arbitrary manner between two succeeding update 
operations. 

For example, a measure of interest may be computed as follows (dist denotes the 
Euclidean distance): 

(3) intr(objlast,objcurr)  :=  (timecurr - timelast) + wloc * dist (loccurr , loclast) 

A suitable factor wloc is required for equalizing the influence of time and space.  

4.3   Integration of a Component for Filtering Objects 

Computing the measure of interest requires an efficient computation of the last object 
descriptions the client has received for deciding, which update operations of class 3 
are of relevance to a client. If the relevance exceeds a given threshold, the object 
representation will be sent. If the number of records exceeds the maximum allowed 
number, some operations have to be buffered.. 

The component responsible for determining the objects to be transmitted and for 
buffering the candidates, which may be sent at the next transmission(s), is the filtering 
component of our architecture. In figure 1, it is depicted as a part of the 
spatiotemporal database system. 

5   Measure of Quality 

A measure of quality can be used for two purposes: 
 

1. For determining the quality of a filtering algorithm. Then, an assessment is 
possible which of two or more algorithms shows the best behavior in the same 
situation. 

2. For controlling the behavior of an algorithm running in the filter component. If 
the quality becomes too low, for example, the parameters presented in section 4.1 
may be changed. 

5.1   Definitions of Restricted Result Sets 

For the definition of a measure of quality, two further result sets of a continuous 
query are defined. A sequence res’i will be called a complete result of a continuous 
query q if the following conditions hold: 

(4) res’0 ˝  res0 

res’k ˝  { (obji, I1) ˇ  RES’(k) | obji fulfills c Ù  ts £  trTimei £  ts+k Ù  (i = 0) } ¨  res0 ¨  

  { (obji, I2) ˇ  RES’(k) | obji fulfills c Ù  Ø (obji-1 fulfills c) Ù   ts £  trTimei £  ts+k } ¨  
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 { (obji, D1) ˇ  RES’(k) | obji indicates eol Ù  obji-1 fulfills c Ù  ts £  trTimei £  ts+k } ¨  

 { (obji, D2) ˇ  RES’(k) | Ø (obji fulfills c) Ù  obji-1 fulfills c Ù   ts £  trTimei £  ts+k } ¨  

 { (obji, M1) ˇ  RES’(k) | obji fulfills c Ù  obji-1 fulfills c Ù   ts £  trTimei £  ts+k }  

  for k ˛  {1, ... ,n’} with n’ ‡  n  
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Again, the set res’0 corresponds to the initial result of a continuous query and the 
results resk (k>0) contain the incremental updates, which are transmitted to the client 
at database time ts+k. The union of all subsets resk of definition (1) is identical to the 
union of all subsets res’k of definition (4). Furthermore, the order of operations 
(obji,op) is not altered for a spatiotemporal object obj. 

A sequence res”i will be called a consistent partial result of a continuous query q if 
the following conditions hold (res’k is defined in equation (4)): 

(5) res”k ˝ ’ res’k for k ˛  {0, ... , n’} 

with (obji,opi)˛ res”k  Þ  (obji,opi)˛ res’k Ú  

   (opi˛ {I1,I2} Ù  (obji,M1)˛ res’k Ù  (objj,opi)˛ res’j with j<i) Ú  

   (opi=M1 Ù  (obji,op’i ˛ res’k Ù  (objj,opj)˛ res’j with j<i, op’i˛ {I1,I2}, 

         opj˛ {D1,D2} ) 

and  (obji,opi)˛ res”k  Þ   (objj,opj)ˇ RES”(n’+1) Ú  (objj,opj)˛ RES”(k)  for j < i 

and  (obji,opi˛ {D1,D2,M1})˛ res”k  Þ   $  (objj,opj˛ {I1,I2})˛ RES”(k)  with j<i 

and (obji,opi˛ {I1,I2}) ˛  RES”(n’+1)  Þ   

   $  (objj,opj˛ {D1,D2}) ˛  RES”(n’+1)  Ú   objj fulfills c at ts+k  with j > i  
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":)("by  defined is  where
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=
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m
mreskRESRES”(k)  

In the result set of (5) some operations may miss – in the extreme case all subsets are 
empty. However, it is guaranteed that for each modification or deletion a previous 
insert operation exists and that for each object existing in the result set also a delete 
operation is included if the object has been deleted in the database before ts+n’. The 
operator ˝ ’ is used instead of ˝  for supporting the situations that an insert operation 
and a succeeding modification are combined to one insert operation or that a pair of 
succeeding delete and insert operations is combined to one modification. These cases 
are covered by the first implication of (5). 
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5.2   Measure of Quality 

As mentioned in Section 3.4, the result of a continuous query can be used for defining 
a measure of quality. Comparing the real result with that result set, some update 
operations may be sent to the client after some delay. In this case, we can define the 
average delay as follows: 

(6) avDelay :=   

In the consistent partial result, some operations (obji,opi) may miss. The larger the 
temporal and the spatial distance of (obji,opi) to its “neighbored” operations 
(obji-1,opi-1) and (obji+1,opi+1), the worse is omitting such an operation. Therefore, the 
temporal and the spatial distances are squared in the following definition of the 
average omitting degree (omitDeg), which is the sum of a time component (timeOD) 
and a distance component (distOD). 
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dist denotes the Euclidean distance between two locations. The divisors timeSum and 
distSum are used for normalizing the distances. If no neighbored operation exists, the dis-
tance to it will be defined as 0. If an object is completely missing in RES”, all corre-
sponding operations are aggregated in omitDeg. The complete result of a continuous 
query has the omitting degree 0. An empty result set would have an omitting degree of 1. 

6   Related Work 

Terry et al. [28] presented the notion of “continuous queries” in the field of database 
systems. They proposed an incremental evaluation approach in order to avoid repeti-
tive computations. In the NiagaraCQ [4], also performance issues of the database 
system have been the target. In order to support millions of queries, similar query 
conditions are grouped, which allows sharing common computations and reducing the 
I/O cost. 
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The presented work is also related to the field of spatiotemporal database systems. 
In general, they have been discussed already in Section 2.4. This section refers to 
more specific papers with respect to continuous queries. 

Wolfson et al. [33] address in their paper the problem to determine when the 
location of a moving object in database should be updated: a dead-reckoning update 
policy dictates that there is a deviation for which an object (e.g. a car with a GPS re-
ceiver) should send a location or speed update to the database. In some sense, this 
problem is complementary to continuous queries. In [27], three types of queries (in-
stantaneous queries, continuous queries and persistent queries) are distinguished for 
the case of having dynamic spatial attributes, i.e. the attribute changes continuously as 
a function of time, without being explicitly updated. 

Because the transmission of updates is triggered by the database system, the area of 
active database systems must be considered. Paton and Díaz give a good overview of 
this topic in [16]; they close their article with the remark that further research is 
required (among others) on the integration of active behavior with temporal facilities. 
With respect to this topic, the paper of Sistla and Wolfson [26] presents two lan-
guages for specifying temporal triggers; one of them handles temporal logic of future 
events. However, special mechanisms for filtering events are not discussed in this 
publication. The focus of Ramamritham et al. in their paper on integrating temporal, 
real-time, and active databases [18] is on recovery and transaction issues. 

Besides, the work of Rosenblum and Wolf [20] should be mentioned. In their 
framework for Internet-scale event observation and notification, they demand a filter 
policy within their observation model, however, without giving any details. 

For designing and implementing algorithms used by the filtering component, 
attention should be given to the work on incremental maintenance of materialized 
views where similar problems occur, see e.g. [19] and [22].  

7   Conclusions 

In this paper, an important query in the field of spatiotemporal database systems – the 
continuous query – has been investigated. The work was motivated by applications 
tracking and presenting mobile objects in an Internet environment where different 
types of clients including mobile devices are used. For such applications querying 
moving spatial objects, an architecture has been proposed, which supports an XML-
based data representation. This architecture has been the base for discussing con-
tinuous queries. 

After a classification of the update operations in a spatiotemporal database system, 
a formal definition of the result set of continuous queries has been presented. In order 
to reduce the volume and frequency of transmissions to the clients, parameters have 
been defined in order to model technical restrictions as well as the interest of a client 
in a distinct update operation. A component for performing such a filtering has been 
integrated into our architecture. However, delaying and not transmitting update 
operations to a client mean to decrease the quality of the query result. Therefore, two 
quality measures have been presented. 

The next step will be the development on efficient algorithms for performing the 
filtering. A special attention will be given to maintain the quality of the query results. 



Continuous Queries within an Architecture for Querying XML-Represented         153 

 

A further requirement to such algorithms concerns their scalability for supporting 
large number of clients. 

The definition of continuous queries and the XML-based representation of 
spatiotemporal objects were based on a quite simple model of spatiotemporal objects. 
Therefore, future work should cover a definition using a more expressive data model. 
Especially, the support of motion described by a motion vector instead of a constant 
object position must be investigated. 

Another aspect is the behavior of the restricting parameters. The resolution of a 
client may be changed by performing a zoom operation and the parameters minOps, 
maxOps and minPeriod may be affected by the traffic of other users of the network 
connection or by a changed capacity of the connection. For example, using the new 
mobile telephone standard UMTS, the maximum speed of a connection will depend 
on the distance of the mobile telephone to the next base station. Therefore, filter 
algorithms are required, which observe varying parameters. 
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Abstract. Several studies have focused on the efficient processing of simple 
spatial query types such as selections and spatial joins. Little work, however, 
has been done towards the optimization of queries that process several spatial 
inputs and combine them through join and selection conditions. This paper 
identifies the dependencies between spatial operators and illustrates how they 
can affect the outcome of complex queries. A thorough analysis yields selectiv-
ity estimations that can be used to optimize any combination of spatial and non-
spatial selection and join operators. The accuracy of the formulae is evaluated 
through experimentation with various queries. In addition to their importance 
for spatial databases, the presented results can be applied in several other do-
mains, where dependencies exist between operators. 

1   Introduction 

Relational queries are processed by combining operators (e.g., sort-merge, hash-join, 
index-based search) in an optimal way [10]. Optimization algorithms (e.g., dynamic 
programming) search through the space of valid plans in order to identify one with 
low cost. Most query optimizers estimate the output sizes using catalog information 
(e.g., size and distribution) about the relations involved in the queries. The core as-
sumption is that there are no dependencies between different attributes. Therefore, the 
results of any complex query are assumed to depend solely on the distribution of the 
data from the base tables. In many cases the independence assumption holds and the 
optimizer returns accurate results. For instance, assume that two tables Employee and 
Department are joined through the common attribute DeptId, and the following selec-
tions apply: Employee.Age>35 and Department.Sales<10000. The DeptId values 
after the application of selections are expected to maintain their initial distribution, 
since there is no explicit dependency between the query attributes. Thus the cost of 
the join can be estimated using the selectivity of the selections and statistical informa-
tion about the base tables. 

In spatial database systems [9], a complex query may contain several spatial and 
non-spatial components. For instance, the query “find all cities within 400km of Mu-
nich, which are less than 10km away from a forest and are crossed by a river wider 
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than 20m” includes two spatial joins (City Forest, City River), a non-spatial 
selection (River.Width > 20m) and a spatial selection (City.CRegion within 400km of 
Munich). Although there may be no dependency between the non-spatial attribute 
River.Width with the spatial (i.e., location/extent), notice that there is always a de-
pendency between the spatial operators involved in a query. We do not expect that 
cities located in America or Asia will be part of the result. Therefore the spatial selec-
tions affect not only the number of objects that will participate in a succeeding join, 
but also their spatial distribution, which determines the query result. 

The next example strengthens our point. Consider the plan of Figure 1a, where R1, 
R2 are spatial relations, s w1, s w2 spatial selections (e.g., window queries) and R3 a third, 
not necessarily spatial, relation. Figures 1b and 1c illustrate example results of the 
selections applied to the corresponding dataset. Clearly the cost of the last join de-
pends on the selectivity of the first (spatial) one. The output of the spatial join, how-
ever, does not depend solely on the results of the window queries, but also on their 
relative position. As Figure 1d shows, the output size of the join increases with the 
intersection area of the windows since only objects inside or near the intersection may 
participate in the result. If the windows are far apart, the result of the spatial join is 
expected to be empty.   

R1 R2

s w1 s w2

R3

 

 
(a) a query plan (b) s w1

(R1) (c) s w2
(R2) (d) s w1

(R1) s w2
(R2) 

Fig. 1. Example of spatial operator dependency 

Although interdependencies between selection and join attributes are not common in 
non-spatial queries (i.e., relations are typically joined on a key attribute, whereas 
selections apply on non-keys), they always exist in spatial queries because there is 
typically only one spatial attribute per relation. This paper studies selectivity estima-
tion of complex spatial queries that involve spatial selections and joins. More specifi-
cally, given a query consisting of n relations joined on their spatial attribute and po-
tentially restricted by selection windows, we provide accurate formulae that estimate 
its output size. Following the common conventions in spatial query optimization, we 
assume that the input data are uniformly distributed and that the predicate is intersect 
(overlap). The proposed formulae use catalog information about the mean sizes of the 
objects in spatial relations to estimate the query result. 

Our techniques can be applied for arbitrarily distributed datasets using local statis-
tics like 2D-histograms. They are also appropriate for spatial queries with predicates 

w1 

w2 

w1 w2 
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other than intersect (e.g. meets, covers), since such queries can be transformed to 
intersection queries (see [20] for a case study). Even more importantly, the methods 
are not strictly limited to the spatial domain, because dependencies between operators 
can also be found in other database applications. The rest of the paper is organized as 
follows. Section 2 provides background on processing and optimization of simple 
spatial query types and multiway spatial joins. Section 3 presents formulae that esti-
mate the selectivity of complex spatial queries. In Section 4 we evaluate the accuracy 
of the proposed models for complex spatial queries on uniform data. Section 5 dis-
cusses extensions to real data and Section 6 concludes the paper. 

2   Background 

Spatial database systems [9] organize and manage large collections of multidimen-
sional data. Spatial relations, apart from conventional attributes, contain one attribute 
that captures the geometric features of the stored objects. For example, the last attrib-
ute in relation City(CName, PostalCode, Population, CRegion) is of spatial type poly-
gon.  In addition to traditional data structures (e.g., B-trees) for alphanumeric 
attributes, spatial relations are indexed by multidimensional access methods [7], usu-
ally R-trees [8], for the efficient processing of queries such as spatial selections (or 
window queries) and spatial joins. Selections (e.g., “cities in Germany”) apply on a 
single relation, while spatial joins (e.g. “cities crossed by a river”) combine two rela-
tions with respect to a spatial predicate (typically intersect, which is the counterpart of 
the relational equi-join). 

Complex spatial queries include spatial and non-spatial selections and joins. They 
can be processed by combining simple operators in a processing tree (plan) like the 
one illustrated in Figure 1a. The efficiency of an operator depends on whether its 
input (inputs) is (are) indexed. For instance, the cost of a window query applied on an 
R-tree is typically linearly related to the size of the window. On the other hand, if the 
selection applies on intermediate results, the whole input needs to be scanned inde-
pendently of the selectivity of the operator. The same applies for join operators. The 
most efficient spatial join method is the R-tree join (RJ) [5], which matches two R-
trees. Some methods [15, 18] join an R-tree with some non-indexed dataset (e.g., an 
intermediate result of another operator). Others [16, 19, 14, 2] organize two non-
indexed inputs in intermediate file structures (e.g., hash buckets) in order to join them 
efficiently in memory. 

Typically, a complex query has a large number of potential execution plans with 
significant cost differences. For instance, an alternative plan to that of Figure 1a 
would be to first join R2 with R3, then apply the selection on R2 and finally join the 
intermediate result with R1, after it has been restricted by w1. The number of plans 
increases exponentially with the number of involved relations (see [18, 25] for an 
analysis on spatial and non-spatial domains). Optimization algorithms search either in 
a deterministic (e.g., dynamic programming) or a randomized way (e.g., hill climbing 
[12]) to find a cheap plan. The cost of a specific plan is computed using formulae for 
(i) the operators involved in the plan, and (ii) the output size of each sub-query of the 
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plan. The first provide an estimate for the cost of each node in the plan, while the 
second determine the cost of succeeding operators. In the query of Figure 1a, for 
instance, the selectivity of the spatial join R1 R2 affects the cost of the final operator. 

There has been extensive research on the accurate estimation of the selectivity and 
cost of spatial operators. The selectivity of spatial selections has been studied as a 
prerequisite for the I/O cost estimation of R-tree window queries [13, 24, 23, 27]. 
Given a spatial dataset R of N d-dimensional uniformly distributed rectangles in a 
rectangular area r (workspace), the number of rectangles that intersect a window 
query w (output cardinality - OC) is estimated by the following formula: 
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where ds is the average length of the projection of a rectangle s ˛  R at dimension d. 

dw and dr are the corresponding projections of w, r respectively. The last factor 

(product) of Equation 1, called Minkowski sum, is the selectivity of the window query 
(i.e., the probability that a random rectangle from R intersects w). This probability at 

some dimension d equals the sum of projections ds  and dw  on that dimension nor-

malized to the workspace. Equation 1 can be extended for the output cardinality of an 
(intersection) spatial join between two relations R1 and R2 as follows [28]: 
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N1, N2 denote the cardinalities of the datasets, and ds ,1 , ds ,2 correspond to the average 

length of the projection of rectangles s1 ˛  R1 and s2 ˛  R2 on dimension d. In other 
words, the expected number of rectangle pairs that intersect is equal to the number of 
results after applying N2 window queries of area s2 on R1. 

The selectivity of multiway spatial joins can be accurately estimated only for acy-
clic and clique (i.e., complete) query graphs. Let R1, ..., Rn be n spatial datasets joined 
through a query graph Q, where Qij = True, iff rectangle ri ˛  Ri should intersect rec-
tangle rj ˛  Rj. When Q is acyclic, the number of qualifying object combinations can 
be estimated by: 

Õ ÕÕ
=" == ÷

÷
ł

ö
ç
ç
Ł

æ +
×=

TRUEQji

k

d d

djdi
n

i
in

ij r

ss
NQRROC

:, 1

,,

1
1 ,1min),,...,(  (3) 

The above formula actually restricts the Cartesian product of the datasets using the 
selectivities of the query edges, which are independent. When the query graph con-
tains cycles, the pairwise selectivities are no longer independent. For instance, if a 
intersects b and b intersects c, the probability that a intersects c is relatively high 
because the rectangles are expected to be close to each other. Thus Equation 3 is not 
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appropriate for such cases. For the special case where Q is complete (clique) a closed 
formula that estimates the output of the multiway join is proposed in [21]: 
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This formula can be derived by the observation that if {s1, s2, …, sn-1} is a clique then 
{s1, s2, …, sn-1, sn} is also a clique iff sn intersects the common area of all rectangles in 
{s1, s2, …, sn-1}. Equations 1 through 4 are accurate for uniform datasets covering the 
same workspace r. In real life applications these assumptions may not hold, therefore 
researchers have extended some of them for skewed datasets. A histogram-based 
method that estimates the selectivity of window queries is presented in [3]. This 
method decomposes the space irregularly using buckets that cover objects of similar 
density and keeps statistical information for each bucket, considering that its contents 
are uniform. A similar technique that divides the objects using a quad-tree like parti-
tioning is presented in [1]. Another method that applies only on point datasets and 
uses theoretical laws is proposed in [4]. Regarding the selectivity of spatial joins, 
relatively little work has been done. In [28, 18] the space is decomposed using a regu-
lar grid and uniformity is assumed for each cell. The output of the join is then esti-
mated by summing up the estimations from each cell. In [6] an interesting law that 
governs the selectivity of distance spatial joins (i.e., is joins that return point pairs 
within a distance parameter) is presented. 

As discussed in the introduction, the relative positions of selection windows de-
termine the skew of the joined rectangles from each dataset. Thus existing formula 
that focus exclusively on spatial selections or joins are not applicable. In the next 
section we study the selectivity of complex spatial queries, where the dependency of 
operators affects the query result.  

3   Selectivity of Complex Spatial Queries 

When only one selection window wi that applies on a single dataset Ri exists, selectiv-
ity estimation is rather simple. Since the result is the same independently of the order 
according to which operators are applied, we can assume that the selection follows 
the join. The output cardinality can then be estimated by multiplying the correspond-
ing join formulae with the selectivity of the window query: 
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where OC(Join) can be any of Equations 2, 3 or 4. 
The problem is more complicated when two or more spatial selections exist on the 

joined datasets. A simple approach is to assume that the join workspace is the com-
mon area of all selections, and apply a single selection on the multiway join result 
using this area. This, however, would be inaccurate since the common area of selec-
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tion windows may be empty, while there may exist objects that qualify the query, 
especially if the non-intersecting windows are close to each other and the data rectan-
gles are large. 

3.1   Selectivity of a Pairwise Join Restricted by Two Selections 

Let us first confine our study to the special case where a pair of joined datasets R1 
and R2 are restricted by two query windows w1 and w2, respectively. Based on the 
extents of w1 and w2 we will try to identify the area that should be intersected by rec-
tangles from each dataset in order to participate in the join. Thus, we will compute the 
query selectivity in three steps: (i) determine a number of candidate join objects from 
each dataset using w1, w2, (ii) estimate the workspace area of the join and (iii) com-
pute the join selectivity using the number of candidates, the estimated workspace area 
and the average rectangle extents according to Equation 2. 

Let wi,d be the projection of wi on dimension d, wi,d,s and wi,d,e be the starting and the 

ending point of wi,d, respectively, and diw ,  be the length of wi,d. Consider also similar 

notations for the corresponding properties of the average extents of a rectangle si in 

dataset Ri (e.g., dis ,  is the average projection of si on dimension d). We define two 

updated windows w1¢, w2¢, as follows: 

w1,d,s¢ = max{w1,d,s, w2,d,s- ds ,2 } (6a) 

w1,d,e¢ = min{w1,d,e, w2,d,e+ ds ,2 } (6b) 

w2,d,s¢ = max{w2,d,s, w1,d,s- ds ,1 } (6c) 

w2,d,e¢ = min{w2,d,e, w1,d,e+ ds ,1 } (6d) 

In order for a rectangle from Ri to be candidate for the join and intersect wi, it should 
intersect wi¢. For instance, consider the selection windows w1, w2 and the updated ones 
w1¢, w2¢ in Figure 2a. Object a, belonging to R1 and intersecting w1, cannot participate 
in the join because it may not overlap some object from R2 that intersects w2. On the 
other hand, object b that intersects w1¢ is a potential query result.  

Intuitively, w1¢ and w2¢ define the area where the spatial join is restricted. The num-
ber of rectangles that participate in the join from dataset Ri is determined by the selec-
tivity of the corresponding wi¢. Notice that the end points set by Equations 6a-d do not 
always define valid intervals, since the lower end point may be greater than the upper 
end point. This situation may arise when the actual windows do not intersect and 
there is a large distance between them. In this case (if wi,d,s¢ > wi,d,e¢ for some i, d), the 
length of the corresponding projection is negative, and the selectivity of wi,d¢ is posi-
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tive only when dis , > wi,d,s¢ - wi,d,e¢; otherwise, the selectivity of the complex query is 

zero. 
So far, we have calculated the windows w1¢ and w2¢ that should be intersected by 

each rectangle from R1 and R2, respectively, in the result. These windows can be used 
in combination with Equation 1 to determine the number of join candidates from each 
dataset. The next step is to estimate the workspace of the join c , i.e., the area where 
the query results lie. The rectangles from Ri that may participate in the join are inside 

a window ci, which is generated by extending wi,d¢ with dis , at both sides on each 

dimension. For instance, in Figure 2b we know that join candidates from R1 are in-
cluded in c1. Since c1 and c2 do not cover the same area, we need to average them in 
order to acquire a unique rectangle c that reflects best the area where the spatial join 
is restricted. Figure 2c provides an example of this normalization. Formally: 

cd,s = max{w1,d,s¢- ds ,1 , w2,d,s¢- ds ,2 } - |w1,d,s¢ - ds ,1 - w2,d,s¢+ ds ,2 |/2 (7a) 

cd,e = min{w1,d,e¢+ ds ,1 , w2,d,e¢+ ds ,2 } + |w1,d,e¢+ ds ,1 - w2,d,e¢- ds ,2 |/2 (7b) 

Figure 3 shows some more one-dimensional examples with four representative win-
dow configurations over one pair of datasets. In case 3, the workspace is non-empty, 
although the original windows do not intersect. In case 4, the updated windows w1¢, 
w2¢ are invalid; a rectangle from Ri should intersect both endpoints of the invalid win-
dow wi¢ in order to be a candidate join object. However, the average length of a rec-
tangle s1 ˛  R1 is smaller than the distance of the endpoints of w1¢, thus the join is con-
sidered to have zero selectivity. 

Given the join workspace c, selectivity can be computed using the existing formu-
lae for spatial selections and joins. Summarizing, the output cardinality of a query 
that includes the spatial join of two datasets R1, R2 restricted by window queries w1, 
w2, respectively, is estimated by the following formula: 
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Fig. 3. Windows that define the selectivity of a complex pairwise join 

3.2   Selectivity of Multiway Joins with Selections 

Equation 8 can be extended for complex spatial queries that join n datasets, poten-
tially restricted by spatial selections. Selectivity is again computed in three steps. At 
the first step the updated window wi¢ is calculated for each dataset Ri, using the win-
dows of the neighbors in the join graph Q. At the second step, depending on Q, the 
workspace area of each join edge or of the whole graph is computed. Finally, the 
multiway join selectivity is estimated using (i) the selectivity of wi¢ for each Ri, (ii) the 
workspace area(s) and (iii) Equations 3, 4. 

The updated selection window wi¢ for each Ri is estimated using the initial windows 
and the query graph. It turns out that the calculation process is not simple, since the 
update of a window wi to wi¢ may restrict the already updated window wj¢ of a neigh-
bor Rj. This process is demonstrated in the example of Figure 4, where three datasets 
are joined by a chain query and three windows restrict the joined rectangles. Assume 
that we attempt to calculate the updated window wi¢ for each wi using the following 
formulae: 

wi,d,s¢ = max{wi,d,s, max{wj,d,s- djs , , Qij = True}} (9a) 

wi,d,e¢ = min{wi,d,e, min{wj,d,e+ djs , , Qij = True}} (9b) 

First w1 is restricted to w1¢ using w2 and s2 (Figure 4c). Then w2 is restricted to w2¢ 
using w1, s1, w3 and s3 (Figure 4d). Observe that the left point end of w2 has changed, 
and this change should be propagated to w1¢ (Figure 4e), which is shortened on the 
left side. In general, each change at a window should be propagated to all neighbor 
windows in the query graph. 
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(b) three windows (c) update of w1 to w1¢ (d) update of w2 to w2¢ (e) second update of w1¢ 

Fig. 4. Selection window update propagation in a network of joined datasets 
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The problem of window updates is similar to achieving local consistency in constraint 
satisfaction problems [29]. Therefore, we use a variation of an arc consistency algo-
rithm [17] to estimate the final wi¢ for each Ri. The algorithm first places all selection 
windows in a queue. If a dataset Ri does not have a selection window we set wi = r, 
i.e., the workspace of the datasets. Then the first window wf from the queue is picked 
and updated according to the current windows of the neighbors. If there is a change in 
wf, the windows of all neighbors not currently in the queue are inserted in it because 
the changes need to be propagated to them. The process continues until the queue is 
empty. The pseudocode of the algorithm is given in Figure 5. 

window_propagation(window w[], Query Q[][])  
 initialize queue; 
 for each Ri do 
  if wi does not exist then wi = r; 
  queue.insert(wi); 
 while not queue.empty() { 
  wf = queue.getfirst(); 
  for each dimension d do 

   wf,d,s = max{wf,d,s, max{wj,d,s- djs , , Qfj = True}}; 

   wf,d,e = min{wf,d,e, min{wj,d,e+ djs , , Qfj = True}}; 

   if wf has changed 
    for each j, Qfj = True do 
     if wj not in queue then queue.insert(wj); 
 } 

Fig. 5. The window_propagation algorithm 

After the execution of the window_propagation algorithm, each window wi will be 
transformed to the minimum intersection window wi¢. Window wi¢ is determined by 
the end points of the most restricted window wj on each dimension. The path connect-
ing Ri with Rj contains at most n-2 graph nodes (where n is the number of datasets 
involved in the query), meaning that the end points of the window wi¢ can be adjusted 
at most n-1 times per dimension. Thus, the worst case complexity of the algorithm is 
O(d×n2), and its computational overhead in the optimization process is trivial. 

The next step of the estimation process is to determine the workspace area c of the 
multiway join. This process is performed in a similar way as described in the previous 
paragraph. First the coverage area ci of each window query wi¢ is estimated by extend-

ing wi¢ with dis , at both sides on each dimension. If the query is acyclic the selectivity 

of each query edge Qij is normalized with respect to the corresponding pairwise join 
workspace. Therefore Equation 3 is modified as follows: 

Õ ÕÕ
=" == ÷

÷
ł

ö
ç
ç
Ł

æ +
×¢=

TRUEQji

k

d dji

djdi
n

i
iinn

ij c

ss
wROCQwwRROC

:, 1 ,,

,,

1
11 ,1min),(),,...,,,...,(  (10) 



164         N. Mamoulis and D. Papadias 
 

 

In Equation 10, ci,j denotes the workspace of the pairwise join between Ri and Rj, 
which is calculated using wi¢, wj¢, si and sj and Equations 7a, 7b. In case of clique 
graphs, we need to consider a unique workspace c for the whole multiway join, since 
all rectangles in an output tuple mutually overlap. This workspace is defined by ex-
tending the common intersection i of all workspaces ci by the average difference of 
the ci¢s from the common intersection at each side and dimension. Formally: 

id,s = max1£ i£ n{wi,d,s¢- dis , } 

cd,s = id,s - ( )å
=

+¢-
n

i

disdisd swi
1

,,,, /n (11a)  

id,e = min1£ i£ n{wi,d,e¢+ dis , }  

cd,e = id,e + ( )å
=
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eddiedi isw
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,,,, /n (11b) 

The output cardinality of a multiway clique join is then estimated by the selectivities 
of the windows and the multiway join selectivity (see Equation 4), normalized to the 
join workspace c. Formally: 
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4   Experimental Evaluation 

In this section we evaluate the accuracy of Equations 8, 10 and 12. For this purpose, 
we generated four series of synthetic datasets with uniformly distributed rectangles in 
the square workspace [0,1)2. The density1 of the datasets in the different series is 0.1, 
0.2, 0.4 and 0.8. Each dataset consists of 10,000 rectangles. By Uxy we will denote 
the yth dataset in the series of density x. For instance, U0.1a denotes the first dataset in 
the series having density 0.1. The lengths of the rectangles are uniformly distributed 

between 0 and 2× dis , , where dis , is the rectangle side that leads to the desired density. 

For instance, in order for a dataset of 10,000 rectangles to have density 0.1, the aver-

age rectangle side should be 10000/1.0 . 
Table 1 shows analytical and experimental results on complex pairwise spatial 

joins. Each row corresponds to a different pair of datasets and each column to a repre-
sentative configuration of selection windows. Clearly, the estimated output is very 
close to the actual one. If we define the quantity |estimated-real|/min{estimated, real} 
as estimation error, the median estimation error in the experiment is 8%. The overes-

                                                           
1  The density of a dataset is defined as the total area of the objects in it divided by the area of 

the workspace, or else as the expected number of objects that intersect a random point in the 
workspace. 
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timated and underestimated cases are balanced, indicating that the reasoning behind 
Equation 8 is correct. 

Table 1. Evaluation of the estimation formula for pairwise spatial joins with selections 

 w1

w2

(0.4, 0.4)

(0.6, 0.6)

 

w1

w2

(0.55, 0.55)

(0.45, 0.45)

 

(0.6, 0.5)

w1

w2

(0.4, 0.5)

 
w2

w1
(0.9, 0.505)

(0.1, 0.5)

 

 estimated actual estimated actual estimated actual estimated actual 
U0.1a  U0.8a 633 659 167 179 24 19 46 31 
U0.2a  U0.4a 511 506 134 106 18 12 30 35 
U0.1a  U0.4a 395 406 103 80 12 15 17 17 
U0.2a  U0.8a 780 855 207 252 33 36 69 67 
U0.1a  U0.1b 169 175 43 45 3 3 1 1 
U0.8a  U0.8b 1420 1469 384 433 81 81 199 179 

Table 2. Evaluation of the estimation formulae for multiway spatial joins with selections 

 

(0.6, 0.15)

(0.5, 0.25)
(0.55, 0.2)

(0.65, 0.1)

w1
w2(0.2, 0.55)

(0.1, 0.65)

w3

(0.15, 0.6)

w4

(0.25, 0.5)

 
(0.5, 0.25)

(0.65, 0.15)

(0.1, 0.65) w1

w4(0.25, 0.75)

 

(0.1, 0.5) (0.6, 0.5)

w2

w3

(0.4, 0.9)

(0.9, 0.1)  

w4

w1
(0.9, 0.505)

(0.1, 0.5)
w3

(0.1, 0.502)

 

 estimated actual estimated actual estimated actual estimated actual 
U0.1a U0.2a

U0.4aU0.8a
 

1136 1107 1784 2464 52 25 40 86

U0.1a U0.2a

U0.4aU0.8a
 

279 395 443 542 3 3 5 6

U0.2a U0.8a

U0.8bU0.4a
 

9352 15577 14734 22604 355 425 438 480

U0.2a U0.8a

U0.8bU0.4a
 

1203 1602 1931 2399 32 54 18 21

U0.4a U0.2a

U0.2bU0.4b
 

1611 2506 2554 4168 44 17 51 31

U0.4a U0.2a

U0.2bU0.4b
 

251 348 404 555 4 5 2 3

In the next experiment we test the accuracy of Equations 10 and 12 for multiway 
spatial joins restricted by selections. We use the uniform datasets described above and 
several window configurations for chain and clique graphs. Table 2 shows graphically 
four configurations of windows applied to six join graphs. The assignment of win-
dows to graph nodes is done clockwise, e.g., for the first row w1 applies to U0.1a, w2 
to U0.2a, w3 to U0.4a and w4 to U0.8a. We have experimented with queries that have 
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windows on all datasets (e.g., first column) and queries with windows on some data-
sets. Typically the estimation is close to the actual result, but the accuracy is not as 
high as in the case of binary joins (the median error is now 38%). This happens be-
cause of (i) the propagation of the error in partial results and (ii) the fact that the in-
termediate results are more skewed than the input data. However, this is an unavoid-
able problem, which also exists in query optimization of relational queries involving 
many operators [11]. 

In general, the experiments prove the accuracy of Equations 8, 10 and 12 and sup-
port their use for query optimization. However, the importance of this analysis is not 
only restricted to this task. After proper modification the proposed methods can be 
used to assure that a query has zero results and, thus avert processing. As explained, if 
some updated window wi¢ is invalid (wi,d,s¢ > wi,d,e¢ at some d) the average size of the 

projection dis , at this dimension determines whether the query is expected to have any 

solutions. If in the above methodology, instead of the average projections we employ 

the maximum projections max( dis , ) for each dataset on every axis, we can determine 

whether the query definitely has no solution. Thus if wi,d,s¢ - wi,d,e¢ > max( dis , ) and 

max( djs , ) is used to derive wi¢, processing can be avoided. 

5   Extension to Real Data 

In real life applications data are not usually uniform, but the distribution and size of 
the objects may vary in different areas of the workspace. In such cases, we need mod-
els that take advantage of information about the distribution of the objects to estimate 
the cost of complex queries. Models for range queries and distance joins [4, 6] on 
point datasets are not readily applicable for intersection joins of datasets containing 
objects with spatial extent. Techniques that keep statistics using irregular space de-
composition (e.g., [3]) are not appropriate either, due to the fact that two (or more) 
joined datasets may not have the same distribution and the space partitions can be 
totally different. Another limitation of such methods is that information cannot be 
maintained incrementally, because they need to read the whole dataset in order to 
update statistics. 

Here, we investigate the application of a histogram-based method [28]. We parti-
tion the space regularly using a uniform C· C grid and for each cell we keep track of 
the number of objects and the total length of their MBR per axis. Assuming uniform-
ity at each cell, we can use this information to estimate the selectivity of spatial que-
ries. For example, the selectivity of a range query can be estimated by applying Equa-
tion 1 for each cell that is partially covered by the window, summing the results, and 
adding the number of objects in cells that are totally covered. The selectivity of a 
pairwise or multiway spatial join [28, 18] can be estimated by applying Equations 2, 3 
and 4 (depending on the query) for each combination of cells from the joined datasets 
that cover the same area, and summing up the results. Figure 6a illustrates a real data-
set (T1) that contains road segments from an area in California. Figure 6b presents a 
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regular 50· 50 grid that keeps statistical information about the dataset. The z-axis 
shows the number of objects per cell. Since the characteristics of the dataset vary 
significantly between cells, application of uniformity-based selectivity formulae is not 
expected to provide good estimates. The distribution of objects in each cell may not 
be uniform; however, the skew is not expected to have major effects in the total esti-
mate. This was demonstrated in a previous study [18] where the estimation error for 
pairwise and multiway joins was within acceptable limits. Moreover, the experimental 
study in [3] suggests that the accuracy of our method (called Equi-Area in this paper) 
increases significantly with the number of cells. Some histogram-based selectivity 
estimation methods [22] suggest approximating the distribution of data in a cell by a 
deviation function instead of assuming uniformity. However, these methods work for 
(multidimensional) points; the distribution of objects with spatial extents can hardly 
be described by simple functions. Another important advantage of our method is that 
statistical information can be maintained incrementally with trivial cost at each inser-
tion/deletion of a rectangle. 

  
(a) dataset T1 (b) number of rectangles per cell in a 50x50 grid 

Fig. 6. Skew in dataset T1 

In this section we show how the methodology of the previous section for uniform 
data can be applied to estimate the selectivity of complex spatial queries involving 
real-life, skewed datasets. We provide formulae that are based on the existence of the 
2-dimensional uniform grid and the assumption that rectangles in each cell are uni-
formly distributed. 

5.1   Selectivity of Pairwise Joins Restricted by Selections 

We estimate the selectivity of pairwise joins involving skewed datasets that are re-
stricted by selection windows using the methodology described in Section 3.1. Figure 
7a shows a configuration of selection windows w1, w2 and a statistical grid. We first 
compute the updated w1¢, w2¢ for each cell, as illustrated in Figure 7b. Instead of using 
the global statistics about the average rectangle in a dataset we use the information 
kept in each cell. Thus the updated windows are not regular rectangles but their 
length may vary between grids. After the update there might be cells which are totally 
covered by both windows (e.g., cell a in Figure 7b) or partially intersected by them 
(e.g., cell b). 
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Selectivity is then estimated by summing the join result for each such cell. When a 
cell is totally covered by both windows, its selectivity is estimated using Equation 2 
and considering the area of the cell as the workspace. Otherwise, we apply the meth-
odology described in Section 3.1. Thus we (i) estimate the selectivity of w1¢, w2¢ in the 
cell, (ii) estimate the join workspace c and (iii) apply Equation 8. 

w2

w1

 

b

w1

w2

w2

w1

a

 
(a) two windows and a 2D histogram (b) irregular updated windows using grid information 

Fig. 7. Two selection windows and a grid 

5.2   Selectivity of Multiway Joins Restricted by Selections 

As in Section 3.2, we will study two configurations of multiway join queries that are 
restricted by selections; acyclic and clique (complete) join graphs. The first stage of 
the estimation involves the computation of the updated windows w¢. This is done by 
applying the window_propagation algorithm of Figure 5. Notice that the updated 
windows to be considered at each step of the algorithm may be irregular, depending 
on the rectangle extents at each cell (see Figure 7). 

We estimate the output of acyclic queries with selections incrementally using the 
algorithm of Figure 8. The algorithm first orders the nodes in the query graph, such 
that each Ri, i>1, in the order is connected to some Rj, j<i. Then at each step i it com-
putes the selectivity of the subquery that includes nodes {R1,R2,...,Ri} for each cell gx,y 
of the grid. The number of rectangles that participate in the join at gx,y are estimated 
by the selectivity of the previous step OC(gx,y,R1,R2,...,Ri-1,w1¢,w2¢,...,wi-1¢) and the 
selectivity of wi¢, OC(gx,y,Ri,wi¢). The join result at this step is determined by edge (Ri, 
Rj), thus, the join workspace cx,y,i,j at cell gx,y is determined by extending wi¢, wj¢ at both 

edges and all dimensions by the respective average rectangle extents diyxs ,,, , 

djyxs ,,, and averaging as described in Section 3.1. The resulting cx,y,i,j is adjusted in all 

dimensions to be no longer than the respective cell extents, i.e., 

( )dyxdjiyxdjiyx gcc ,,,,,,,,,, ,min=  "  d. 

Let OC(gx,y,i) = OC(gx,y,R1,R2,...,Ri,w1¢,w2¢,...,wi¢) be the output of the query at step i 
for cell gx,y. In summary, OC(gx,y,i) is estimated by multiplying the selectivities of wi¢ 
and the previous sub-query OC(gx,y,i-1) and the join selectivity based on the estimated 
workspace: 
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For clique queries the process is simpler. We assume that the multiway join has a 
unique workspace which does not vary between join edges, as explained in Section 
3.2. Thus, for each dimension we estimate the common intersection of all workspaces 
ci and extend it by the average difference of the ci’s from it all each side and dimen-
sion. Naturally, like in the previous cases the common workspace might not be a 
regular window, but we estimate each extent at each cell of the grid. The selectivity of 
the multiway clique join is then estimated by Equation 12 for each cell after doing the 
appropriate normalization of the workspace according to the cell’s extent at each 
dimension. 

selectivity_estimation(window w[], Query Q[][]) { 
 window_propagation(w,Q); 
 order datasets: "  i>1, Ri connected to some Rj, j<i;
 estimate the selectivity of the first edge (R1, R2);
 for i = 3 to n do { 
  let Rj be the node connected to Ri, j<i; 
  for each cell gx,y of the grid do { 
   compute OC(gx,y, Ri, wi¢ ); /* OC(Ri, wi¢ )on gx,y */
   compute the join workspace ci,j,x,y; 
   estimate the join results using Equation 13; 
  } 
 sum up estimations for each cell and return result; 
} 

Fig. 8. Selectivity estimation for acyclic queries 

Table 3. Description of real data used in the experiments 

abv. Description cardinality (N) density 

T1 California roads 131461 0.05 

T2 California rivers and railroads 128971 0.39 

G1 German utility network 17790 0.12 

G2 German roads 30674 0.08 

G3 German railroads 36334 0.07 

G4 German hypsography 76999 0.04 

5.3   Experimental Evaluation 

We evaluated the accuracy of the proposed extension of our methodology to handle 
skewed data by using some real datasets from Geographical Information Systems. 
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The characteristics of the data used in the experiments are provided in Table 3. T1 
and T2 are two layers of an area in California with large density differences. The last 
four datasets capture layers of Germany’s map. 

In the first experiment we test the accuracy of our methodology for pairwise joins 
restricted by selections. We compare the accuracy of Equation 8 which assumes uni-
formity with the method of Section 4.1 using a 50· 50 statistical grid. In Equation 8, 
instead of the actual average rectangles sides, we used normalized averages taking 
under consideration that the query workspace is not rectangular, but depends on the 
area covered by the joined datasets. Table 4 shows the estimates of these methods and 
the actual query results for various joined pairs and the window configurations of 
Table 1. The first column for each configuration of windows shows the estimation of 
Equation 8, the second the estimation of the histograms method and the third the 
actual result of the query. The results show that both methods are not as accurate as in 
the case of uniform datasets. Observe that for queries where the windows have some 
overlap (first and second), applying the grid method is better than assuming uniform-
ity, whereas in queries with trivial window overlap, using histogram information has 
small effect. This is because the number of results is very small and estimations are 
more error sensitive. 

In the next experiment we study how accuracy is affected by the granularity of the 
grid. For the first two window configurations and various grid sizes we estimated the 
output of various joins. Figure 9 presents for each join pair and grid size the estimated 
selectivity divided by the actual query output. Observe that typically the accuracy 
increases with the detail of the grid, although this is not a rule (see for instance 
G1 G3 in Figure 9a). This is expected, since the more detailed the grid is, the best 
skew is handled. Nevertheless, very large grids are expensive to store and maintain. 

We also studied the accuracy of grids for multiway join queries and the estimates 
were less precise to the effects of error propagation. Table 5 presents some results 
when uniformity is assumed and when a 50· 50 grid is used. We experimented with 
two multiway join configurations of the Germany’s layers and with the four selection 
window configurations of Table 2. In general, using the grid is better than assuming 
uniformity. The estimates are inaccurate for windows with overlap, but the error is 
not extreme; it is within expected bounds given the increased deviation in pairwise 
joins and the propagation. On the other hand, in the last two queries where the results 
are small, error propagation may have large effects (see the last query of the first 
raw). 

We expect windows in typical queries to have some overlap. Thus, the grid can be 
used without major errors in optimization. On the other hand, when the actual query 
result is very small, the relative estimation error can be too large. Notice, however, 
that large relative errors in small results does not affect much estimates in the cost of 
query operators, since the actual difference translates to few page accesses. The com-
putation cost of the output estimates was negligible. For multiway join queries with 
selections when the grid is used (the most expensive case) the running time did not 
exceed few milliseconds, indicating that the estimates can be used for efficient query 
optimization. 
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Table 4. Evaluation of the accuracy of the 50· 50 grid on pairwise joins with selections 
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 No grid Grid Actual no grid Grid actual no grid grid actual no grid grid actual 
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G1  G2 393 893 958 100 329 309 6 5 3 1 0 2 
G1  G3 422 1085 1105 107 356 310 6 8 4 2 0 1 
G1  G4 606 2069 1703 154 778 541 6 16 8 0 0 0 
G2  G3 407 893 1353 103 319 418 4 4 6 0 0 0 
G2  G4 505 1573 1284 127 630 436 4 7 6 0 0 0 
G3  G4 498 1823 1370 125 639 404 3 8 5 0 0 4 
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Fig. 9. Accuracy of grids for various joins 

Table 5. Evaluation of the accuracy of the 50x50 grid on multiway joins with selections 
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w4(0.25, 0.75)
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(0.4, 0.9)
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w4

w1
(0.9, 0.505)

(0.1, 0.5)
w3

(0.1, 0.502)

 

 no grid grid actual No grid grid actual no grid grid actual no grid grid actual 
G1 G2

G3G4
 

68 319 1036 108 650 1856 2 1 0 9 28 0

G1 G2

G3G4
 

15 88 266 25 164 264 0 2 0 0 3 0
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6   Discussion 

In this paper we have studied the problem of optimizing complex spatial queries that 
involve multiple spatial joins and selections. We presented formulae that estimate the 
output of such queries and evaluated them through experimentation. The results prove 
the accuracy of the formula, the relative error being 8% for binary joins and 38% for 
queries of four inputs. These numbers are comparable with previous work on selectiv-
ity of spatial selections [27] or joins [28], as well as, with error propagation experi-
ments in the context of relational queries [11]. The proposed models are essential for 
the optimization of queries that involve several spatial logical operators, possibly in 
addition to some non-spatial ones. We have extended our method for skewed, real-life 
data using 2D-histograms. In this case, the accuracy is not that high due to the persis-
tence of skew in the cells of the statistical grid, but still the histogram-based method 
does better than straightforward application of formulae that assume uniformity. 

Our contribution is not limited to spatial query processing, since operator depend-
encies may exist in other applications as well. Consider a relational query that con-
sists of a join between R and S on their common R.x = S.x attribute, and (range) selec-
tions on other attributes of R and S (e.g., R.y < a, S.z ˛  [b,c]). A dependency between 
R.y and S.z affects the query results. For instance, in the TPC-R benchmark [26] there 
are multi-table constraints like O.Orderdate £  L.Shipdate (i.e., an order takes place 
before the corresponding line items are shipped). The selectivity of queries that apply 
selections on these attributes and then join the corresponding tables can be estimated 
in a way similar to that presented in this paper (i.e., by restricting the selections, tak-
ing under consideration the constraints, and then estimating the join selectivity on the 
restricted area). Another type of related complex queries involve distance joins of 
high-dimensional point sets [6]. Our methodology can be applied if high-dimensional 
selections exist in conjunction with the joins, since the domain of the query operators 
is the same. 

In the future we will investigate additional methods to handle the accuracy prob-
lems due to data skew. Another direction for future work is the study of alternative 
techniques for processing spatial queries. Spatial join operators can be extended to 
process multiple spatial selections and joins synchronously, since all logical operators 
in a complex spatial query apply on the same attribute domain. Some preliminary 
results towards this direction are very promising. 
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Abstract. Query cost estimation is an important and well-studied prob-
lem in relational database systems. In this paper we study the cost esti-
mation problem in the context of spatial database systems.
We introduce a new method that provides accurate cost estimation for
spatial selections, or window queries, by building wavelet-based histo-
grams for spatial data. Our method is based upon two techniques: (a) A
representation transformation in which geometric objects are represented
by points in higher-dimensional space and window queries correspond to
semi-infinite range-sum queries, and (b) Multiresolution wavelet decom-
position that provides a time-efficient and space-efficient approximation
of the underlying distribution of the multidimensional point data, es-
pecially for semi-infinite range-sum queries. We also show for the first
time how a wavelet decomposition of a dense multidimensional array de-
rived from a sparse array through a partial-sum computation can still
be computed efficiently using sparse techniques by doing the processing
implicitly on the original data. Our method eliminates the drawbacks of
the partition-based histogram methods in previous work, and even with
very small space allocation it gives excellent cost estimation over a broad
range of spatial data distributions and queries.

1 Introduction

Spatial data appear in numerous applications, such as GIS, multimedia, and
even traditional databases. DBMSs (DataBase Management Systems) must offer
spatial query processing capabilities to meet the needs of such applications.
Query optimization is an integral part of DBMSs. One important task in query
optimization is query cost estimation. In this paper, we study the cost estimation
problem for an important class of spatial queries, spatial selections (or window
queries).

In a window query, a region called query window is specified, and the query
retrieves all the objects in the data set that partially or completely overlap the re-
gion. Spatial objects can be very complex, and their accurate representation may

C.S. Jensen et al. (Eds.): SSTD 2001, LNCS 2121, pp. 175–193, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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require a large amount of memory. Since manipulating such large objects during
query optimization time can be very expensive, it is customary to approximate
spatial objects and manipulate the approximations instead. The most common
techniques is to bound each spatial object by the smallest axis-parallel rectangle
that completely contains it, called minimum bounding rectangle (MBR).

Database systems process window queries and other spatial operations using
a two-step filter and refine strategy [10]. The filtering step identifies the set of
candidate objects whose MBRs partially or completely overlap the MBR of the
query window. The refinement step tests the exact geometry of the the candidate
objects identified by the filtering step to determine the set of objects that actually
overlap the query window. Thus, the cost of window query depends upon the
selectivity of the filtering step (the MBR selectivity) and the complexity of the
candidate objects [1].

The start-of-the-art techniques on spatial cost estimations [1,2] deal with
the spatial objects in their original space directly and form partition-based his-
tograms for spatial data using different partition strategies. The goal of any par-
tition strategy is to form histogram buckets in a way that each bucket contains
objects that are similar in each of the feature domains (e.g., location, shape).
However, because of the complicated nature of spatial objects, such a goal is
often not achievable in practice.

In this paper, we take a different approach. We first use a transformation of
representation to transform the spatial objects into points in higher-dimensional
space. All the features of the objects in the original space can be reflected as the
frequency distribution of the points in the transformed space. Window queries
correspond to semi-infinite range-sum queries in the transformed space. We then
use a novel multiresolution compression technique, namely, a type of wavelet de-
composition done on the partial sums (prefix/suffix sums) of the transformed
data, to form a histogram for the point data. The partial sums correspond ex-
actly to the window queries, and thus the approximation should be especially
good. Experiments confirm that wavelet decomposition on the partial sums of
the transformed data yields noticeably better results than does wavelet decom-
position directly on the transformed data. One problem is that the partial sum
array is very dense and infeasible to be processed by conventional means.

Our main contributions are as follows:

1. Our approximation method is robust over a broad range of spatial data
distributions and queries. Even with very small space allocation it gives
excellent cost estimation.

2. Our method provides a uniform framework of doing spatial cost estima-
tions in spaces of different dimensionalities. While we concentrate on two-
dimensional space in this paper, our method can be applied to one-dimen-
sional and three dimensional space as well.

3. Our method can be used to answer spatial queries approximately and sup-
port progressive refinement of the approximate answers efficiently. While
partition-based histogram methods can also be used for approximate query
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processing, they can only be applied in a static way and thus do not have
the desirable feature of supporting progressive refinement.

4. Although the transformed data set is typically sparse when represented in
a discrete multidimensional array, in that most values in the array are ze-
roes, the array consisting of partial sums of the transformed data, which is
most effective for our wavelet decomposition in terms of approximation, is
very dense and has few nonzero values. Thus, the partial sum wavelet de-
composition cannot be processed directly in a space-efficient manner. This
limitation has been a major stumbling block in the applicability of partial
sums for query approximation in previous work on wavelets [18]. It is par-
ticularly important for us to resolve this problem since partial sums are
especially well suited to window queries. We solve this open problem by
computing the wavelet decomposition of the dense partial sum array using
an indirect approach in which sparse techniques can be applied directly to
the sparse transformed array to compute the partial sums and the wavelet
decomposition simultaneously.

The rest of the paper is organized as follows: In the next section we summarize
related work. We formally define the problem in Section 3. In Sections 4 and 5,
we describe our method. We present our experimental results in Section 6 and
draw conclusions in Section 7.

2 Related Work

Selectivity estimation is a well-studied problem for traditional data types such
as integers. Histograms are the most widely used form for doing selectivity es-
timation in relational database systems. Many different histograms have been
proposed in the literature [12,14,8,13] and some have been deployed in com-
mercial RDBMSs. However, almost all previous histograms have one thing in
common, that is, they use buckets to partition the data, although in different
ways.

In [6] Matias et al. introduce a new type of histograms, called wavelet-based
histograms, based upon a multidimensional wavelet decomposition. A wavelet
decomposition is performed on the underlying data distribution, and the most
significant wavelet coefficients are chosen to compose the histogram. In other
words, the data points are “compressed” into a set of numbers (or wavelet co-
efficients) via a sophisticated multiresolution transformation. Those coefficients
constitute the final histogram. This approach offers more accurate selectivity
estimation than traditional partition-based histogram methods and can be ex-
tended very naturally to efficiently compress the joint distribution of multiple
attributes. Experiments confirm that wavelet-based histograms offer more accu-
rate selectivity estimation for typical queries than traditional bucket-partition
based histogram methods.

Cost estimation in spatial databases is a relatively new topic, and some tech-
niques for window queries have been proposed in the literature [4,2,5,11,3,1,16].
With the exception of [1], all the previous estimation techniques assume that the
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query windows and data objects are rectangles. They estimate the selectivity and
the cost of the filtering step, and they ignore the refinement step.

Aboulnaga and Naughton [1] introduce an interesting new type of histogram
for general polygon data and query windows. The new histogram, called the
SQ-histogram, partitions the data objects into possible overlapping rectangular
buckets. The partitioning is based upon the MBRs of the objects, with each
object being assigned to one histogram bucket. Each bucket stores the number
of objects it represents, the objects’ average width and height, and their av-
erage number of vertices, as well as the boundaries of the rectangular region
containing these objects. The objects within a bucket are assumed to be uni-
formly distributed. The information about the average number of vertices in each
bucket is important for estimating the cost of the refinement step, and thus this
work is quite different from previous works that estimate only the selectivity of
the filtering step.

While the SQ-histogram is a novel technique for capturing spatial data distri-
butions, it still falls into the category of partition-based histograms, and it cannot
overcome the limitations that partition-based histograms have, especially when
dealing with spatial objects. Since assuming uniformity within each bucket is the
major reason that introduces estimation errors for partition-based histograms,
the goal of histogram construction is to form buckets in a way that each bucket
represents a “homogeneous” set of objects. Because of the strict storage size
constraints for histograms used in query optimization, the number of buckets
is usually very small. Using a small number of buckets to approximate the un-
derlying distribution so that each bucket contains data points with “similar”
frequencies is a hard job even for traditional partition-based histograms used for
simple point data. For spatial data, we require uniformity within each bucket in
several domains: location, width of the MBRs, height of the MBRs, complexity
of the objects. It is extremely difficult to find a partition mechanism to ensure
that the uniformity holds for all these domains unless we use a large number of
buckets! As a result, partition-based histograms often do not provide accurate
cost estimation with low storage overhead.

3 Problem Formulation

In this section, we formally define the cost estimation problem addressed in this
paper. Consider a relation R containing an attribute whose domain is a set of N
general polygons. The set of polygons can be approximately represented as

A = {(
(xil, y

i
b), (x

i
r, y

i
t), v

i
) | 1 ≤ i ≤ N},

where (xil, y
i
b) and (xir, y

i
t) specify the lower-left and upper-right corner of the

MBR of the ith polygon, respectively, and vi is the number of vertices of the ith
polygon. A window query Q is a polygon whose MBR can be represented as

q =
(
(Qxl, Qyb), (Qxr, Qyt)

)
.
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We define the set of objects whose MBRs partially or completely overlap the
query MBR q as the candidate set :

C = {ci | ci ∈ A and ci overlaps q}.
The MBR selectivity of query Q is defined as

sMBR =
1
N

|C|.

The complexity of the candidate set is defined as

ccand =
1

|C|
∑
ci∈C

vi.

That is, the complexity of the candidate set is the average number of vertices of
the candidate objects.

Aboulnaga and Naughton [1] showed that approximating the cost of a win-
dow query requires estimating the MBR selectivity sMBR of the query and the
complexity ccand of the candidate set. However, computing these two quantities
exactly requires us to either scan the data set or use an existing index to find
each member of the candidate set. Both of these two options are too expensive
to be useful in query optimization since an essential requirement for a query
optimizer is to do cost estimation for any query in a time and space efficient
manner. In a DBMS, cost estimation is usually done through two phases: an
offline phase and an online phase. During the offline phase, the input data are
approximated and some statistical/summary information is collected and stored
in the database catalog. The space allocated in the catalog for one attribute of a
relation is usually very small (often in the order of several hundred bytes in tra-
ditional RDBMSs). During online phase, the cost of a given query is estimated
based upon the relevant catalog information.

The goal of our work is to construct accurate histograms for spatial data and
use it to do cost estimation (i.e., to estimate sMBR and ccand) for any window
query efficiently.

4 Constructing Wavelet-Based Histograms for Spatial
Data

At a high level, our cost estimation model works in four steps during the offline
phase:

1. Transformation: We transform the input spatial objects into points in higher-
dimensional space.

2. Quantization and Preprocessing: We form a uniform grid for the point data
through quantization and compute partial sums of the grid data.

3. Wavelet Decomposition: We compute the wavelet decomposition of the grid
data, obtaining a set of wavelet coefficients.
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4. Thresholding: We keep only the m most significant wavelet coefficients, for
some m that corresponds to the desired storage usage. The choice of which
m coefficients we keep depends upon the particular thresholding method we
use. The m coefficients compose our wavelet-based histogram.

In Sections 4.1–4.4, we elaborate on the details of these four steps.
For large GIS data, the number of objects may be very large and typically

cannot be stored in internal memory, even after being transformed into points.
It is convenient to treat the points in a discrete way by dividing the space into
a uniform grid of four-dimensional rectangular grid regions. Even though the
number of points (objects) may be large, their number is typically very small
with respect to the number of grid regions. That is, the input data is typically
very sparse. Thus it may not be possible to process the full grid at all, even
using efficient external memory techniques [17], and thus sparse techniques are
needed. As we shall see, a potentially major stumbling block is that it is not
possible to use known sparse techniques, such as those recently developed by
Vitter and Wang [18], because of the partial sum preprocessing, which makes
the grid array highly dense. In Section 4.3 we show nevertheless how to do the
sparse wavelet decomposition in an I/O-efficient manner.

4.1 Transformation of Representation

Transforming the representation of the input data is a well-known technique
for representing geometric objects [9,15,21]. The idea is to transform objects
in the original space (o-space) into points in the transformed space (t-space)
using parameters that represent the shape and location of each object. The
transformed points can then be accessed by a multidimensional point access
method during spatial query processing.

The transformation technique can certainly be applied to cost estimation in
spatial databases. After transforming geometry objects into points in higher-
dimensional space, we can use various multi-dimensional histogram methods
that have been developed for point data in traditional databases [8,13,6,19,20,
18]. The combination of proper transformation and an accurate multidimen-
sional histogram method can result in very accurate cost estimation for spatial
operations. However, to the best of our knowledge, no previous work on spatial
cost estimation has ever considered applying a representation transformation.

In our method, we use a corner transformation to represent the MBR of a
spatial object. For simplicity, we first explain how to apply corner transformation
in a one-dimensional o-space. Corner transformation maps an object in the one-
dimensional o-space into a point in the two-dimensional t-space. The left end of
an object is mapped to the horizontal (xl) axis and the right end to the vertical
(xr) axis in the t-space. All transformed objects are placed in the upper part of
the diagonal in the t-space since the xr value (the coordinate of the right end)
of an object is always larger than the xl value (the coordinate of the left end).
Figure 1 shows the procedure of transforming a set of intervals in the o-space
into a set of points in the t-space.
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Fig. 1. A set of intervals and its corner transformation

For cost estimation of window queries, we use corner transformation to map
the MBR of a polygon in the two-dimensional o-space to a point in the four-
dimensional t-space. We name the four axes of the t-space as xl, xr, yb, and yt.
A rectangle with lower-left corner (xil, y

i
b) and upper-right corner (xir, y

i
t) in the

o-space is transformed into a point (xil, x
i
r, y

i
b, y

i
t) in the t-space.

The nice property of the transformation is that the coordinates of a point in
the t-space capture all the features of the corresponding MBR in the o-space in a
very compact way. We can calculate the width and the height of a rectangle easily
using its point representation. Also the relationship among objects becomes very
obvious in the t-space. For example, two points in the t-space are close to each
other if and only if the two corresponding MBRs in the o-space are both very
close in location and similar in shape (i.e., similar in both width and height).

4.2 Quantization, Preprocessing, and the Partial Sum Array

To discretize the problem, we quantize the t-space evenly into a uniform grid
of four-dimensional rectangular grid regions. Let D = {D1, D2, D3, D4} de-
note the set of four dimensions in the quantized t-space, where dimensions D1,
D2, D3 and D4 correspond to xl, xr, yb and yt, respectively. We can approx-
imately represent the objects in the o-space by a four-dimensional grid ar-
ray of size |D1| × |D2| × |D3| × |D4|, where |Di| is the size of dimension Di.
Note that we always have |D1| = |D2| and |D3| = |D4|. Without loss of gen-
erality, we assume that each dimension Di has an index domain {0, 1, . . . ,
|Di| − 1}. For convenience, we call each array element a grid cell. A cell indexed
by (i1, i2, i3, i4) contains two values, p(i1, i2, i3, i4) and v(i1, i2, i3, i4), where
p(i1, i2, i3, i4) is the number of points in the corresponding four-dimensional
rectangular region, and v(i1, i2, i3, i4) is the total number of vertices for the ob-
jects counted in p(i1, i2, i3, i4). Let G =

∏
1≤i≤4 |Di| denote the total size (i.e.,
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Fig. 2. Query region and data.

number of grid cells) of the grid array. For convenience, we call the domain of
possible p(i1, i2, i3, i4) values the p-domain, and we call the domain of possible
v(i1, i2, i3, i4) values the v-domain.

Now we examine how to use the two array representations to calculate the
MBR selectivity and complexity of any given window query. For simplicity, let
us first consider the MBR selectivity in a one-dimensional o-space. We can (ap-
proximately) represent a one-dimensional query interval by a cell (i1, i2) in the
two-dimensional grid space. A given query MBR q can be (approximately) repre-
sented as a cell (q1, q2) in the grid space. The MBR selectivity of q is the fraction
of the intervals that partially or completely overlap with q. We can easily see
that an interval in the o-space overlaps with q if and only if its transformed point
in the t-space is in the shaded area in Figure 2b. Since there is no point below
the diagonal in the t-space, we can also say that an interval in the o-space over-
laps with q if and only if its transformed point in the t-space is in the extended



Wavelet-Based Cost Estimation for Spatial Queries 183

shaded area in Figure 2c. Thus, we can use the following formula to calculate
the MBR selectivity of query q:

sMBR =
1
N

∑
0≤i1≤q2

∑
q1≤i2<|D2|

p(i1, i2). (1)

In a two-dimensional o-space, for any given query window q whose MBR
can be (approximately) represented as (q1, q2, q3, q4) in the grid space, the MBR
selectivity and complexity of q can be calculated using the following formulas:

sMBR =
1
N

∑
0≤i1≤q2

∑
q1≤i2<|D2|

∑
0≤i3≤q4

∑
q3≤i4<|D4|

p(i1, i2, i3, i4), (2)

ccand =

∑
0≤i1≤q2

∑
q1≤i2<|D2|

∑
0≤i3≤q4

∑
q3≤i4<|D4|

v(i1, i2, i3, i4)

∑
0≤i1≤q2

∑
q1≤i2<|D2|

∑
0≤i3≤q4

∑
q3≤i4<|D4|

p(i1, i2, i3, i4)
. (3)

For queries whose MBR do not correspond exactly to a grid point, we use an
interpolated version of (2) and (3).

Since formulas (2) and (3) are in the form of partial sums, we preprocess
arrays p and v to obtain two new arrays P and V so that

P (i1, i2, i3, i4) =
∑

0≤j1≤i1

∑
i2≤j2<|D2|

∑
0≤j3≤i3

∑
i4≤j4<|D4|

p(j1, j2, j3, j4), (4)

and

V (i1, i2, i3, i4) =
∑

0≤j1≤i1

∑
i2≤j2<|D2|

∑
0≤j3≤i3

∑
i4≤j4<|D4|

v(j1, j2, j3, j4). (5)

That is, we compute the prefix sums along dimensions D1 and D3 and the suffix
sums along dimensions D2 and D4 for both array p and array v to obtain two new
arrays P and V , respectively. Using the new arrays P and V , the formulas (2)
and (3) can be written as:

sMBR =
1
N
P (q2, q1, q4, q3), (6)

ccand =
V (q2, q1, q4, q3)
P (q2, q1, q4, q3)

. (7)

We have experimented with the approach of using partial sums as described
above in formulas (4) and (5) versus the approach of not using partial sums.
For our purposes, the smoothness due to partial sums in the arrays P and V
intuitively enables a more effective wavelet approximation and as a result gives
better results than the wavelet approximation on p and v. In the next subsec-
tions we discuss the wavelet decomposition on P and V and the subsequent
thresholding, and we show how the processing can be done in an I/O-efficient
manner despite the fact that P and V are dense arrays.
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4.3 I/O-Efficient Wavelet Decomposition of Dense Partial Sum
Array

The array representations of P and V are often too big to fit in internal memory
or even on disk when the dimensionality of the array is 4 or greater, and they are
certainly much too big to be stored in a database catalog. The goal of this step is
to use wavelets as an efficient compression tool to construct a good approximate
representation of P and V .

We refer readers who are not familiar with wavelet decomposition proce-
dure to Section 5.1 of [18]. For illustration purposes, we use the Haar wavelets
described there throughout this paper.

The main challenge for this step is how to perform the wavelet decomposition
on the partial-sum array representations of P and V in an I/O-efficient manner.
The original data (i.e., before partial sums are formed) are often very sparse
with respect to the large grid array. When the dimension is 4 or greater, the grid
array may be too large to store explicitly even on disk without using some sparse
represnetation (like the one suggested in [18]). When partial sums are formed, the
grid array becomes very dense. A single nonzero value in the original data could
cause each entry in the partial sum array to be nonzero. Wavelet decomposition
is not feasible in such a scenario by conventional techniques. This limitation
has been a major limiting factor in the applicability of partial sums for query
approximation in previous work on wavelets [18]. It is particularly important for
us to resolve this problem since partial sums are especially well suited to window
queries.

We solve this open problem by computing the wavelet decomposition of the
dense partial sum array by using an indirect approach in which sparse techniques
can be applied. The intuition is that the final wavelet decomposition itself is
sparse. And thus it may be possible to process the original sparse data directly
and to realize the final sparse wavelet decomposition of the partial sum array. To
accomplish this goal, we cycle through the dimensions, and for each dimension we
do the partial sum calculation at the same time that the wavelet decomposition
is done for that dimension. At any given point in the processing, some number
of dimensions have been decomposed, and the “slices” of the multidimensional
array corresponding to those dimensions are therefore sparse. The partial sums
along the remaining dimensions have not yet been formed, so they remain sparse
as well. Details and full analysis will be included in the full paper.

Theorem 1. The number of I/Os needed to do a d-dimensional wavelet decom-
position of size G = |D1|× |D2|× · · ·× |Dd| with internal memory of size M and
block size B is

O

(
Nz
B

min
{
d, logM/B

G

B

})
,

where Nz is the number of nonzero coefficients.

We assume for purposes of the theorem above that some data values are
coarsely pruned in an online manner so that the number of nonzero coefficients
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stays roughly the same during the course of the decomposition. A similar ap-
proach is used effectively in our earlier work [18]. Otherwise the number of
nonzero coefficients could increase in the worst case by a factor of

∏
1≤i≤d log |Di|.

The final (and major) thresholding is done on the coefficients that make it
through the initial filter.

4.4 Thresholding

In our method, we compute the wavelet decomposition for the four-dimensional
arrays P and V . Given the storage limitation for the histogram, we can only
“keep” a certain number of the wavelet coefficients for the p-domain of point
counts and the v-domain of vertex counts, which are defined in Section 4.2. Let
m denote the number of wavelet coefficients that we have room to keep. Let
m1 and m2 (where m1 + m2 = m) denote the number of coefficients that we
keep for the p-domain and v-domain, respectively. The goal of thresholding is to
determine which are the “best” m1 and m2 coefficients to keep, so as to minimize
the error of estimating sMBR and ccand .

It is well-known that thresholding by choosing the m1 largest (in absolute
value) normalized wavelet coefficients is provably optimal in terms of minimiz-
ing the 2-norm of the absolute error in the p-domain if the wavelet basis is
orthonormal (e.g., Haar basis). The corresponding statement is true for the v-
domain. If we do not have any prior knowledge of the pattern/distribution of
the window queries, we can just choose the top m1 and m2 coefficients from
the p-domain and v-domain independently. For each coefficient chosen, we need
to store the value of the coefficient together with its index (in an appropriate
one-dimensional order of the grid cells). Thus the m coefficients may require 2m
numbers in storage size.

The simplest way to choose the m coefficients is to pick the top m/2 coeffi-
cients in the two domains independently. Since the p-domain is more important
in the sense that it affects the estimation of both sMBR and ccand , we may
want to use some heuristic to pick more coefficients from the p-domain. Another
heuristic we can use is to pick the coefficients in the two domains so that the
indices can be shared. For example, we can pick the top m1 coefficients from the
p-domain first. When picking the m2 coefficients from the v-domain, we consider
both the magnitude of the coefficients and their indices. A coefficient is weighted
more if its index appears as an index of one of the already chosen m1 coefficients.
For the pair of coefficients that share the same index, we need only three (rather
than four) numbers to store two wavelet coefficients, thus allowing us to increase
the effective number m of coefficients that we can keep.

5 Estimating the Cost of Spatial Selections

In this section, we show how to estimate the cost of window queries using the
wavelet-based histogram constructed in the previous section in a time-efficient
and space-efficient manner.
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Let us consider the p-domain first. The naive way of estimating the MBR
selectivity for a given window query is to perform wavelet reconstruction based
upon the m1 wavelet coefficients we obtained during the offline stage, with all the
other coefficients being set to 0. The reconstruction is an approximate represen-
tation of the P array. We can then use formula (6) to compute sMBR. However,
the space and CPU complexity of doing the normal wavelet reconstruction are
both O(G). That is, even we only keep m � G coefficients in the histogram, we
need O(G) space and CPU time to use the histogram to do the cost estimation
during the online phase! This approach is certainly too costly to be acceptable.

Using the properties of wavelet decomposition, we can design efficient on-
line estimation algorithm. Based upon the error tree structure introduced in [6]
and the lemmas derived in Section 6 of [18], we use the following algorithm to
compute sMBR of query q whose MBR can be (approximately) represented as
(q1, q2, q3, q4) in the grid space.

Let coeff [1, . . . ,m1] denote the m1 coefficients we obtained by wavelet de-
composition of the p-domain array P .

CostEstimation(coeff ,m1, q1, q2, q3, q4)
sMBR = 0;
for i = 1, 2, . . . ,m1 do

if Contribute(coeff [i ], q2, q1, q4, q3)
sMBR = sMBR + Compute Contribution(coeff [i ], q2, q1, q4, q3);

return answer ;

Function Contribute(coeff [i ], i1, i2, i3, i4) returns true if coeff [i] contributes to
the the reconstruction of value P (i1, i2, i3, i4), and it returns false otherwise.
The actual contribution of coeff [i] to the specified value is computed by function
Compute Contribution(coeff [i ], i1, i2, i3, i4).

Using the regular structure of the error tree and the lemmas in [18], we have
devised two algorithms to compute these two functions. Each algorithm has
constant CPU time complexity. For reasons of brevity, we refer to [20] for the
details. The complexity ccand of a window query can be computed in a similar
way.

Theorem 2. For a given window query, the approximate MBR selectivity sMBR
and complexity ccand can be computed based upon the m = m1 +m2 coefficients
in the histogram using a (2m)-space data structure in min

{
m,

∏
1≤i≤4 log |Di|

}
CPU time.

Proof. Each of the coefficients can be stored using two numbers, one for its cell
number and one for its value. So the space complexity is at most 2m. (Typically
the space complexity is less since the indices can be shared, as mentioned at the
end of Section 4.4.) The CPU time complexity follows easily from that of the
two functions. An alternate mechanism is to process only the coefficients needed,
which are at most

∏
1≤i≤4 log |Di|.

It is very important to note that our algorithm has the useful feature that it
can progressively refine the approximate answer with no added overhead. If a co-
efficient contributes to a query, its contribution can be computed independently
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of the other coefficients. Therefore, to refine a query answer, the contribution of
a new coefficient can be added to the previous answer in constant CPU time,
without starting over from scratch.

6 Experiments

In this section, we describe the experiments that we performed to evaluate the
performance of our proposed wavelet method for spatial selectivity. As a refer-
ence, we also include the results for the SQ-histogram method of Aboulnaga and
Naughton [1]. We first describe our error metric, the data, and the query gener-
ation procedures. We also explain some of the parameters to the SQ-histogram
and wavelet methods, because the constraints on them may not be immediately
apparent. We will then discuss our experiments and the performance of the dif-
ferent methods under varying query size, memory, selectivity and data set aspect
ratio.

6.1 Error Metric

Our measure of performance is the average relative error and average absolute
error of the estimated MBR selectivity and the estimated complexity of the
candidate set. For brevity we report only the relative errors in this section. The
results are even better in terms of absolute error. The quantities that we measure
are actually not sMBR and ccand but rather N × sMBR (the size of the candidate
set) and N × sMBR × ccand (the total number of vertices of the objects in the
candidate set).

Average relative error is defined as

Ave. Relative Error =
∑

queries

|xest − xreal|
xreal

(8)

where xest is the estimated value and xreal is the actual measured value.

6.2 Parameters

In the SQ-histogram, three parameters affect the quality of the constructed
quadtrees: the number t of trees, the maximum number ` of levels of a tree,
and the number of bytes M of allocated memory. The number of levels affects
the granularity in the p-domain, and the number of trees affects the granularity
in the v-domain. By construction each `-level tree requires at least ` buckets and
therefore we must have t× `× bucketsize ≤ M , where bucketsize is the number
of bytes needed to store all the summary information for each bucket of the
SQ-histogram.

In the wavelet method, we assume sharing of indices between the coefficients
of the p-domain and the v-domain. Let m1 and m2 be the number of coefficients
used in the p-domain and v-domain respectively. If m1 ≥ m2 and if we allocate 4
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bytes for each index and each coefficient, then 4(2m1 +m2) ≤ M . We generally
want m1 ≥ m2 because ccand is dependent on sMBR and it is reasonable to
allocate more coefficients to m1. In our experiments, we set m1 ≈ 2m2.

For the wavelet method we have chosen a grid size that corresponds to 64
grid divisions per axis or dimension. In general, the more divisions per axis (finer
grid size), the more accurate the wavelet approximation, but at a cost of more
coefficients. Given a fixed amount of memory or number of coefficients, more
divisions per axis may mean the truncation of more significant coefficients and
hence a loss of information. On the other hand, less divisions per axis may also
mean a loss of information by aggregating more points into each grid region. The
tradeoff is data dependent to a certain extent and for our datasets the difference
in accuracy between 32, 64, 128 divisions per axis is small.

6.3 Data Set

For our experiments we use the same data generator developed by Aboulnaga
and Naughton [1] for their experiments on SQ-histograms. In this paper we
report experiments on a representative data set consisting of 10,000 rectangles
in a 16, 384 × 16, 384 bounding box. Each rectangle represents the MBR of a
polygon and is associated with a number representing the number of vertices
of that polygon. This number is randomly chosen from the interval [3, 1000].
Each rectangle is generated by first randomly putting it into one of four bins.
Three of the bins each correspond to a cluster, while the last one corresponds to
the unclustered rectangles. Each cluster is associated with a cluster MBR and
an area interval. We randomly pick a point in the cluster MBR as the center
of the rectangle and a value in the area interval as the area of the rectangle.
After randomly picking an aspect ratio in the range [1, 8], we can determine the
coordinates of the rectangle. The last step is to randomly flip the rectangle so
that the longer sides will not always be along one axis.

6.4 Query Workloads

In our experiments we use five query workloads with 10000 query windows each.
Each query workload has a fixed average query size ranging from 0.04% to 10.24%
of the data set MBR area. The query windows are generated by randomly choos-
ing a center from the centers of the rectangles in the data set, an aspect ratio
from the range [1, 8], and an area value uniformly distributed in the interval
[95% × qsize, 105% × qsize], where qsize is the desired average query size.

6.5 Varying Query Size

In this experiment we tested the different methods on query workloads of five
different average query sizes: 0.04%, 0.16%, 0.64%, 2.56%, and 10.24%. The
amount of memory each method can use is fixed at 2048 bytes. For the SQ-
histogram, we set the maximum number of levels to 6 and the number of trees
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Fig. 3. Performance of the various methods under varying query window size.

Table 1. Parameters used in the SQ-histogram method and the wavelet method. The
numbers in the wavelet columns are the number of coefficients used for the p-domain
and the v-domain respectively.

Memory (bytes) SQ-histogram Wavelet
M ` m1 m2

1024 3 levels 103 50
2048 6 levels 206 100
4096 8 levels 412 200

to 10. These values were chosen so that the trees will fit into the 2048 bytes
of memory. For the wavelet methods, we used 64 grid divisions per axis, 206
coefficients for the p-domain and 100 coefficients for the v-domain.

Figure 3 shows the average relative errors of the different methods. We note
that the relative error for the wavelet method is much smaller than that of the
SQ-histogram in both the p-domain and the v-domain, especially when the query
size is less than 10% of the entire area, which is the case important in practice.

6.6 Varying Memory Constraint

Another question we are interested in is how do these methods scale with memory
size allocated. We apply the different methods on the same five query workloads
using 1024 bytes, 2048 bytes, and 4096 bytes of memory. The maximum number
of levels used in the SQ-histogram method and the number of coefficients used
in the wavelet method are summarized in Table 1. The number of trees used in
the SQ-histogram method is fixed at 10 for all runs.
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Fig. 4. Performance of the various methods under varying memory constraints.

The average relative error is computed for each memory size over all five query
workloads. Figure 4 shows the results. In both the p-domain and the v-domain,
not only is the wavelet method more accurate, but its accuracy improves with
more memory. Note for the SQ-histogram that its accuracy does not necessarily
improve with more memory, because the size of the quadtrees after merging is
also dependent on the size and location of the rectangles in the data set. This
situation arises, for example, when either the height or width of each MBR is
at least one-half of that of the input space. In that case, all the MBRs will be
stored in the root node; the resulting histogram will consist of a single bucket,
regardless of the memory available.

6.7 Varying Query Window Selectivity

In this section, we look at our results from an alternative view. We partition the
results (with 1024 bytes memory constraint) according to the actual selectivity
of each query window. The partitions we used are {[0, 10), [10, 20), [20, 30),
[30, 40), [40, 50), [50, 60), [60, 70), [70, 80), [80, 90), [90, 100]}, where the values
are percentages of the total number of objects in the data set. The partitions are
indexed by their lower endpoint, so 0% on the plot corresponds to the interval
[0, 10).

Figure 5(a) shows the repartitioned results. It turns out that all of our query
windows overlap with 0% to 70% of the data set. The figure shows that the
wavelet method is more accurate than SQ-histogram over this range of query
window selectivity most of the time.
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Fig. 5. Performance of the various methods in estimating selectivity under varying
query window selectivity and varying data set aspect ratio.

6.8 Varying Data Set Aspect Ratio

We also studied how the different methods perform on data of different aspect
ratios. We generated five data sets whose objects have randomly chosen aspect
ratios from different ranges {[1, 2], [1, 4], [1, 8], [1, 16], [1, 32]}. Each of these data
sets have 10,000 rectangles in a 16, 384 × 16, 384 space as before. The perfor-
mance of the different methods are shown in Figure 5(b). Our wavelet method is
significantly more stable and robust under increasing aspect ratio then the other
methods. Long and skinny horizontal (or vertical) rectangles of different sizes
and locations will typically be placed near the root level of the quadtrees in the
SQ-histogram, rendering the objects within a node or a bucket less uniform.

7 Conclusions

Cost estimation in spatial databases is a hard problem in query optimization be-
cause of the complex features of the spatial data and queries. In this paper, we
present a new method for spatial cost estimation that improves over partition-
based histogram techniques. By transforming the spatial objects in object space
into higher-dimensional points in a transformed space, we can conveniently cap-
ture several features of the spatial objects. The point data distribution in object
space is then effectively approximated through a novel data compression tech-
nique based on a wavelet decomposition of partial sums in the transformed space.
We overcome the major problem that the partial sum data are very dense and
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show how to indirectly process the data via sparse techniques to compute the
wavelet decomposition in a space-efficient way. Experiments confirm that our
method is robust over a broad range of spatial data distributions and queries
and can provide accurate cost estimations even with very small space alloca-
tion. We do not give analytic guarantees of accuracy or confidence bounds, but
performance is uniformly good.

Besides accuracy, another important problem for cost estimation is how to
maintain the histogram when the underlying data distribution changes. In [7],
we introduce an efficient method for the dynamic maintenance of wavelet-based
histograms. An interesting and challenging extension of those techniques would
be to the partial sum arrays we consider in this paper.
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Abstract. A class of commonly asked queries in a spatial database is
known as buffer queries. An example of such a query is to “find house-
power line pairs that are within 50 meters of each other.” A buffer query
involves two spatial data sets and a distance d. The answer to this query
are pairs of objects from the two input sets that are within distance
d of each other. This paper addresses the problem of how to evaluate
this class of queries efficiently. Geometric objects are used to denote the
shape and location of spatial objects. Two objects are within distance
d precisely when their minimum distance (minDist) is. A fundamental
problem with buffer query evaluation is to find an effective algorithm for
solving the minDist problem. Such an algorithm is found and its de-
sirability is demonstrated. Finding a fast minDist algorithm is the first
step to evaluate a buffer query efficiently. It is observed that many, and
even most, candidates can be determined to be in the answer without
resorting to the relatively expensive minDist operation. A candidate is
first evaluated with the least expensive technique - called 0-object fil-
tering. If it fails, a more costly operation, called 1-object filtering, is
applied. Finally, if both filterings fail, the most expensive minDist algo-
rithm is invoked. To show the effectiveness of these techniques, they are
incorporated into the tree join algorithm and tested with real-life as well
as synthetic data sets. Extensive experiments show that the proposed
algorithm outperforms existing techniques by a wide margin in both the
execution time as well as IO accesses. More importantly, the performance
gain improves drastically with the increase of distance values.

1 Introduction

In a spatial database system, there are many different types of queries ranging
from simple window queries to more complex distance-related queries. An im-
portant class of distance-related queries is known as buffer queries. Examples of
such queries are to “find buildings that are within 50 meters of a highway,” or

? The full paper can be found in [5].
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to “find building-river pairs that are within 10 meters of each other.” A buffer
query involves two spatial data sets and a distance d. The answer to this query
are pairs of objects from the two input sets that are within distance d of each
other. This paper addresses the problem of how to evaluate this class of queries
efficiently.

Points, lines and regions are used to denote the shape and location of spa-
tial objects. A fundamental problem with buffer query evaluation is to find an
effective algorithm for solving the minDist problem for non-point objects. The
brute-force minDist algorithm requires considering all pairs of segments. A more
effective minDist algorithm, which only requires a sub-sequence of segments
from each object to be examined, is derived. The proposed minDist algorithm
has the same worst time complexity as the brute-force. However, experiments
with different types of real-life data sets show the proposed algorithm reduces
the computation time to a fraction of that when computed with the brute-force.
The minDist algorithm could also be used for other distance-related queries
such as nearest neighbor [19] or closest pair queries [8].

Finding an effective minDist algorithm is an important first step toward
solving the evaluation problem. Buffer queries can be evaluated by modifying
existing spatial join algorithms. It is observed that many, and even most, candi-
dates can be determined to be in the answer with less expensive operations. To
reduce the computation time and the number of spatial objects retrieved from
the disk, filtering techniques, which we call 0-object and 1-object filterings, are
employed. In a 0-object filtering, pairs of objects are proven to be in the answer,
by looking only at their minimum bounding rectangles (mbrs). If it fails, a more
expensive 1-object filtering is applied. In a 1-object filtering, an object in a can-
didate is retrieved and a test is performed to determine if the candidate is in
the answer. Only when a candidate fails in both filterings, the most expensive
minDist operation is invoked. To show the effectiveness of the filtering tech-
niques, they are incorporated into the well-known tree join algorithm and tested
with real-life as well as synthetic data sets. Extensive experiments show that the
proposed algorithm outperforms existing techniques by a wide margin in both
the execution time as well as IO accesses. More importantly, the performance
gain improves drastically with the increase of distance values.

This paper is organized as follows. The next section surveys the related work.
Section 3 gives some definitions and briefly outlines the experimental environ-
ment. In Section 4, a modified tree join algorithm is derived for evaluating a
buffer query. In Section 5, we introduce the 0- and 1-object filterings. Section 6
presents an efficient minDist algorithm for line and region objects and shows its
desirability. To evaluate the proposed filtering techniques, they are incorporated
into the modified tree join algorithm. Extensive experiments are performed with
real-life and synthetic data sets. The experimental results are summarized in Sec-
tion 7. Finally conclusion and future research direction are given in Section 8.
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2 Related Work

Most work on spatial join processing fall into the 3-step framework proposed in
[4]. Let us call these steps MBR-join, filtering and refinement. In the first step,
commonly with the help of spatial indexes, a set of candidates is produced. These
candidates are generated based on their mbrs. In the filtering step, candidates
are examined with some geometric filters. The purpose is to identify as many
hits as well as false hits as possible. As a result, candidates are partitioned
into three sets: hits that fulfil the join predicate, false hits which are proven
not to be in the answer, and remaining or filtered candidates which possibly
satisfy the join predicate. The filtered candidates are examined in the refinement
step by invoking an efficient geometric algorithm to the objects involved. The
refinement step is likely the most costly operation as the geometric algorithm is
CPU-intensive and both objects are required to be retrieved from the disk.

There exists a variety of algorithms for performing the MBR-join [1,3,11,16,
18]. Some work have been done on the filtering step by employing progressive
approximation [10,4], by exploiting symbolic intersection detection [14] and by
raster approximation [20]. All the above-mentioned work concentrate on the in-
tersection operator. The exact geometric processing in the refinement step is
commonly implemented with efficient plane-sweep algorithms. See for instance
[17,12,6,2]. To facilitate the processing in the refinement step, objects are decom-
posed into smaller pieces [4], by arranging or partitioning the data on disk so as
to minimize the chance of a page fault [10], or by reading in as many objects in
one set so that duplicate retrieval can be minimized [18].

Other related work that deals only with point objects include work on near-
est neighbor queries [19] and closest pairs queries [8]. Algorithms are proposed
in these work for finding closest pairs from two point data sets. In addition,
cache size and caching scheme are investigated in [8] to see how they affect the
performance. As will be shown in Section 5.1, some of the techniques employed
in these work are also applicable to buffer query evaluation. Recently, the dis-
tance join operator is proposed in [15]. The distance join is a general approach
for solving distance-related queries by ordering the tuples output according to
values produced by a distance function. Theoretically, it can be used, together
with a minDist algorithm, to evaluate a buffer query. However, as generality
is their primary concern, they are not addressing the same problem as in this
work. As will be seen later, the key to solving buffer query evaluation problem
efficiently is to minimize the number of invocation of minDist operations. Ad-
ditional techniques, like the ones proposed in this work, are required to speed up
the evaluation process. To the author’s best knowledge, there is no work done
specifically on buffer query evaluation.

The minDist problem for two convex polygons is studied in [7]. Their algo-
rithm is based on the concept of visibility and is more complex than our proposed
minDist algorithm. As their work is mainly of theoretical interest, no perfor-
mance evaluation is done on their algorithm.
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3 Notation, Test Data, and Environment

A chain of segments or simply a chain, is a finite sequence of segments such
that any two adjacent segments share an endpoint and no endpoint belongs to
more than two segments. A chain is said to be simple if there is no point other
than an endpoint that is shared by two or more segments. Informally, a chain is
simple if there is no pair of segments crossing over each other and no branching
in the chain. A chain is said to be closed if the two endpoints of the chain are
the same. A line is a simple chain of segments while a region is the area or the
point set enclosed by a simple closed chain. Vertices in a region are arranged in
the clockwise direction. The minDist between two geometric objects is defined
as minimum of {dist( p1, p2)| p1 is a point of o1 and p2 is a point of o2}, where
dist is the Euclidean distance function.

An mbr is denoted by ((xmin, ymin), (xmax, ymax)). Given an mbr m, the
NE corner quadrant of m is the space {(x,y) | x≥m.xmax and y≥m.ymax}. NW,
SE and SW corner quadrants are defined in a similar manner. Given another
mbr n, n is said to be in X corner quadrant of m if n is completely contained in
the X corner quadrant of m. An mbr n is said to be in E quadrant if n is not in a
corner quadrant of m and m.xmax≤n.xmin. An mbr n is in W, N, or E quadrant
of m is defined in a similar fashion.

Fig. 1. Test Data Sets Information

The four sets of real-life geometric data used in the experiments are pro-
vided by the Faculty of Environmental Studies. The area covered has the size of
60000 * 57000 units. Information on these data sets are summarized in Figure 1.
As indicated in the table, these data sets include both lines and regions and
have distinct characteristics with respect to the size and the number of vertices.
Figure 2 summarizes the environment under which the experiments are carried
out.

4 Buffer Query Evaluation

In this section, a modified tree join algorithm is presented for evaluating a buffer
query. The correctness of this algorithm is based on the fact that two objects
are within distance d exactly when their minDist is.
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Fig. 2. Experiment Environment Details

4.1 Framework

Throughout the discussion, variants of R-trees [13] are assumed to be built on the
geometric attributes. In our implementation, ordered Hilbert R-trees are used
[9] and the main data files contain the geometric objects. An R-tree is said to be
ordered if the objects in the main data file have the same relative order as their
corresponding leaf entries. The spatial query processing framework assumed is
the 3-step spatial join processing proposed in [4], as was discussed in Section 2.
In this work, the filtering step produces no false hits while in the refinement step,
a minDist algorithm presented in Section 6 is applied to the objects involved.

4.2 A Buffer Query Evaluation Algorithm

If R-tree variants have been built on the geometric attributes, a spatial join
algorithm can be used to perform MBR-join [3]. Since existing spatial join al-
gorithms are designed for the intersection operator, modifications are required
so that only pairs whose minDist is less than or equal to the given d are in the
candidate set.

The following is a modified tree join algorithm for evaluating a buffer query,
given a distance d, for two data sets that are indexed by R-tree variants. Node is
a data type or class denoting a node in an R-tree. Each node contains a number
of entries and each entry has an mbr and has a child: for leaf nodes, the child
points to a geometric object in the main data file while for non-leaf nodes, it
points to a node in the tree. Let us assume further that for each child, there is
a function retrieve() that retrieves the object or node pointed at by the child.
The algorithm findMBRCandidatePairs returns a subset of Cartesian product of
entries from the two nodes R and S such that their mbrs are within distance d.
The function minDist accepts two geometric objects and returns the minimum
distance between them. An efficient way of evaluating this function is introduced
in Section 6. The algorithm windowQuery(n, p, d, result) finds objects in the
subtree n that are within distance d of the object pointed at by p.

Algorithm bufferQueryTJ(Node R, Node S, double d, File resultSet):
Find elements in the Cartesian product of pointers to objects in the two
data sets that are within distance d of each other. R and S are roots of two
R-tree variants for data sets A and B, respectively. The pairs that are in the
query answer are stored in a sequential file resultSet.
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(1) candidates = findMBRCandidatePairs(R, S, d);
(2) for each pair <r, s> in candidates do:
(3) if (R is a leaf)
(4) if (S is a leaf)
(5) if minDist(r.child.retrieve(), s.child.retrieve())≤d
(6) append <r.child,s.child> to resultSet;
(7) else /*R is a leaf while S is not. */
(8) windowQuery(s, r.child, d, resultSet)
(9) else if (S is a leaf) /*S is a leaf but not R.*/
(10) windowQuery(r, s.child, d, resultSet)
(11) else /* both are non-leaf.*/
(12) bufferQueryTJ(r.child.retrieve(), s.child.retrieve(), d, resultSet)
(13) end /*for*/

5 Filtering Techniques

A problem with bufferQueryTJ is that it is very inefficient and that the time to
compute the result is long, even for relatively small data sets. The main source
of inefficiency is that the minDist function is invoked on candidates even if
they can easily be determined as hits. To overcome this deficiency, geometric
filterings are employed. In this section, filtering techniques with different costs
are presented to reduce the computation as well as IO time.

5.1 0-Object Filtering

Like buffer queries, nearest-neighbor queries [19] and closest-pair queries [8] are
distance-related queries. Efficient techniques have been developed for evaluating
these classes of queries. Although the above-mentioned work are dealing with
points only, some techniques are applicable to non-point data sets. A metric
that is useful to buffer query evaluation is the MinMaxDist metric [8].

Suppose r and s are two mbrs in an R-tree. Let {r1, r2, r3, r4} and {s1, s2,
s3, s4} be the sets of edges for r and s, respectively. The metric MinMaxDist
is defined as follows:

MinMaxDist(r,s)= mini=4,j=4
i=1,j=1 {maxDist(ri, sj)}.

maxDist(ri, sj) is the maximum of the distances between endpoints of the
two segments. Thus the metric MinMaxDist can be computed in a straight-
forward manner. To avoid examining all pairs of edges, subsets of edges from
the two mbrs can be identified by inspecting their relative positions. Since an
enclosed object and an edge of an mbr share at least a point, MinMaxDist(r,s)
can be interpreted as an upper bound on a buffer distance. Given a distance d,
if d≤MinMaxDist(r,s), then there is at least a pair of objects, one from each
of the two subtrees of r and s, that are within distance d of each other. If the
mbrs are from leaf entries, then the two enclosed objects are guaranteed to be
within distance d.

The above metric provides a sufficient condition to determine if a candidate
is a hit without retrieving the actual objects. Let us call a technique an x-object
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filtering if it is a sufficient condition for determining if a candidate satisfies a join
condition and requires exactly x objects to be accessed or retrieved. The above
0-object filtering can easily be incorporated into a spatial join algorithm. As
will be shown later, it is very effective, especially when the distance is relatively
large.

5.2 1-Object Filtering

Given a candidate, one could just retrieve both objects and test for the condition.
Alternatively, an object from the pair is retrieved and the vertices are tested
against the other mbr to see if they satisfy the join predicate. Since exactly
one object in a candidate is accessed, this is a 1-object filtering. The following
is an algorithm for implementing this 1-object filtering. The minimum of the
maximum distance (MinMaxDist) between a vertex and an mbr is computed
with a formula in [19].

Algorithm MinMaxDist1−obj(GeometricObject o, Mbr r, double d):
Given a distance d, an object o and an mbr r, determines an upper bound
on the distance between the two objects. If the upper bound is less than or
equal to d, return true else return false. The upper bound is the minimum
of maximum distances between vertices of o and r.

(1) curMin=+∞;
(2) for each vertex v of o, do the following:
(3) curMin = min { MinMaxDist(v, r), curMin};
(4) if (curMin≤d) return true;
(5) end /* for */
(6) return false;

The 1-object filtering has the potential of avoiding the retrieval of an object as
well as elimination of the relatively expensive minDist computation. The cost
is the extra computation time which is proportional to the number of vertices of
the retrieved object. A fundamental question with this technique is which object
in a pair should be retrieved to test against the mbr of the other object. Let us
call the object in a pair that is accessed or retrieved back the retrieved object.
In the filtering test, the minimum of {MinMaxDist(pi,r) | pi is a vertex of the
retrieved object and r is the mbr of the other object} is used as an upper bound
on the distance between the two objects. Let MinMaxDist1−obj(o1,r2) be the
minimum {MinMaxDist(pi, r2) | pi is a vertex of o1}.

Consider now two objects o1 and o2 with their mbrs r1 and r2, respectively.
Assume further that r1 is much smaller than r2. Then MinMaxDist1−obj(o1,
r2) is likely (but not always) to be greater than MinMaxDist1−obj(o2, r1), as
is illustrated in Figure 3. In this example, it is assumed that the closest vertex
is in the middle of a boundary edge of an mbr. The MinMaxDist1−obj(o1,
r2) and MinMaxDist1−obj(o2, r1) are denoted by the solid and dashed lines,
respectively.
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Fig. 3. A Small and A Large Mbrs

To investigate how the size of an mbr influences the performance of this
filtering technique, three strategies are implemented. In the first strategy, both
objects in a candidate are retrieved and two filterings are performed; one for
each object against the other’s mbr. The test on a candidate is successful if
at least one of the filterings produces a value that is less than or equal to the
distance value. Let us call this the perfect selection. For each distance value,
the number of successful tests is collected. Imagine that someone knows which
object in a pair should be retrieved all the times. Then the number of successful
tests in evaluating a buffer query is the same as the number of successful tests
in the perfect selection. Thus, the perfect selection represents the strategy that
always selects the right object in the pair as the retrieved object. In the second
strategy, the object with the larger mbr (in term of area) is selected as the
retrieved object while the third strategy selects the smaller one. Again a test is
successful if the filtering test produces a value that is less than or equal to the
distance value. Let us call the second and third strategies the large and small
selection, respectively. The number of successful tests is used to measure the
effectiveness of a strategy employed. Clearly the larger the number of successful
tests, the better the strategy. The successful ratio of a selection (relative to
perfect selection) is the ratio of number of successful tests to that of perfect
selection. By definition, the successful ratio is less than or equal to 1.

Four pairs of real-life data sets are examined: road-drainage, road-building,
veg-drainage, building-veg. The data sets are selected to reflect different possible
combinations of data types.

For each pair and for each strategy, tests are performed with distance val-
ues 10, 100, 600, 1000 and 1500. The results are summarized in Figure 4. The
large selection clearly outperforms the small selection, over all data sets and
buffer distances. In fact, in many cases, the large selection is close to the perfect
selection. Among various combinations, the large strategy is the most effective
for building-veg combination. Most objects in vegetation data set have a much
larger area than the building objects and thus vegetation data objects are likely
be selected as the retrieved objects. Moreover, vegetation data objects are re-
gion and most vertices in a vegetation object form a ring that is close to the
boundary of its mbr. This also helps explain why the veg-drainage has the sec-
ond best performance in the large selection. The differences between these two
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Fig. 4. 1-Object Filtering Evaluation Result for Real-Life Data Sets

combinations are likely due to the larger size and line type of drainage data set.
A similar result is also obtained for synthetic data sets [5].

In sum, for both real-life and synthetic data sets tested, and for all buffer
distances, the 1-object filtering strategy based on the larger mbr is very effective.
From now on, the large selection is used in the 1-object filtering.

6 Minimum Distance Algorithms

In this section, we investigate the problem of computing the minDist between
two non-point objects. Clearly if two objects intersect, the minDist is zero.
From now on, objects are assumed to be disjoint when minDist is considered.
A plane-sweep algorithm could be invoked to determine if two non-point objects
are disjoint [6].

6.1 Minimum Distance between Points and Segments

Suppose w is a point and s a segment. Let pp(w, s) be the perpendicular line to
s that passes through w. To compute the minDist of a point w to a segment s=
{u,v}, where u and v are its endpoints, generate pp(w,s). If pp(w, s) intersects
s at a point q, then the minDist between w and s is the distance from w to q.
Otherwise min(dist(w,u), dist(w,v)) is the minDist of w and s.

Now consider two segments s= {s1,s2} and t= {t1,t2}. Two endpoints si and
tj , one from each segment, is said to be the closest if their distance is shortest
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Fig. 5. Distance Between Segments

among all such pairs. Consider the endpoint s1 and the segment t. Either pp(s1,t)
intersects segment t at a point p, or it does not intersect t. In the former case,
let us call the segment between s1 and p an endpoint perpendicular segment. In
Figure 5, segments n and m are endpoint perpendicular segments and are the
only endpoint perpendicular segments between s and t.

Lemma 1 Let s and t be two segments. The minDist(s, t) is the minimum of the
distance of closest enpoints and the length of the shortest endpoint perpendicular
segment.

[Proof]: See [5]. 2

6.2 Minimum Distance between Objects

It is easy to verify that the problem of determining the minDist between two
non-point objects is reduced to the problem of determining the minDist be-
tween two line objects. This gives rise to a minDist algorithm. For each pair
of segments, one from each object, computes the minDist. The minimum of
minDist among these pairs is the minDist between two non-point objects. Let
us call this Algorithm GenMinDist. The time complexity is O(n×m), where
n and m are the number of segments in each object, respectively.

6.3 A minDist Algorithm for Simple Chains

The algorithm GenMinDist applies to two disjoint sets of segments. However,
the segments in a set need not be a chain nor is simple. In this subsection, an
algorithm is presented for finding the minDist between two simple chains. Con-
sider two disjoint simple chains, the main idea of the algorithm is to identify sub-
sequences of chains, which we call frontiers, for computing the minDist between
the two objects. The important property of a frontier of a simple chain is that
computing the minDist with the frontier is the same as computing the minDist



Evaluation of Buffer Queries in Spatial Databases 207

with the whole chain. To simplify the presentation, it is assumed throughout in
this subsection that the mbrs of two disjoint simple chains are themselves dis-
joint.

Let C1 and C2 be two disjoint simple chains. The chain C1 is said to be in X
quadrant (corner quadrant) of C2 if C1’s mbr is in X quadrant (corner quadrant,
respectively) of the mbr of C2. A vertex in a chain c is said to be a touching
vertex if it is a point on a boundary of the mbr of c.

minDist for Simple Closed Chains In this subsection, we show how to
compute the minDist for simple closed chains.

We first consider the case where one simple closed chain is at the corner
quadrant of the other. The X frontier of a simple closed chain C1 is defined by
two touching vertices which are located as follows, where X is one of the four
corners of an mbr: At the corner X of the mbr, there are two incident edges. The
edges can be ordered with respect to the center of the mbr in clockwise direction:
assign increasing numbers to edges with the restriction that the numbers of two
incident edges at the corner X are consecutive. The smaller is the begin while
the larger is the end edge. Starting at the corner X, search along the begin edge
to locate the first touching vertex. The vertex found is the begin vertex of the
X frontier. Likewise the end vertex is found by searching along the end edge,
starting at corner X, for the first touching vertex. The existence of two touching
vertices is guaranteed as each edge must have at least one point from C1. The
sub-chain from the begin to the end vertices is the X frontier of C1. Note that
the sub-chain from the end vertex to the begin vertex is different from the X
frontier of C1. The portion of begin (end) edge that is between the corner X and
begin (end) vertex is said to be covered by the frontier.

In Figure 6 (a), C1 is in NW corner quadrant of C2. Or equivalently, C2 is
in the SE corner quadrant of C1. The SE frontier of C1 is the sub-chain from
vertex 1 to vertex 2 while the NW frontier of C2 is the sub-chain from vertex
2 to vertex 5. It can be shown that the minDist between these frontiers is the
minDist between the two objects. Observe that the point p on C1 is not on the
SE frontier of C1 and its distance from any point q in C2 is longer than that
from the begin vertex 1 to q. This leads to the following.

Lemma 2 Suppose C2 is at the X corner quadrant of C1. Let q be a point of
C2 and p a point on the begin (end) edge of X corner of C1 that is not covered
by the X frontier of C1. Then dist(q, p)>dist(q, u), where u is the begin (end,
resp.) vertex of the X frontier of C1.

[Proof]: Since the begin (end) vertex u and the point p are on the same edge
of an mbr, one of x- or y-value are the same. Without loss of generality, let their
x-values be the same. By the assmuption that p is not in the covered portion
and due to the relative position of C1 and C2, the difference of y-value between
q and p must be greater than that of q and u. Thus the Lemma follows. 2
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Fig. 6. Examples

Corollary 3 Suppose C1 is in X corner quadrant of C2 and C2 is in Y corner
quadrant of C1. Then the minDist between the Y frontier of C1 and X frontier
of C2 is the minDist between C1 and C2.

[Proof]: Suppose at least one of two closest points from C1 and C2 is not on
the corresponding frontier. By assumption on the relative position of C1 and C2,
if the straight line joining the closest points intersects a boundary edge of an
mbr, it must be a begin or an end edge. By assumption on the closest points,
the straight line joining them passes through a point on the boundary that is
not covered by the corresponding frontier. By Lemma 2, this pair cannot be the
closest. A contradiction. 2

Suppose C1 is in the W quadrant of C2, as shown in Figure 6 (b). Or equiva-
lently, C2 is at the E quadrant of C1. Define upperY as min(C1.ymax, C2.ymax)
and lowerY as to max(C1.ymin, C2.ymin). The E (W) frontier for a simple closed
chain C is identified as follows:

Search the E (W) edge of the mbr of C for the touching vertex with its y-
value just greater than or equal to upperY. If there is no such touching vertex
on E (W) edge, search the N edge westward (eastward), starting from the NE
(NW) corner, for the first touching vertex. The touching vertex found is the
begin (end) vertex for the E (W) frontier.

Search the E (W) edge of the mbr of C for the touching vertex with its y-value
just less than or equal to lowerY. If there is no such touching vertex on E (W)
edge, search S edge westward (eastward), starting from the SE (SW) corner, for
the first touching vertex. The touching vertex found is the end (begin) vertex
for the E (W) frontier. In Figure 6 (b), the E frontier of C1 and W frontier of
C2 are sub-chains from vertices 1 to 4 and from vertices 4 to 1, respectively.

Lemma 4 Suppose C1 is on the W quadrant of C2. Or equivalently, C2 is on
the E quadrant of C1. Then the minDist of E frontier of C1 and the W frontier
of C2 is the minDist between C1 and C2.

[Proof]: See [5] 2
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The frontiers for objects in the north-south position can be identified in a
similar fashion.

minDist for Simple Non-closed Chains So far we consider closed chains
and objects whose mbrs do not overlap. The algorithm can be extended to non-
closed chains and to disjoint objects whose mbrs overlap [5]. From now on, we
call this the MinDist algorithm.

6.4 Performance Evaluation of GenMinDist and MinDist
Algorithms

Although both algorithms have the same worst time complexity, it is expected
that on average MinDist should outperform GenMinDist. To evaluate their ef-
fectiveness, experiments are performed with the data sets presented in Section 3.

In both approaches, the most important operation is the computation of
the minDist between a pair of line segments. Let us call such an operation a
segment calculation. Thus in evaluating the performance of the two algorithms,
we compare the number of segment calculations as well as the total computation
time.

A test involves two distinct data sets. A set of randomly selected pairs of
objects from the two data sets of size sampleSize is generated and used as input
to the algorithms. All these objects are main memory resident. The computation
time measures only the time required for minDist computation on these main
memory objects. To avoid any unforeseeable anomaly, this process repeats noOf-
Samples times. The average is used as the result of a test. In the performance
evaluation, noOfSamples and sampleSize are set to 10 and 10000, respectively.
Table 1 shows the result of segment calculation and total computation time
comparison.

Table 1. GenMinDist and MinDist Comparison

Independent of the combinations, the MinDist algorithm has a far better
performance than the GenMinDist. The MinDist requires about 1/4 of time in
the worst case and about 1/10 in the best case when compared to GenMinDist.
MinDist performs best when both data sets are regions while it performs less
impressive when both are lines.
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7 Performance Evaluation of Buffer Query with Filtering

In the previous sections, filtering techniques are proposed and a more effective
minDist algorithm is presented. In Section 7.1, the filtering techniques are in-
corporated into bufferQueryTJ. It is then evaluated in Section 7.2. For the rest
of this paper, the MinDist algorithm is used whenever the minDist function is
invoked.

7.1 A Modified Buffer Query Evaluation Algorithm

The 0- and 1-object filterings can be incorporated into the bufferQueryTJ
easily. Let us call the modified algorithm bufferQueryPrune. The modified
algorithm is obtained from bufferQueryTJ by replacing statements (5) and
(6) with the following statements. A similar change is also made to algorithm
windowQuery. The area() method returns the area of an mbr.

(5) if MinMaxDist(r.mbr, s.mbr)≤d /* 0-obj filtering*/
(6) append <r.child,s.child> to resultSet;
(7) else /*perform 1-obj filtering */
(8) if (r.mbr.area()≥s.mbr.area())
(9) largeObj = r.child.retrieve(); small =s;
(10) else largeObj =s.child.retrieve(); small =r;
(11) if (MinMaxDist1−obj(largeObj,small.mbr, d))
(12) append <r.child, s.child> to resultSet;
(13) else /* refinement: need to retrieve the small object.*/
(14) smallObj=small.child.retrieve();
(15) if minDist(largeObj, smallObj)≤d
(16) append <r.child,s.child> to resultSet;

7.2 Performance Evaluation

Environment With filterings, the main difference between the two algorithms
is how often objects in main data files are accessed. To evaluate the performance
of the proposed algorithm, a caching scheme is implemented for swapping in
and out objects in a main data file. As the data files and geometric objects are
of various sizes, the size of a cache is specified as a percentage of the file size.
Objects are swapped-in and -out of the main memory whenever a cache is full.
The replacement scheme used is the well-known LRU replacement scheme. In
each session, statistics such as the execution time and the number of objects
swapped-in are generated to evaluate the performance of the algorithm.

There are four pairs of real-life data sets: road-building, road-
drainage, building-veg, veg-drainage. And there are four pairs of synthetic
data sets: road random-building random, road random-drainage random, build-
ing random-veg random, veg random-drainage random. A x random data set is
generated from the corresponding x data set by randomly distributed the objects
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Fig. 7. Execution Time

over the covered area. The resulting data set is a uniform distribution of objects
over the map area. The buffer distances are set at 10, 100, 600 and 1500 and
they represent very small to very large buffer distances relative to the object
average sizes. The cache sizes are 1%, 20% and 100% of a file size.

Evaluation of Filtering Techniques In BufferQueryPrune, a candidate is
first evaluated with the least expensive technique - 0-object filtering. If it fails,
a more costly operation, 1-object filtering, is applied. Finally, if both filterings
fail, the most expensive minDist is invoked. To investigate the performance of
filtering techniques, three algorithms are implemented and tested. The first is
the BufferQueryTJ which is without 0- and 1-object filterings. The second is
the BufferQueryTJ but incorporating the 0-object filtering. The third is Buffer-
QueryPrune which incorporates both 0- and 1-object filtering techniques.

Figure 7 summarizes and compares the execution time of these algorithms.
The execution time is the average execution time for the three different cache
sizes. The real-life and synthetic data sets are denoted by dashed and solid
lines, respectively. Although there are differences among various combinations,
the following are some important general observations. Firstly, except in some
combinations with buffer distance equal to 10, BufferQueryPrune outperforms
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the other two algorithms; and in fact, in many cases, by a wide margin. This
implies the saving obtained outweighs the overhead of the filtering techniques.
Secondly, compared to BufferQueryTJ, the performance of BufferQueryPrune
improves significantly with the increase in buffer distance. Thirdly, the 0- and
1-object filtering techniques have incremental contribution to the buffer query
evaluation. Fourthly, relative to BufferQueryTJ, BufferQueryPrune has a slower
rate of increase in execution time as the distance increases. This is primarily due
to the decrease in both the execution time and the amount of data read from
the disk. Lastly, the majority of buffer query evaluation time is on filtering and
evaluation. Only small fraction of the time is on MBR-join. For the real-life data
sets, the total execution time for a buffer query with algorithm bufferQueryPrune
ranges from about 150 seconds to 3500 seconds. The time for computing the
candidate set in MBR-join ranges from 18 to 88 seconds.

In a buffer query evaluation, an object may be read or swapped-in more
than once. Let us call this duplicate swap-in. Next we look at how the filtering
techniques affect duplicate swap-in as cache size changes. Let us define duplicate
swap-in ratio as the ratio of the number of objects swapped-in during a query
evaluation to that when no duplicate swap-in; that is, when the cache size is
set to 100%. Informally, when the duplicate swap-in ratio is x, it means that,
on average, every object involved in the query evaluation is swapped-in x times.
Clearly for cache size of 100%, the duplicate swap-in ratio is 1. The smaller the
ratio, the better the performance. Table 2 summarizes the result on duplicate
swap-in for the real-life data sets. In the columns of 1% and 20%, the values
are the duplicate swap-in ratios when the cache size is set to the corresponding
fraction. For the columns of 100%, they record the number of objects swapped-in
during the evaluation process. That is, the number of distinct objects needed in
the evaluation. The result of duplicate swap-in for synthetic data sets is similar
[5].

From Table 2, duplicate swap-in increases as buffer distance increases. This
is expected as distance d increases, more and more objects from the same data
set are within distance d of an object in the other data set. This results in
duplicate swap-in. Buffer query evaluation is costly, especially when the distance
is large. On the other hand, the duplicate swap-in decreases with larger cache
sizes. From Table 2, BufferQueryPrune has the lowest duplicate swap-in across
all data sets, cache sizes and buffer distances. Relative to BufferQueryTJ, the
rate of increase in duplicate swap-in is relatively flat for BufferQueryPrune.
This shows the effectiveness of the filtering techniques. From columns 100%, it
also requires the fewest number of objects in query evaluation. This implies that
BufferQueryPrune accesses the least amount of data. Relative to BufferQueryTJ,
the improvement becomes significant when the distance is greater than 100.

In sum, the performance of bufferQueryPrune is superior when compared to
bufferQueryTJ. Our experiments show that it is preferred independent of the
data sets, buffer distances and cache sizes. The improvement in performance
by bufferQueryPrune is significant, especially with large buffer distances. The
proposed filtering strategies determine if a candidate is in the answer with a
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Table 2. Duplicate Swap-in Summary for Real-Life Data Sets

minimum cost. It invokes the expensive operation minDist only if it is absolutely
necessary. As a result, it minimizes both the CPU as well as IO. In the next
section, we shall analyse the contribution of 0- and 1-object filtering techniques.

The Contribution of 0- and 1-Object Filterings In this section, we con-
centrate on bufferQueryPrune. Let us first look at how each filtering technique
contributes to the answer. Figure 8 shows the fraction of the candidate set that
a technique contributes to the answer for various combinations of real-life data
sets with different distance values. Again the result for synthetic data sets is
similar [5].

When the buffer distance is very small (i.e., distance = 10), 0-object filtering
is ineffective while 1-object filtering has some contribution. From Figure 7, the
differences in execution time among the algorithms, however, are negligible. This
is due to the low cost of the 0-object filtering and the small number of candidates.
As the buffer distance increases, the effectiveness of 0- and 1-object filterings
become more and more predominant, and thus as the percentage of the size
of candidate set, fewer need to be evaluated with minDist operations. This
contributes to the reduction in the number of duplicate swap-in which in term
implies fewer IO operations. For instance, for large buffer distance (i.e., distance
= 1500), less than 10% of candidates need to be evaluated with the minDist
function. For relatively large distances (i.e., distance = 600, 1500), the combined
techniques work equally well for all data sets tested. This can be explained by the
fact that the distance value is much larger than the average width or height of
the object’s mbrs. For smaller distance values (i.e., distance =100), the 0-object
filtering performs better for road-building since the average object’s mbrs are
smaller while 1-object filtering works better for veg-building and veg-drainage
combinations because of the much larger size of vegetation objects.
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Fig. 8. Contributing Ratios of Various Techniques for Real-Life Data Sets

8 Conclusion

We investigated the problem of how to evaluate buffer queries efficiently. A buffer
query involves two data sets and a buffer distance. A fundamental problem in
buffer query evaluation is to determine if two geometric objects are within a
given distance d. We derived an efficient algorithm MinDist for solving this
problem. We showed that, with real-life data, the proposed MinDist algorithm
outperforms the brute-force approach by a wide margin. The performance of this
algorithm is particular impressive for large region data sets.

Together with a MinDist algorithm, existing spatial query evaluation algo-
rithms can be modified easily to evaluate a buffer query. However, the cost of
evaluating a buffer query increases drastically when the distance is relatively
large. We observed that many or even most candidates produced in MBR-join
need not be evaluated with the relatively expensive minDist operations. We
proposed an algorithm that employs 0- and 1-object filterings to reduce the
computation as well as IO accesses. In this algorithm, a candidate is first eval-
uated with the least expensive technique - 0-object filtering. If it fails, a more
costly operation, 1-object filtering, is applied. Finally, if both filterings fail, the
most expensive minDist operation is invoked. We showed with real-life as well as
synthetic data sets that the proposed algorithm is very effective: both the execu-
tion time and IO accesses are reduced significantly as buffer distance increases.
It works well across all cache sizes, buffer distances and data sets. Duplicate
swap-in is unavoidable if buffer distances are not restricted to a small range.
An issue for future investigation is to develop techniques that reduce duplicate
swap-in further in a buffer query evaluation.
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Abstract. Spatial joins are fundamental in spatial databases. Over the
last decade, the primary focus of research has been on joins with the
predicate “region intersection.” In modern database applications involv-
ing geospatial data such as GIS, efficient evaluation of joins with other
spatial predicates is yet to be fully explored. In addition, most exist-
ing join algorithms were developed for two-way joins. Traditionally, a
multi-way join is treated as a sequence of two-way joins. The goal of
this paper is to study evaluation of multi-way spatial joins with direc-
tion predicates: complexity bounds and efficient algorithms. We first give
I/O efficient plane sweeping based algorithms for 2-way direction joins
and show that by combining the plane sweeping technique with external
priority search trees, a 2-way direction join of N -tuple relations can be
evaluated in O(N logb

N
M

+ k) I/Os in the worst case, where M is the
size of the memory, b is the page size and k is the result size. The algo-
rithms are then extended to perform a subclass of multi-way direction
joins called “star joins”. We show that the I/O complexity of evaluating
an m-way star join of N -tuple relations is O(mN logb

N
M

+K+k), where
K ≤ mN2 is the size of the intermediate result, M , b and k (≤ Nm) are
the same as above. We also apply the algorithm for star joins to evalu-
ate a more general case of multi-way joins, which are star connections
of star joins and show that this can be done in polynomial time. In the
general case, we show that testing emptiness of a multi-way direction
join is NP-complete. This lower bound holds even when in the join pred-
icate (1) only one attribute for each relation is involved, and (2) each
spatial attribute occurs a bounded number of times. It implies that join
evaluation in these cases is NP-hard.

1 Introduction

Similar to the relational join operations, spatial joins play an important role
in spatial databases since they can connect different datasets through spatial
predicates. Unfortunately, spatial joins are very expensive to evaluate. Although
? Support in part by NSF grants IRI-9700370 and IIS-9817432.
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one could treat spatial joins as user-defined external functions in the efficient
evaluation of joins, it is generally believed that more efficient algorithms may be
developed by exploiting the semantics of spatial predicates. Unlike the relational
case, there is a rich set of spatial predicates, ranging from topological properties
(e.g., intersection), (Euclidean) distances, to directions. Directions are funda-
mental in especially geospatial database applications. The focus of this paper is
to study algorithms for spatial joins with direction predicates.

A multi-way direction join involves more than two relations. Little has been
done for multi-way spatial join evaluation. In relational databases, a multi-way
join is processed by combining multiple 2-way joins. This method was used for
multi-way spatial join in [MP99,PRS99]. Their algorithms require that the in-
put relations have R-tree indexes. First, two relations are joined together using
R-tree based 2-way spatial join algorithm and the result is joined with a third re-
lation, and then the fourth relation, and so on. In [MP99], the 2-way join between
an intermediate result and an input relation is evaluated by a 2-way spatial join
algorithm for the case where one of the input relations (the intermediate result)
does not have R-tree index. In [PRS99], a spatial index structure is constructed
for the intermediate result and is used in the join with the input relation. In
[MP98], search algorithms for Constraint Satisfaction Problem (CSP) are com-
bined with R-tree based 2-way spatial join algorithms to solve a special case of
multi-way spatial join where there exists a join condition between each pair of
input relations. Their method was further extended to evaluate multi-way spa-
tial joins in [PMT99]. The key technique in the extended method is to traverse
several R-trees simultaneously to achieve I/O efficiency and use techniques in
CSP to speed up the join with the remaining relations. In the present paper, we
investigate multi-way spatial joins with direction predicates with a focus on I/O
complexity in the worst case.

A lot of work has been done on 2-way spatial joins. Most previous work fo-
cused on joins with the predicate region intersection. The intersection spatial
join algorithms can be roughly divided into two categories: ones that use spatial
index structures and ones that do not. Algorithms of [BKS93,HJR97] use spa-
tial index structures such as R-trees, R+-trees, R∗-trees. Interval B-trees [ZSI99]
and external segment trees [Arg95] can also be used. Algorithms without using
index structures were reported in [PD96], [LR96], and [APR+98,Vit98]. [PD96]
and [LR96] used a partition based method, and [APR+98,Vit98] applied the
distributes-sweeping technique developed in [GTVV93]. In [Rot91,SA97], spa-
tial joins with a more general predicate within was considered, which returns
objects within some distance. Hjaltason and Samet [HS98] developed a distance
spatial join algorithm that uses R∗-tree like index structure and priority queue
to compute tuples whose spatial attributes are within a given range. The worst
case I/O complexity of all above algorithms is unfortunately O(N2), except that
algorithms of [Arg95,APR+98,ZSI99] have a O(N logN + k) I/O complexity for
intersection spatial join.

Günther [Gün93] proposed a general method using generalization trees as in-
dex structures for evaluating joins with many predicates including intersection,



On Multi-Way Spatial Joins with Direction Predicates 219

direction, distance, etc. Becker, Hinrichs, and Finke used grid file to compute
spatial joins [BHF93]. These algorithms uses data structures that cannot guar-
antee better I/O complexity in the worst case. In fact, in the worst case the I/O
cost of these join algorithms is still O(N2). There is no other work on spatial
joins with direction predicates to the best of our knowledge.

Spatial objects are potentially very large. Approximations are frequently used
to reduce the access to the spatial objects. A popular approximation method is
minimum bounding rectangles (mbr’s). Typically, the evaluation of a spatial join
employs two steps: (1) Filter step that applies spatial join on the mbr’s of the ob-
jects; and (2) Refinement step that checks whether the objects discovered by the
filter step satisfy the given predicate. Most work on spatial joins focuses on the
filter step and mbr’s, (although some work on other approximation methods has
been done [BKSS94,ZS98,ZSI00a,ZSI00b]). This is also the focus of the present
paper. Specifically, we define and study direction predicates between rectangles.

This paper makes the following three contributions.

1. We develop an I/O efficient algorithm for 2-way direction joins with one
predicate. The algorithm uses the plane sweeping technique and I/O efficient
data structures such as external priority search trees [ASV99] and B-trees.
We show that each 2-way direction join with one predicate can be computed
within O(N logb

N
M + k) I/Os, where N is the size of the relations, M is the

size of the memory, b is the page size, and k is the number of rectangle pairs
satisfying the direction predicate (the result size).

2. We extend our algorithm for a subclass of multi-way direction joins, “star
joins”, in which all join predicates involve one common relation (called the
“center relation”). The idea is to decompose star joins into a sequence of
2-way direction joins with one predicate and merge their results together.
For the case where the center relation of the star join is always the right
relation in a join predicate, we use the 2-way direction join algorithms to
evaluate each 2-way join and store their results in one B-tree on tuples in
the center relation. When the center relation also occurs as left relations in
the join condition, we develop new techniques to ensure I/O efficiency. Let
M be the size of the memory. We show that each m-way star join of N -tuple
relations can be evaluated in O(mN logb

N
M + K + k) I/Os, where K≤mN2

is the size of the intermediate result, and k≤Nm the size of the join result.
We then extend the evaluation algorithm for star joins to evaluate multi-way
direction joins that are star connections of d star joins. We show that the I/O
complexity in the worst case is O(dN2 logb

dN
M +mN logb

N
M +dmN +K +k)

where m is the total number of relations (occurrences) involved.
3. We also study the complexity of evaluating a multi-way direction join. Specif-

ically, we study the problem of testing if the result of a given multi-way join
with direction predicates of given relations is empty. We show that this prob-
lem is NP-complete in general and surprisingly even for the case when (1)
only one (spatial) attribute from each relation is involved in the join con-
dition, and (2) each (spatial) attribute occurs a bounded number of times
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in the join condition. The result immediately implies that the multi-way
direction join evaluation problem is intractable.

This paper is organized as follows. Section 2 defines a spatial model and
direction predicates used in the paper. Section 3 presents the algorithms for
evaluating 2-way direction joins with single predicate. Section 4 discusses evalu-
ation of star joins and extensions. Section 5 studies the complexity of evaluating
multi-way direction joins. Section 6 gives the conclusions.

2 Direction Joins

In this section, we briefly introduce the spatial data model used in this paper, de-
fine the direction predicates and multi-way direction join operations, i.e., spatial
joins with direction predicates.

We consider spatial regions that are (filled) rectangles with non-zero area in
the (real) plane. Two rectangles are said to interior-intersect (i-intersect) if their
interiors intersect. A region is bounded if it is contained in the rectangular region
a ≤ x ≤ b ∧ c ≤ y ≤ d for some real numbers a, b, c, d. A spatial object in a
database is a bounded rectangle.

A fundamental geospatial properties, direction predicates are an important
class of spatial predicates in GIS applications. Unfortunately, there does not seem
to be a single standard way to define directions. Some treat direction predicates
based on regions induced by horizontal and vertical lines which are projections
of the given object [Fra92,PS93,PTS94]. Others use angular directions between
objects [Dut89,Her93]. In this paper, we adopt the former and our definitions
are close to the ones in [PTS94] and focus on join evaluations.

NortheastNorthwest North

QWest East

Southwest South Southeast

o

o1

o2

o3

o4

o5

(i) Regions defined by o (ii) Examples of direction predicates

Fig. 1. Direction Predicates and Examples

In our model, we only consider directions between two objects whose interiors
do not intersect. (Their boundaries may intersect.) Specifically, a spatial object
o induces eight (unbounded) regions as shown in Fig. 1(i). We introduce the
following three classes of direction predicates with respect to o using the regions.

– Uni-direction predicates: E (east), S, W, N, SE (southeast), SW, NE, and NW.
The semantics of all predicates is defined similarly as the following example
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illustrates. Two objects o, o′ satisfy (o′ N o) if o′ i-intersects only the north
region of o and o, o′ do not i-intersect. For instance, o1 in Fig. 1(ii) is in the
north of o and (o1 N o) is true. But (o2 E o) is false since o2 also i-intersects
the northeast region of o.

– Bi-direction predicates: NE-N, NE-E, SE-E, SE-S, SW-S, SW-W, NW-W, and
NW-N. A bi-direction predicate is true if one object i-intersects exactly the
two specified regions of the other and the two objects do not i-intersect. For
example, the object o2 in Fig. 1(ii) satisfies NE-E with respect to o.

– Tri-direction predicates: weak-p, where p is one of E, W, S, and N. Two objects
o′, o satisfy (o′ weak-p o) if o′ i-intersects three consecutive regions that are
(1) induced by o and (2) centered at the region corresponding to p, and
the two objects do not i-intersect. In Fig. 1(ii), (o5 weak-S o) is true. (Note
that weak-SW is not meaningful since it is not possible to have two objects
non-i-intersect but one intersects three consecutive regions centered at the
southwest, e.g, o4. Three other predicates are similar.)

Our definitions are close to the ones in [PTS94], and some of predicates
defined above turn out to be the same as theirs. For example, in our definition
the predicate N is the same as their “strong bounded north.” However, there
are some major differences between our definitions and theirs. First, we define
direction predicates using unbounded regions defined by the referenced object,
while in [PTS94], they define the predicates using points of the two objects.
Second, we consider only rectangle objects and assume that the interiors of
two objects do not intersect. Third, the predicates we defined here are pairwise
exclusive, meaning that if two spatial objects satisfy one predicate, they do not
satisfy all other predicates. However, in [PTS94], two objects may satisfy several
predicates at the same time.

A direction join is a join with a conjunction of direction predicates as the
join condition.

Example 2.1 Consider a database with the following relations: beaches, hotels,
and camp sites. Each relation has a spatial attribute specifying the actual loca-
tions. Then the query “find all hotels in the west of a beach with rate lower than
100 dollars” requires a join of hotels with beaches based on their locations and
relative directions. As another example, the query “find all beaches with camp
site in the east and hotel in the north” would require a join of all three relations
and direction specifications of all three locations. The first query involves a tow-
way direction join with predicate W, while the second involves a 3-way direction
joins with three relations and predicates N and E. ut

Definition 2.2 Let r1, ..., rm be a sequence of (not necessarily distinct) relations
for some positive integer m and ϕ a conjunction of direction predicates over
spatial attributes in ri’s. An m-way ϕ-join of r1, ..., rm, denoted by 1ϕ[r1, ..., rm],
consists of all tuples (t1, ..., tm) such that ∀i, ti ∈ ri and ϕ is true.

For example, the direction joins of the two queries in Example 2.1 are ex-
pressed as 1H .loc W B.loc [H, B] and 1(C.loc E B.loc)∧(H.loc N B.loc) [H, B, C].
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An important subclass of 2-way direction joins consists of direction joins with
a single direction predicate such as the first example above. In the remainder of
the paper, unless otherwise specified, we use the term “2-way direction join” to
mean joins in this subclass.

We also assume that b is the page size throughout the paper as our interest
is on I/O complexity.

3 A Sweeping Technique for 2-Way Direction Join
Evaluation

In this section, we develop a technique for 2-way direction joins with one pred-
icate. The technique combines plane sweeping [SH76] and I/O efficient data
structures such as B-trees and external priority search trees [ASV99]. Using
this technique we show that each 2-way direction join can be computed within
O(N logb

N
M + k) I/Os, where N is the size of the relations, M is the size of the

memory, and k is the number of rectangle pairs satisfying the direction predicate
(the result size).

Let r, s be two relations with spatial attributes A, B (resp.) and θ a direction
predicate. The 2-way direction join 1r.Aθs.B [r, s] returns all pairs of tuples t ∈
r, t′ ∈ s such that (t.Aθt′.B) is true. The main idea of evaluating the join is to
use the plane sweeping technique. The technique is to sweep a horizontal (or
vertical) line across the plane in a predetermined direction (depending on the
predicate θ). At each position of the sweep line, a rectangle can be in exactly
one of the following three states: sleeping if the sweep line has not reached it yet,
active if the sweep line intersects it, and dead when the sweep line has passed
it. During the join evaluation, according to the direction predicate, dead objects
will be maintained and appropriate operations are performed to find all pairs of
rectangles that satisfy the direction predicate.

In the following, we illustrate this join evaluation technique with the predicate
N, and then generalize the technique to handle other predicates.

For simplicity, let r and s be two sets of rectangles. We compute 1r N s[r, s] as
follows. A horizontal sweep line is used in this case. Initially the line is located
above all rectangles in r and s. Since the predicate is N, we keep track of all
rectangles in r that are above the current sweep line, i.e., all dead rectangles
in r, in the dead set of r. During the computation, the sweep line moves down.
When it leaves the lower boundary of a rectangle t in r, the state of t changes
from active to dead and t is inserted into the dead set. When the sweep line
encounters the upper boundary of a rectangle t′ in s, a search is performed to
find all rectangles in r that are in the north of t′. Clearly, a rectangle in r is in the
north of t′ if it is currently dead and its projection on the x axis (x-projection)
is contained in the x-projection of t′. Therefore, the search to be performed
is an interval containment search on the x-projections of all rectangles in the
dead set. This interval containment search problem can be reduced into a 2-
sided 2-dimensional range search problem as follows. We view each x-projection
(an interval) as a 2-dimensional point with the lower, upper bounds as the x, y
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coordinates (resp.). Then finding all intervals contained in an interval [u, v] can
be done by finding all points in the right half plane of x = u and the bottom half
plane of y = v (including the lines). The sweep line keeps moving down and the
insertion and search operations are performed for rectangles in r and s (resp.)
until the sweep line passes all upper boundaries of rectangles in s.

Example 3.1 Two rectangle sets r = {t1, t2, t3, t4} and s = {t′1, t′2} are shown
in Fig. 2. At the beginning, the sweep line is located above the upper boundary
of t4. When the line reaches the upper bound of t′2, t2, t3, t4 are dead and thus in
the dead set. The search for intervals contained in the x-projection of t′2 reports
t3 and t4 which are in the north of t′2. ut

sweep

line

t2

t4
t1’

t3

t2’

t1

y

x
Fig. 2. Direction join r north s

The evaluation of direction join with other predicates are similar. Basically,
they all use plane sweeping technique and perform insertion or search operations
when the sweep line encounters the boundary of an input rectangle. However,
there are some key differences summarized in the following.

Sweep line moving direction Depending on the predicates, the sweep line
can move horizontally from top down or bottom up, or it can move vertically
from left to right or from right to left. For example, in the evaluation for
join with the predicate W (west) the sweep line is a vertical line and moves
from left to right.

Search operations In order to find join result, certain search operations are
performed. For predicates N, S, E, W, and all tri-direction predicates, these
search operations are interval containment searches which can be trans-
formed into 2-sided 2-dimensional range searches. For predicates NW, NE,
SW, and SE, the search operations look for all x-projections of dead rectan-
gles that lie in the left of the x-projection of the rectangle under considera-
tion. These can be easily implemented as 1-dimensional range searches on the
right endpoints of x-projections of all dead rectangles. For bi-direction pred-
icates, the search operations are more complicated. These operations search
for all x-projections of dead rectangles whose right endpoints are within the
x-projection of the rectangle t under consideration, and whose left endpoints
are in the left of the x-projection of t. We can view x-projections [u, v] of
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Table 3. Summary of 2-way direction join algorithms

sweep line range search data
predicates movement dimension sides structure

NE ↓ or ←
SE ↑ or ← 1 1 B-tree
SW ↑ or →
NW ↓ or →

E, weak-E ←
S, weak-S ↑ 2 external

W, weak-W → priority
N, weak-N ↓ search

NE-E, SE-E ← tree
SE-S, SW-S ↑ 2 3

NW-W, SW-W →
NE-N, NW-N ↓

dead rectangles as 2-dimensional points (u, v), and transform the search op-
eration into a 3-sided 2-dimensional search for u′ < v < v′ ∧ u < u′, where
[u′, v′] is the x-projection of the rectangle under consideration.
In summary, the search operations in all evaluations can be transformed into
either 1 sided range searches for 1-dimensional points, or 2 sides or 3 sided
range searches for 2-dimensional points.

The direction joins algorithms for different predicates are summarized in Ta-
ble 3. In the table, column 2 shows the sweep line movements, where ↓means top-
down movement, ↑ means bottom-up movement, ← means left-to-right move-
ment, and → means right-to-left movement. Column 3 provides the dimension
and side information of the range search operations in the algorithms. Column
4 shows the temporary data structures used in the algorithms which will be
explained later in this section.

We now consider the I/O complexity of these join algorithms. Again we use
the join algorithm for predicate N as an example. A key component affecting the
analysis is the insertion and the search operations on the dead set of r. To achieve
I/O efficiency, the data structure for the dead set must be carefully designed. In
order to search, the dead set must maintain the x-projections of dead rectangles
in r. As we discussed before, the search operation can be reduced into a 2-sided 2-
dimensional range search problem. Fortunately, the external priority search tree
of [ASV99] provides an I/O efficient solution for the 2-sided searching problem.
The external priority search tree is an external version of priority search tree
[McC85]. It is used to store 2-dimensional points. An external priority search
tree consists of a weight-balanced B-tree [AV96] built on the x-coordinates of all
points and auxiliary data structures associated with nodes in the tree which are
based on y-coordinates of the points. It was shown in [ASV99] that an external
priority search tree occupies O(N

b ) pages and it performs insertions in O(logb N)
I/Os and 2-sided range searches in O(logb N + k) I/Os, where N is the number
of points, and k is the number of points in the search result. We can further
show that with a memory of size M , the top O(logb M) levels of the tree can be
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stored in the memory. Thus the I/O complexity of insertion operations can be
lowered to O(logb N − logb M) = O(logb

N
M ) and the ones for range search can

be reduced to O(logb
N
M + k).

For evaluations with other predicates, if the evaluation requires 2-sided or 3-
sided 2-dimensional range search, external priority search trees are used to main-
taining the temporary data structure. If the evaluation needs only 1-dimensional
range searches, B-trees are sufficient for the temporary data structure. Column
4 of Table 3 shows the data structures used in the evaluation of a direction join.

Theorem 3.2 Let r, s be N -tuple relations with spatial attributes A, B (resp.),
θ a direction predicate, and M the size of the memory. The join 1r.Aθs.B [r, s]
can be computed in O(N logb

N
M + k) I/Os, where k is the number of tuples in

the result.

Proof. (Sketch) We prove for the case of 2-way direction joins with the predicate
N; cases for other predicates are similar.

We use the algorithm described above to evaluate the join 1r.ANs.B [r, s].
The algorithm sweeps through all rectangles in r.A and s.B and perform actions
when each rectangle encountered. The sweep accesses each rectangle in r.A and
s.B only once, The number of I/Os for this phase is O(N

b ). For each rectangle in
r.A (or s.B), an insertion operation (resp. a search operation) on the dead set
for r is performed. The dead set contains at most N points during the execution,
one for each dead rectangle in r.A. The dead set is stored in an external priority
search tree. It is shown in [ASV99] that the insertion operation on an external
priority search tree takes O(logb N) I/Os and a range search operation takes
O(logb N + k′) I/Os, where k′ is the number of rectangles in r.A that are in the
north of the current rectangle in s.B (encountered by the sweep line). Since the
memory size is M , we store the top levels of the tree in memory, the number of
I/Os required for an insertion can then be reduced to O(logb

N
M ) and the I/Os for

range search can be reduced to O(logb
N
M +k′). Let k be the size of the join result.

All executions of insertion and search operations thus take O(N logb
N
M +k) I/Os.

In conclusion, the join 1r.ANs.B [r, s] can be evaluated in O(N logb
N
M + k)

I/Os. ut

There is an important property of the algorithms for 2-way direction join
with one predicate. This property is critical for the algorithms to be described
in the next section. We state the property below.

Lemma 3.3 Let r, s be two relations with spatial attributes A, B (resp.), and
1r.Aθs.B [r, s] a 2-way direction join. The result of the join (evaluated by the
algorithms described above) is grouped by tuples in s, the relation in the right
argument of the join predicate.

For example, let r = {t1, t2, t3} and s = {t′1, t′2} be two sets of rectangles.
Assume that t1 and t2 are in the north of t′1 and t1, t3 are in the north of t′2. The
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result of 1rNs [r, s] generated by the algorithm described above is an ordered list
grouped by tuples in s. For instance, it could be {(t1, t′2), (t3, t′2), (t1, t′1), (t2, t′1)}.

In a join predicate, we term the object (relation) occurring before the di-
rection predicate symbol as the left object (relation) and the one after as the
right object (relation). In the algorithms (e.g., for N), we can see that during
the evaluation of 2-way direction joins, the search operations are only performed
when the sweep line reaches the rectangles in the right relation. Indeed, for every
tuples t in the right relation, the search operation find all tuples in the left rela-
tion that satisfy the direction predicate with t. Thus the join result is grouped
by tuples in the right relation. This is an important observation because it is
used in the next section to improve I/O efficiency of a subclass case of multi-way
direction joins.

4 An Efficient Algorithm for Star Joins

In this section, we consider a subclass of multi-way direction joins, called “star
joins”, in which all join predicates involve one common relation (called the “cen-
ter relation”). We show that each m-way star join of N -tuple relations can be
evaluated in O(mN logb

N
M + K + k) I/Os, where M is the size of the memory,

K (≤ mN2) is the size of the intermediate result, and k (≤ Nm) the size of the
join result.

The primary difficulty of evaluating a multi-way join is to efficiently manage
intermediate result and control its size. Since in a star join the center relation
connects to every other relation in the join condition, this suggests the approach
of decomposing a star join into a collection of 2-way joins followed by a merge
join (non spatial) of all results. However, a direct application of the sort-merge
method will raise the I/O complexity to O(mN2 log N) since the result of a 2-
way join may have a size up to N2. This is significantly higher (by a factor of
N) than the cost of our algorithm. A key step in our algorithm is to guarantee
that the results of 2-way joins are always sorted using several new techniques so
that the results of two-way joins can be pipelined to the merge phase.

Definition 4.1 Let r1, ..., rm be a sequence of relations and 1 ≤ j ≤ m, m > 2.
An m-way ϕ-join 1ϕ[r1, ..., rm] is a star join with center relation rj if each join
predicate in ϕ involves a spatial attribute of rj and a spatial attribute of ri

(i 6= j), and each relation ri (i 6= j) appears only once in ϕ.

The second query in Example 2.1 contains a star join with beaches as the
center relation. The main result of this section is now stated below.

Theorem 4.2 Each star join 1ϕ[r1, ..., rm] with center relation rj (1 ≤ j ≤ m)
can be evaluated in O(mN logb

N
M + K + k) I/Os, where N is the number of

tuples in relations ri’s, M is the size of the memory, K≤mN2 is the size of the
intermediate result, and k≤Nm is the size of the join result.

To compute a star join we decompose the join into a collection of 2-way
direction joins and then perform a (non-spatial) merge join of all the results. A
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naive way is to use the nested loop method for each 2-way join with the center
relation as the outer relation in the nested loops. The intermediate results will be
sorted by tuples in the center relation and a straightforward merge will produce
the final result. However, for each 2-way join it takes O(N2) I/Os no matter
what the size of the intermediate result is. Obviously, this is not desirable. To
improve the I/O performance, we apply and extend the plane sweeping based
technique developed in Section 3 to evaluate those 2-way joins. We also develop
techniques to guarantee that the intermediate results are sorted based on the
center relation. This eliminates sorting.

In Section 4.1, we first consider a special case where the center relation of
the star join is always the right relation in the join condition. In this case, the 2-
way direction join evaluation strategy presented in Section 3 is used to evaluate
each 2-way join and the intermediate results are stored as sorted on the tuple
identifiers (tids) of tuples in the center relations before the merge. In Section 4.2
we further develop several techniques to eliminate this limitation and thus prove
Theorem 4.2. Finally, in Section 4.3 we extend the algorithm for star joins to
evaluate multi-way direction joins that are star connections of star joins.

4.1 Star Joins with Center as the Right Relation

Lemma 4.3 Let 1ϕ[r1, ..., rm] be a star join with center rj such that rj is always
the right relation in ϕ. Then the join can be computed in O(mN logb

N
M +K +k)

I/Os, where N is the maximal number of tuples in each ri, M is the size of the
memory, K≤mN2 the intermediate result size, and k≤Nm the join result size.

Let r1, ..., rm be a sequence of relations with spatial attributes, and 1ϕ[r1, ...,
rm] a star join with center rj . Without loss of generality, let ϕ =

∧∧
(ri.Aiθjrj .Bi),

1 ≤ i ≤ m, i 6= j, where θi is a direction predicate, and Ai, Bi spatial attributes
of relations ri and rj , resp.

To evaluate the star join, we first decompose it into (m−1) 2-way direction
joins 1ri.Aiθirj .Bi [ri, rj ], 1 ≤ i ≤ m, i 6= j. Each of the 2-way direction joins is
evaluated using an appropriate algorithm in Section 3. Let Ki be the number of
pairs of tuples in ri and rj that satisfy the direction predicate, i.e., the intermedi-
ate result generated by the 2-way join, and let K = Σ1≤i≤m,i 6=jKi. Let M be the
size of the memory. We use M

2 amount of the memory for the evaluation of each
2-way join. By Theorem 3.2, each 2-way direction join takes O(N logb

N
M + Ki)

I/Os. The evaluation of all 2-way joins takes O(mN logb
N
M + K) I/Os. Here

Ki ≤ N2 and thus K ≤ mN2.
To reduce the I/O cost in merging the intermediate results, we want the

intermediate result to be sorted based on the center relation. By Lemma 3.3,
the results of these 2-way direction joins are grouped by tuples in the right
relation, i.e, the center. Therefore, we can maintain each 2-way join result as
sorted on the tids of tuples in the center rj . To do this, we store all intermediate
results of the 2-way joins in a single B-tree, denoted by T , based on tids of
tuples in rj . Each entry for tuple t in the leaf nodes of T is associated with
(m−1) lists Li, 1 ≤ i ≤ m, i 6= j. Each list Li contains tids of tuples in ri whose
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spatial attributes satisfy the corresponding direction predicate with respect to
t. During the evaluation of a 2-way direction join between ri and rj , for every
tuple t in rj , a search operation is performed to find all tuples t′ in ri such that
the spatial attributes of t′ and t (resp.) satisfy the direction predicate. The result
of the search operation is inserted into list Li associated with t in T . Because
there are only N tuples in rj , the tree part of T takes at most O(N) pages. We
store the top logb

M
2 levels of the tree in the remaining M

2 memory. An insertion
for tuple t in rj on T then takes O(logb

N
M + kt) I/Os, where kt is the number

of tuples in ri that satisfy the direction predicate with respect to t. There are
totally O(mN) search operations for all 2-way joins. Thus all executions of the
insertion operations on T requires O(mN logb

N
M + K) I/Os.

When all 2-way direction joins are evaluated, the intermediate results are
stored in the lists associate with leaf entries in T . We sequentially scan all these
entries. For each entry t, a cross product of tuples in the (m−1) nonempty lists
associated with t is executed to form tuples in the join result that contains t.
Let k be the size of the join result. It is easy to see that only O(K + k) I/Os
are required for this step. In the worst case, k could be Nm. Therefore, the total
number of I/Os required by the star join evaluation is O(mN logb

N
M + K + k),

where K ≤ mN2 and k ≤ Nm.

4.2 Star Joins

We now consider star joins in general where the center may occur as the left
relations. Let r1, ..., rm (m > 1) be a sequence of relations with spatial attributes,
and 1ϕ[r1, ..., rm] a star join with center rj . Similar to the preceding case, we
decompose the star join into (m−1) 2-way direction joins and then merge their
results. In order to reduce the cost of sorting on the intermediate results, it is
desirable to group all intermediate results based on tuples in r. However, when
the center occurs as the left relation, this is not guaranteed. We introduce below
two techniques to handle cases where rj is the left operand in a join predicate
so that the result is grouped by tuples in rj again.

1. If there is an expression rj .Biθri.Ai in ϕ and θ is NW, NE, SW, or SE, we
convert the expression rj .Biθri.Ai to an equivalent one ri.Aiθ

′rj .Bi by swap-
ping the arguments. We can then evaluate the 2-way join 1ri.Aiθ′rj .Bi [ri, rj ].
The result is grouped by tuples in the center relation rj and can be used in
the merging stage.

2. For other predicates (N, S, W, E, weak-N, weak-S, weak-W, and weak-E), if there
is an expression rj .Biθri.Ai in ϕ, we use modified versions of the algorithms
in Section 3 to evaluate the corresponding 2-way joins. The results of the
modified algorithms are grouped based on tuples in rj (the center) in stead
of the right relation.

Below we discuss each technique in detail.
Let rj .Biθri.Ai (1 ≤ i ≤ m, i 6= j) be an predicate in ϕ, where Bi and Ai

are spatial attributes of rj and ri, resp. If θ is one of NW, NE, SW, or SE, we
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transform rj .Biθri.Ai into an equivalent expression ri.Aiθ
′rj .Bi based on the

following observations. We can then use the algorithms in Section 3 to evaluate
the 2-way join 1ri.Aiθ′rj .B [ri, rj ]. The results will be grouped by tuples in rj .

Lemma 4.4 For all rectangles o and o′, (o NW o′) ≡ (o′ SE o), and (o NE o′) ≡
(o′ SW o).

If in the join predicate ϕ there is an expressions rj .Biθri.Ai, where Bi and Ai

are spatial attributes of rj and ri (resp.), and θ is one of the direction predicates
N, S, W, E, weak-N, weak-S, weak-W, or weak-E, we evaluate the corresponding
2-way direction joins using modified versions of the algorithms in Section 3.
The approach is still based on plane sweeping, but the results of the join will
be grouped by tuples in rj (the left relation) instead of tuples in ri (the right
relation). We use the predicate N as an example to highlight the necessary mod-
ifications.

The modified evaluation of the 2-way direction join 1rj .BiNri.Ai
[rj , ri] differs

from the one we described in Section 3 in three parts. For simplicity, let r and
s be two sets of rectangles corresponding to rj and ri, resp. The differences are
summarized in the following.

1. Although the sweep line is still a horizontal line, it moves from bottom up
in stead of top down.

2. During the sweeping, instead of maintaining rectangles in r (the left rela-
tion) in an intermediate data set, rectangles in s (the right relation) are
maintained.

3. Although a 2-d 2-sided range search operation is performed when the sweep
line reaches the lower boundary of a rectangle t in r (the left relation), the
search is different from the search performed in the original algorithm. The
modified search looks for rectangles t′ in the dead set of s whose x-projections
containing the x-projection of t.

The following example illustrates the modifications.

Example 4.5 Consider two sets of rectangles r, s and the same join 1r N s[r, s]
as in Example 3.1. In the modified algorithm, a horizontal sweep line is used and
it moves from bottom up. When the sweep line reaches the upper boundary of
t′2 ∈ s, t′2 is inserted into the dead set for s. When the sweep line moves to the
lower boundary of t3 ∈ r, t3 is in the north of t′2, which is found by the search
operation performed at this point. ut

We can easily show that the modified algorithm still has I/O complexity
O(N logb

N
M +k), where N is the size of rj , M the size of the available memory,

and ri, and k is the size of the join result. More importantly, the join result is now
grouped based on tuples in the left relation. Algorithms of 2-way direction joins
with predicates S, E, W, weak-N, weak-S, weak-W, and weak-E can be modified
quite similarly. The I/O complexity of these modified algorithms remains the
same as that of the original ones and the results of the joins become grouped
based on tuples in the left relation (i.e., rj).
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Now we summarize the evaluation of a general star join. Let r1, ..., rm (m > 1)
be a sequence of relations with spatial attributes, and 1ϕ[r1, ..., rm] a star join
with center rj . Using the techniques discussed above, we evaluate the star join
in the following three steps:

1. If there are subexpressions of form rj .Biθri.Ai in ϕ, where θ belongs to
{NW, NE, SW, SE} , we convert them into equivalent ones using Lemma 4.4.
Let the resulting join condition be ϕ′.

2. We then decompose the star join with condition ϕ′ into 2-way direction joins,
and evaluate them using either the algorithms presented in Section 3 or their
modified versions. The intermediate results of these 2-way direction joins are
stored in a B-tree on tids of tuples in the center relation, as in the special
case.

3. Finally, we merge all results of the 2-way joins according to the center rela-
tion.

Similarly, we can show that this algorithm requires O(mN logb
N
M +K+k)

I/Os, where K ≤ mN2 is the size of the intermediate result, and k ≤ Nm is the
size of the join result. This concludes the discussion on the proof of Theorem 4.2.

In the above star join evaluation, the center relation is accessed (m−1) times
in all 2-way direction joins. This can be further improved when these 2-way joins
involves the same spatial attribute of the center relation. For example, we can
perform several 2-way joins in a single plane sweeping, with the sweep line moving
in the same direction. This is possible since we can rotate the plane(s) properly
to have a common sweep line orientation and moving direction. However, this
improvement has the same big-O complexity.

4.3 Star Connections of Star Joins

The techniques for computing star joins we described above can be further ex-
tended to evaluate a more general subclass of multi-way direction joins.

Let Q be an m-way direction join (m > 2), Q is n d-connection of star joins
(d<m) if Q consists of (d + 1) pairwise disjoint (except the centers) star joins
with the (d+1) centers forming another (d+1)-way star join. Suppose that each
relation in the join Q has N tuples. Let M be the size of the memory. We show
below that the join Q can be evaluated in polynomial time using an extension of
the algorithms for star join evaluation. And the I/O complexity of the evaluation
is O(dN2 logb

dN
M + mN logb

N
M + dmN + K + k) where K≤mN2 is the size of

the intermediate result and k≤Nm the size of the join result.
The idea is to evaluate the join Q as (d + 1) star joins and combine their

results together. From the discussions in Sections 4.1 and 4.2, we know that for
each star join, it takes O(miN logb

N
M + Ki + ki), 0 ≤ i ≤ d, where Ki is the size

of the intermediate result of the star join and mi is the number of relations. In
the worst case, Ki could be miN

2. All these intermediate results are stored in
B-trees as we described in Sections 4.1 and 4.2. Let them be T0, ..., Td, resp.

The next step of the evaluation will merge these intermediate results. A naive
approach would generate the result of each star join and merge them to form the
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final result of Q. However, this approach requires the results of star joins to be
stored somewhere. Since the result of a star join may be exponential, i.e., Nmi ,
0 ≤ i ≤ d, it is not feasible. To overcome this problem, we use the intermediate
results of star joins (of size up to miN

2) directly to form the final result of Q,
thus avoiding the generation of the star join results. In the following we sketch
the method.

Suppose T0, ..., Td are the intermediate trees for the (d + 1) star joins in Q
and w.l.o.g. let r be the center of the star join over the centers and T0 the tree
for r. To generate the final join result, we sequentially scan all entries in the
leaf nodes of T0. Each entry corresponding to t in r0 is associated with lists Li’s
containing tuples in ri’s (resp.) that satisfy the join predicates with respect to
t. According to the algorithm for star joins, a cross product of t and all tuples
in these lists will general tuples in the star join result that contains t.

In order to generate tuples for the final result of Q, for each tuple t′ in some
list Li, if ri is a center of another star join, there is a tree, say Ti, storing the
intermediate result of this star join. We search t′ in the B-tree Ti. Similarly, in
Ti there are lists Li,j ’s that represents the resulting tuples of the star join. By
scanning through these lists (if they are not empty) portions of the final results
of Q with respect to tuples t, t′ can be generated. In this way, the merging does
not need any sorting.

We now consider the I/O complexity of the evaluation. Let K ≤ mN2 be the
size of the intermediate results of all star joins. The evaluation of (d + 1) star
joins without generating their results takes O(mN logb

N
M + K) I/Os. We can

then divide the memory into d parts, each part storing the top logb
M
d of the

intermediate trees for the d star joins T1, ..., Td in Q. Then the merge step for
each tuple t in the center relation r takes O(dN logb

dN
M + dm + kt) I/Os, where

kt is the number of tuples in the final join result that contains t. The entire
merge step (of all tuples) then takes O(dN2 logb

dN
M + dmN + k) I/Os, where

k≤Nm is the size of the join result.
Therefore, the I/O complexity of evaluating an m-way d-connection of star

joins is

O(dN2 logb

dN

M
+ mN logb

N

M
+ dmN + K + k)

where K≤mN2 is the size of total intermediate results, and k≤Nm the size of
the join result.

5 Hardness of Multi-way Direction Joins

In this section, we consider the complexity of evaluating a multi-way direction
join. Specifically, we study the problem of testing if the result of a given multi-
way join with direction predicates of given relations is empty. We show that
this problem is NP-complete in general and surprisingly even for the case when
(1) only one (spatial) attribute from each relation is involved in the join condi-
tion, and (2) each (spatial) attribute occurs a bounded number of times in the
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join condition. The result immediately implies that the multi-way direction join
evaluation problem is intractable.

Let r1, ..., rm be a sequence of relations and Q = 1ϕ[r1, ..., rm] an m-way
join with direction predicates. Q is single attribute if for each 1 ≤ i ≤ m, ri has
at most one attribute participating in the join condition ϕ. Q has degree ` for
some positive integer ` if for each 1 ≤ i ≤ m, each attribute from ri occurs at
most ` times in ϕ. A collection of multi-way joins is bounded if all joins in it have
a constant degree. The join emptiness problem is to test if the result of Q on
r1, ..., rm is empty.

Theorem 5.1 The join emptiness problem is NP-complete for m-way direction
joins. Furthermore, it remains NP-complete even for m-way direction joins that
are single attribute and bounded.

It is obvious that the join emptiness problem is in NP. To establish the NP-
hard result, we first show that the join emptiness problem is NP-hard for single
attribute m-way joins, and then extend the result to single attribute bounded
m-way joins.

Let G be an (undirected) graph and k a positive integer as the input to the
k-clique problem. Without loss of generality, we assume that each edge in G
is incident to two distinct vertices and the vertices in G are integers 1, 2, ..., n.
Suppose 0 ≤ i, j ≤ n are two integers. We denote by 2(i,j) a square of some
small, fixed size (e.g. 0.1 × 0.1) centered at the point (i, j). We construct four
unary relations R, V, B, L with a single spatial attribute A as follows:

R = {2(i,j) | i < j, (i, j) ∈ G or (j, i) ∈ G} B = {2(i,0) | 1 ≤ i ≤ n}
V = {2(i,i) | 1 ≤ i ≤ n} L = {2(0,i) | 1 ≤ i ≤ n}

Fig. 4 (left) illustrates the relations R, V, B, L on the plane.
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L R

R

V

V

V

V

L

L

L

L

B B B B B4

B3

B2

B1

B

Fig. 4. Illustration of the reduction

We now construct the join expression Q. Essentially, Q joins R for k(k−1)
2

times (the number of edges in a k-clique), and joins each of V, B, L for k times
(the number of vertices in a k-clique). For simplicity, we use subscripts Vi, Bi, Li

for occurrences of V, B, L and subscripts Ri,j for occurrences of R where 1 ≤ i ≤
n and 1 ≤ j < i. We describe the join condition ϕ of Q as follows.
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1. For each 1 ≤ i ≤ n, ϕ contains the condition (Bi.A S Vi.A)∧ (Li.A W Vi.A).
Intuitively, Vi represents a vertex in a k-clique and if this condition is true,
Bi.A and Li.A all represent the same vertex.

2. ϕ also contains the join predicate (Li.A S Li+1.A) for each 1 ≤ i ≤ (n− 1).
These conditions are to ensure that the vertices represented by Li’s (and
thus Vi’s and Bi’s) are pairwise distinct.

3. For each 1 ≤ i ≤ n and each 1 ≤ j < i, the join condition ϕ contains the
condition (Ri,j .A N Bi.A) ∧ (Ri,j .A E Lj .A). Roughly, Ri,j is to ensure the
existence of an edge between vertices i and j. The above condition does this
by checking if Ri,j lines up vertically with Bi and horizontally with Lj .

To complete the reduction, we need to show that G has a clique of size k if
and only if Q is not empty on the input. For the only if direction, suppose G has
a k-clique with vertices `i (1 ≤ i ≤ k). We pick the tuples 2(`i,`i) from Vi, 2(0,`i)
from Li, 2(`i,0) from Bi, and 2(`i,`j) from Ri,j . It is easy to verify that these
tuples will generate an output tuple for the join. For the other direction, suppose
the join Q contains one tuple t in the output. From the construction of the join
condition ϕ, it must be the case that Vi’s must be distinct and along with Bi, Li

represent k dinstict x, y coordinates (vertices). The conditions on Ri,j will ensure
that these vertices are pairwise connected by an edge. This establishes the single
attribute case.

For the bounded case, we note that each of the relations Vi’s and Ri,j ’s occurs
twice in the join condition of the above reduction. Only Bi’s and Li’s may occur
up to k + 1 times. Let c ≥ 3 be the bound on the number of occurrences of an
attribute in a join condition. For each 1 ≤ i ≤ k, we use k+1

c−1 different relations Bj
i

to represent the same vertex i so that each attribute of each relation (occurrence)
does not appear more than 3 times in the join condition. These relations contain
small squares in the south of Bi. Fig. 4 (right) shows an example of applying this
technique, where each line represents an occurrence of B in the join condition.
Similar steps are done for Li’s. It is clear that in the result join condition, each
attribute occurs for no more than 3 times. It is easy to argue that this is indeed
a reduction.

6 Conclusions

In this paper, we study multi-way spatial joins with direction predicates. The
NP-complete lower bound results reported in this paper show that multi-way
spatial joins are at least as hard as the relational version of the problem, even in
very simple cases. It is conceivable that the complexity lower bound for spatial
joins with other predicates (such as region intersection etc.) is not lower. We
show that for a subclass of multi-way joins the worst case upper bound can be
lowered to polynomial time. However, it remains an interesting open problem to
find other subclasses of spatial joins in polynomial time.
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Abstract. Given a collection of boolean spatial features, the co-location
pattern discovery process finds the subsets of features frequently located
together. For example, the analysis of an ecology dataset may reveal
the frequent co-location of a fire ignition source feature with a needle
vegetation type feature and a drought feature. The spatial co-location
rule problem is different from the association rule problem. Even though
boolean spatial feature types (also called spatial events) may correspond
to items in association rules over market-basket datasets, there is no
natural notion of transactions. This creates difficulty in using traditional
measures (e.g. support, confidence) and applying association rule min-
ing algorithms which use support based pruning. We propose a notion of
user-specified neighborhoods in place of transactions to specify groups
of items. New interest measures for spatial co-location patterns are pro-
posed which are robust in the face of potentially infinite overlapping
neighborhoods. We also propose an algorithm to mine frequent spatial
co-location patterns and analyze its correctness, and completeness. We
plan to carry out experimental evaluations and performance tuning in
the near future.

1 Introduction

Widespread use of spatial databases [8,21,22,28] is leading to an increasing in-
terest in mining interesting and useful but implicit spatial patterns [7,13,17,20,
26]. Efficient tools for extracting information from geo-spatial data, the focus
of this work, are crucial to organizations which make decisions based on large
spatial datasets. These organizations are spread across many domains including
ecology and environmental management, public safety, transportation, public
health, business, travel and tourism [3,12,15,9,23,26,29]. We will focus on the
application domain of ecology where scientists are interested in finding frequent
co-occurrence among boolean spatial features, e.g. drought, El Nino, substantial
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increase in vegetation, substantial drop in vegetation, extremely high precipita-
tion. etc.

Association rule finding [11]is an important data mining technique which has
helped retailers interested in finding items frequently bought together to make
store arrangements, plan catalogs, and promote products together. Spatial asso-
ciation rules [14] are spatial cases of general association rules where at least one
of the predicates is spatial. Association rule mining algorithms [1,2,10] assume
that a finite set of disjoint transactions are given as input to the algorithms. In
market basket data, a transaction consist of a collection of item types purchased
together by a customer. Algorithms like apriori [2] can efficiently find the fre-
quent itemsets from all the transactions and association rules can be found from
these frequent itemsets.

Many spatial datasets consist of instances of a collection of boolean spatial
features (e.g., drought, needle leaf vegetation). While boolean spatial features
can be thought of as item types, there may not be an explicit finite set of trans-
actions due to the continuity of the underlying space. If spatial association rule
discovery is restricted to a reference feature (e.g., city) [14] then transactions
can be defined around the instances of this reference feature. Generalizing this
paradigm to the case where no reference feature is specified is non-trivial. Defin-
ing transactions around locations of instances of all features may yield duplicate
counts for many candidate associations. Defining transactions by partitioning
space independent of data distribution is an alternative. However, imposing ar-
tificial transactions via space partitioning often undercounts instances of tuples
intersecting the boundaries of artificial transactions or double-counts instances
of tuples co-located together.

In this paper, we give different interpretation models for the spatial co-
location rules accompanied by representative application domains. We define
the spatial co-location rule as well as interest measures, and propose an algo-
rithm to find co-location rules. We provide a detailed analysis of the proposed
algorithm for correctness, completeness, and computational efficiency. We are
working on an experimental evaluation in the context of an ecological applica-
tion with datasets from NASA.

1.1 An Illustrative Application Domain

Many ecological datasets [16,18] consist of raster maps of the Earth at different
times. Measurement values for a number of variables (e.g., temperature, pressure,
and precipitation) are collected for different locations on Earth. Maps of these
variables are available for different time periods ranging from twenty years to
one hundred years. Some variables are measured using sensors while others are
computed using model predictions.

A set of events, i.e., boolean spatial features, are defined on these spatial vari-
ables. Example events include drought, flood, fire, and smoke. Ecologists are in-
terested in a variety of spatio-temporal patterns including co-location rules. Co-
location patterns represent frequent co-occurrences of a subset of boolean spatial
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Table 1. Examples of interesting spatio-temporal ecological patterns. Net Primary
Production (NPP) is a key variable for understanding the global carbon cycle and the
ecological dynamics of the Earth

Pattern # Variable A variable B Examples of interesting patterns
P1 Cropland Area Vegetation Higher cropland area alters NPP
P2 Precipitation

Drought Index
Vegetation Low rainfall events lead to lower NPP

P3 Smoke Aerosol
Index

Precipitation Smoke aerosols alter the likelihood of
rainfall in a nearby region

P4 Sea Surface Tem-
perature

Land Surface Cli-
mate and NPP

Surface ocean heating affects regional
terrestrial climate and NPP

features. Examples of interesting co-location patterns in ecology are shown in
Table 1.

The spatial patterns of ecosystem datasets include:
a. Local co-location patterns represent relationships among events at a

common location, ignoring the temporal aspects of the data. Examples from the
ecosystem domain include patterns P1 and P2 of Table 1. These patterns can
be discovered using algorithms [2] for mining classical association rules.

b. Spatial co-location patterns represent relationships among events hap-
pening in different and possibly nearby locations. Examples from the ecosystem
domain include patterns P3 and P4 of Table 1.

Additional varieties of co-location patterns may exist. Furthermore, the tem-
poral nature of general ecosystem data gives rise to many other time related
patterns. We focus on the above co-location patterns in this paper.

1.2 Related Work and Our Contributions

Approaches to discover co-location rules in the literature can be categorized into
two classes, namely spatial statistics and association rules. Spatial statistics-
based [5,6] approaches use measures of spatial correlation to characterize the
relationship between different types of spatial features. Measures of spatial cor-
relation include chi-square tests, correlation coefficients, and regression models
as well as their generalizations using spatial neighborhood relationships. Com-
puting spatial correlation measures for all possible co-location patterns can be
computationally expensive due to the exponential number of candidates given a
large collection of spatial boolean features.

Association rule-based approaches [14] focus on the creation of transactions
over space so that an apriori like algorithm [2] can be used. Some practition-
ers use ad-hoc windowing to create transactions, leading to problems of under
counting or over counting in determination of prevalence measures, e.g., support.
Another approach is based on the choice of a reference spatial feature [14] to
mine all association rules of the following form:

is a(X, big city) ∧ adjacent to(X, sea) ⇒ close to(X, us boundary)(80%)
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where at least one of the predicates is a spatial predicate. Users are asked to
specify the spatial features which they are interested in first in a form that spec-
ifies the main spatial feature of interest set and the relevant spatial features.
An example is finding within the map of British Columbia the strong spatial
association relationships between large towns and other ”near by” spatial fea-
tures including mines, country boundary, water and major highways. The set of
large towns is the main spatial feature set of interest while the mines, country
boundary, etc. are the relevant spatial features. The algorithm [14] uses two-
step computation: first, association rules are generated at a coarse level, e.g. ,
g close to, which is efficient by using R-tree or fast MBR (Minimum Bounding
Rectangle) techniques, and then only the spatial features with support higher
than minimum support are passed to fine level(e.g. adjacent to) rule generation.
The association rules are derived using the apriori [2] algorithm. This approach
does not find more general co-location patterns involving no reference spatial
feature on the left-hand side of the association rules. For example, consider the
co-location pattern of (drought, pine-needle-vegetation) being in a neighborhood
implying high probability of a fire-ignition event.

Contributions: This paper makes following contributions. First, it defines
event centric spatial co-location patterns using neighborhoods in place of trans-
actions for spatial application domains with no single reference spatial feature.
Second, it defines a new spatial measure of conditional probability as well as a
new monotonic measure of prevalence to allow iterative pruning. Third, it pro-
poses the Co-location Miner algorithm, a correct and complete algorithm to
mine prevalent co-location rules. The proposed algorithm has innovative ideas
such as generalized apriori gen to efficiently enumerate the neighborhoods of
interest. It is also space efficient in that it discards intermediate results at the
earliest opportunity. Fourth, the paper provides proofs of correctness and com-
pleteness of the Co-location Miner algorithm in the presence of various perfor-
mance optimizations. Finally, the paper provides a detailed complexity analysis
of the proposed algorithm.

1.3 Outline and Scope

Section 2 formulates the problem of mining co-location rules. Section 3 describes
approaches of modeling co-location problems and their associated prevalence and
conditional probability measures. Section 4 describes the challenges in designing
an efficient algorithm to mine event centric co-location patterns and proposes
the algorithm Co-location Miner. Section 5 provides analysis of the proposed
algorithm in the areas of correctness, completeness, and computational efficiency.
Finally, Section 6 presents the conclusion and future work.

The scope of this paper is limited to co-location rules in two dimensional
Euclidean space. Issues beyond the scope of the paper include other spatial
patterns, spatio-temporal co-locations as well as system implementation issues
such as selection of index, buffering policy etc.
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2 Problem Formulation and Basic Concepts

In a market basket data mining scenario, association rule mining is an important
and successful technique. We recall a typical definition from the literature. Let
I = {i1, i2, . . . , im} be a set of literals, called items. Let D be a set of transactions,
where each transaction T is a set of items such that T ⊆ I. An association rule is
of the form X ⇒ Y , where X ⊆ I, Y ⊆ I, and X ∩Y = φ. Pr(X) is the fraction
of transactions containing X. Pr(X ∪Y )/Pr(X) is called confidence of the rule
and Pr(X ∪ Y ) is called support of the rule [1]. An association is a subset of
items whose support is above the user specified minimum support. A popular
example of an association rule is Diapers ⇒ Beer which means “People buying
diapers tend to buy beer.” Substantial literature is available on techniques for
mining association rules [1,2,11,19,24,25,27].

The spatial co-location problem looks similar but in fact is very different
from the association rule mining problem because of the lack of transactions.
In market basket data sets, transactions represent sets of item types bought
together by customers. The purpose of mining association rules is to identify
frequent item sets for planning store layouts or marketing campaigns. In the
spatial co-location rule mining problem, transactions are often not explicit. The
transactions in market basket analysis are independent of each other. Transac-
tions are disjoint in the sense of not sharing instances of item types. In contrast,
the instances of Boolean spatial features are embedded in a space and share a
variety of spatial relationships (e.g. neighbor) with each other. We formalize the
event centric co-location rule mining problem as follows:
Given:

1) a set T of K Boolean spatial feature types T={f1, f2, . . . , fK}
2) a set of N instances P={p1 . . . pN}, each pi ∈ P is a vector <instance-id,

spatial feature type, location> where spatial feature type ∈ T and location ∈
spatial framework S

3) A neighbor relation R over locations in S 4) Min prevalence threshold
value, min conditional probability threshold
Objectives:

1) Completeness: We say an algorithm is complete if it finds all spatial co-
location rules which have prevalences and conditional probabilities greater than
user specified thresholds.

2) Correctness:We say an algorithm is correct if any spatial co-location rules
it finds has prevalence and conditional probabilities greater than user specified
thresholds.

3) Computational efficiency: IO cost and CPU cost to generate the co-
location rules should be acceptable
Find:

Co-location rules with high prevalence and high conditional probability
Constraints:

1) R is symmetric and reflexive
2) Monotonic prevalence measure
3) Conditional probability measures are specified by the event centric model
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4) Sparse data set, i.e., the number of instance of any spatial features is <<
cardinality(P)

3 Approaches of Modeling the Co-location Rules
Problem

Given the difficulty in creating explicit disjoint transactions from continuous
spatial data, this section defines approaches to model co-location rules. We will
use Fig. 1 as an example spatial dataset to illustrate different models. In Fig. 1,
a uniform grid is imposed on the underlying spatial framework. For each grid
l, its neighbors are defined to be the nine adjacent grids (including l). Spatial
feature types are labeled beside their instances. We define the following basic
concepts to facilitate the description of the different models.

Definition 1 A co-location is a subset of boolean spatial features.

Definition 2 A co-location rule is of the form: C1 → C2(p, cp) where C1 and
C2 are co-locations, p is a number representing the prevalence measure and cp
is a number measuring conditional probability.

The prevalence measure and the conditional probability measure, called interest
measures, are defined differently in different models. They will be described
shortly.

The reference feature centric model is relevant to application domains
focusing on a specific boolean spatial feature, e.g. cancer. Domain scientists are
interested in finding the co-locations of other task relevant features (e.g. asbestos,
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Fig. 1. Spatial dataset to illustrate different co-location models. Spatial feature types
are labeled beside their instances. The 9 adjacent cells of a cell l (including l) are
defined to be l’s neighbors. a) Reference feature centric model. The instances of A are
connected with their neighboring instances of B and C by edges. b) Window centric
model. Each 3 X 3 window corresponds to a transaction. c) Event centric model.
Neighboring instances are joined by edges.
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Table 2. Reference feature centric model: transactions are defined around instances of
feature A relevant to B and C in Fig. 1a

Instance of A Transaction
(0,0) ø
(2,3) {B,C}
(3,1) {C}
(5,5) ø

Table 3. Interest measures for different models

Model Items transactions
defined by

Interest measures for C1 → C2

Prevalence Conditional probabil-
ity

local boolean
feature
types

partitions of
space

fraction of
partitions with
C1 ∪ C2

Pr(C2 in a partition
given C1 in the parti-
tion)

reference
feature
centric

predicates
on refer-
ence and
relevant
features

instances of ref-
erence feature C1

and C2 involved
with

fraction of in-
stance of ref-
erence feature
with C1 ∪ C2

Pr(C2 is true for an in-
stance of reference fea-
tures given C1 is true
for that instance of ref-
erence feature)

window
centric

boolean
feature
types

possibly infinite
set of distinct
overlapping
windows

fraction of
windows with
C1 ∪ C2

Pr(C2 in a window
given C1 in that win-
dow)

event cen-
tric

boolean
feature
types

neighborhoods of
instances of fea-
ture types

participation
index of
C1 ∪ C2

Pr(C2 in a neighbor-
hood of C1)

other substances) to the reference feature. This model enumerates neighborhoods
to “materialize” a set of transactions around instances of the reference spatial
feature. A specific example is provided by the spatial association rule [14].

For example, in Fig. 1a, let the reference feature be A, the set of task relevant
features be B and C, and the set of spatial predicates include one predicate
named “close to”. Let us define close to(a, b) to be true if and only if b is a’s
neighbor. Then for each instance of spatial feature A, a transaction which is
a subset of relevant features {B, C} is defined. For example, for the instance
of A at (2,3), transaction {B, C} is defined because the instance of B at (1,4)
(and at (3,4)) and instance of C at (1,2) (and at (3,3)) are close to (2,3). The
transactions defined around instances of feature A are summarized in Table 2.

With “materialized” transactions, the support and confidence of the tradi-
tional association rule problem [2] may be used as prevalence and conditional
probability measures as summarized in Table 3. Since one out of two non-
empty transactions contains instances of both B and C and one out of two
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non-empty transactions contain C in Table 2, an association rule example is:
is type(i, A) ∧ ∃j is type(j, B) ∧ close to(j, i) → ∃k is type(k, C) ∧ close to(k, i)
with 1

1 ∗ 100% = 100% probability.
The window centric model is relevant to applications like mining, survey-

ing and geology, which focus on land-parcels. A goal is to predict sets of spatial
features likely to be discovered in a land parcel given that some other features
have been found there. The window centric model enumerates all possible win-
dows as transactions. In a space discretized by a uniform grid, windows of size
kXk can be enumerated and materialized, ignoring the boundary effect. Each
transaction contains a subset of spatial features of which at least one instance
occurs in the corresponding window. The support and confidence of the tradi-
tional association rule problem may again be used as prevalence and conditional
probability measures as summarized in Table 3. There are 16 3X3 windows cor-
responding to 16 transactions in Fig. 1b. All of them contain A and 15 of them
contain both A and B. An example of an association rule of this model is:
an instance of type A in a window → an instance of type B in this window with
15
16 = 93.75% probability. A special case of the window centric model relates to
the case when windows are spatially disjoint and form a partition of space. This
case is relevant when analyzing spatial datasets related to the units of political
or administrative boundaries (e.g. country, state, zip-code). In some sense this
is a local model since we treat each arbitrary partition as a transaction to derive
co-location patterns without considering any patterns across partition bound-
aries. The window centric model “materializes” transactions in a different way
from the reference feature centric model.

The event centric model is relevant to applications like ecology where there
are many types of boolean spatial features. Ecologists are interested in finding
subsets of spatial features likely to occur in a neighborhood around instances
of given subsets of event types. For example, let us determine the probability
of finding at least one instance of feature type B in the neighborhood of an
instance of feature type A in Fig. 1c. There are four instances of type A and
only one of them have some instance(s) of type B in their 9-neighbor adjacent
neighborhoods. The conditional probability for the co-location rule is: spatial
feature A at location l → spatial feature type B in 9-neighbor neighborhood is
25%.

Neighborhood is an important concept in the event centric model. Given a
reflexive and symmetric neighbor relation R, we can define neighborhoods of a
location l as follows:

Definition 3 A neighborhood of l is a set of locations L = {l1, . . . , lk} such
that li is a neighbor of l i.e. (l, li) ∈ R(∀i ∈ 1 . . . k).

This definition satisfies the following two conditions from Topology [28]:
T1. Every location is in some neighborhood because of the reflective neighbor

relationship.
T2. The intersection of any two neighborhoods of any location l contains a

neighborhood of l.
We generalize the neighborhood definition to a collection of locations.



244 S. Shekhar and Y. Huang

Definition 4 For a subset of locations L’ if L’ is a neighborhood of every loca-
tion in L = {l1, . . . , lk} then L’ is a neighborhood of L.

In other words, if every l1 in L′ is a neighbor of every l2 in L, then L′ is a
neighborhood of L.

The definition of neighbor relation R is an input and is based on the semantics
of application domains. It may be defined using topological relationships (e.g.
connected, adjacent), metric relationships (e.g. Euclidean distance) or a com-
bination (e.g. shortest-path distance in a graph such as road-map). In general
there are infinite neighborhoods over continuous space and it may not be possi-
ble to materialize all of them. But we are only interested in the locations where
instances of spatial feature types (events) occurs. Even confined to these loca-
tions, enumerating all the neighborhoods incurs substantial computational cost
because support-based pruning cannot be carried out before the enumeration of
all the neighborhoods is completed and the total number of neighborhoods is
obtained. Thus the participation index is proposed to be a prevalence measure
as defined.

Definition 5 I = {i1, . . . , ik} is a row instance of a co-location C = {f1, . . . ,
fk} if ij is an instance of feature fj(∀j ∈ 1, . . . , k) and I is a neighborhood of I
itself.

In other words, if elements of I are neighbors to each other, then I is an instance
of C. For example, {(3,1),(4,1)} is an instance of co-location {A, C} in Fig 1c
using a 9-neighbor relationship over cells of a grid.

Definition 6 The table instance of a co-locatin C = f1, . . . , fk is the collec-
tion of all its row instances.

Definition 7 The participation ratio pr(C, fi) for feature type fi of a co-
location C = {f1, f2, . . . , fk} is the fraction of instances of fi which participate
in any row instance of co-location C. It can be formally defined as
|distinct(πfi (all row instances of C))|

|instances of {fi}| where π is a relational projection operation.

For example, in Fig 1c, instances of co-location {A, B} are {(2,3), (1,4)}
and {(2,3)), (3,4)}. Only one instance (2,3) of spatial feature A out of four
participates in co-location {A, B}. So pr({A, B}, A) = 1

4 = .25.

Definition 8 The participation index of a co-location C = {f1, f2, . . . , fk}
is
∏k

i=1 pr(C, fi).

In Fig. 1c, participation ratio pr({A, B}, A) of feature A in co-location {A, B}
is .25 as calculated above. Similarly pr({A, B}, B) is 1.0. The participation index
for co-location {A, B} is .25 X 1.0 = .25.

Note that participation index is monotonically non-increasing with the size of
the co-location increasing since any spatial feature participates in a row instance
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of a co-location C of size k+1 will participates in a row instance of a co-location
C ′ where C ′ ⊆ C.

The conditional probability of a co-location rule C1 → C2 in the event centric
model is the probability of finding C2 in a neighborhood of C1 or it can be
formally defined as:

Definition 9 The conditional probability of a co-location rule C1 → C2 is
|distinct(πC1 (all row instances of C1∪C2))|

|instances of C1| where π is a projection operation.

4 Event Centric Approach and Algorithms

There are numerous challenges in mining spatial co-location patterns in the
event centric model. These include efficient enumeration of row instances of co-
locations, efficient computation of prevalence for pruning, efficient computation
of conditional probability, and generation of co-location rules. We briefly discuss
these in Section 4.1 before describing the Co-location Miner algorithm in
Section 4.2.

4.1 Challenges and Solutions

Neighborhood (i.e. co-location row instance) enumeration is a major challenge
and a key part of any co-location mining algorithm. It can be addressed via a
combinatorial method like apriori [2] or a geometric approach e.g. spatial-self-
join. A combinatorial method formularizes the problem as a smart clique enu-
meration problem from a graph based on the definition of neighbors. A geometric
spatial join approach using a plane sweep method scans the underlying space and
stops at anchor points to collect neighborhood information. Both methods may
use optimizations at system level via spatial database techniques such as spatial
indexes. We propose a combinatorial approach in the next section and a plane
sweeping method is under exploration.

Co-location row instances are enumerated before measures of prevalence and
conditional probability are computed at co-location level. Computing prevalences
and conditional probabilities from instances of co-locations is non-trivial, espe-
cially when the number of spatial features is large as well. Computation of these
measures may require efficient strategies for projection and duplicate elimina-
tion. We use bitmaps to eliminate duplicates and calculate the participation
index in our Co-location Miner algorithm, which will be introduced shortly.

A spatial co-location rule’s conditional probability measure may not be cal-
culated directly from its prevalence measures (e.g. participation index). For a
candidate co-location C = {f1, f2, . . . , fk} we need to calculate the conditional
probabilities for each possible co-location rule C ′ → C −C ′ where C ′ is an arbi-
trary subset of C. An important finding is that we only need the table instance
for co-location C and cardinalities of co-locations of size < |C| to calculate the
conditional probabilities. We generate prevalent co-locations in order of increas-
ing sizes. We then generate all co-location rules C ′ → C − C ′ for each prevalent
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co-location C in the current iteration and each non-trivial subset C ′ of C. By
generating prevalent co-location rules in increasing sizes , we always have the
cardinalities of the table instance of co-location C ′ available to calculate the
conditional probability of the candidate co-location rule C ′ → C − C ′.

4.2 Co-location Miner Algorithm

Co-location Miner is an algorithm to generate all the co-location rules with
prevalences and conditional probabilities above a use defined min prevalence and
min cond prob.

Co-location Miner
input:

1) K boolean spatial instance types and their instances:
P={ < fi, {I} > |fi ∈ {f1, f2, . . . , fK}, I ⊆ S where S is the set of all

interested locations}
2) A symmetric and reflexive neighbor relation R
3) A user specified minimum threshold prevalence measure (min prevalence)
4) A user specified minimum conditional probability (min cond prob)

output:
co-location rule sets with partition index > min prevalence and

conditional probability > min cond prob
method:

1) prevalent size 1 co-location set along with their table instances= P
2) Generate size 2 co-location rules
3) for size of co-locations in (2, 3, . . . , K − 1) do
4) Generate candidate prevalent co-locations using the generalized apri-

ori gen algorithm
5) Generate table instances and prune based on neighborhood
6) Prune based on prevalence of co-locations
7) Generate co-location rules
8) end;

Explanation of the detailed steps of the algorithm
Step 1 initializes the prevalent size 1 co-location set with the input P of

the algorithm. The participation indexes of singleton co-locations are 1 and all
singleton co-locations are prevalent.
Example: Fig. 2a shows the size 1 co-locations, i.e. A, B, and C, and their table
instances for example dataset in Fig. 3.

Step 2 generates prevalent co-location rules of size 2. Due to lack of pruning
for singleton co-locations, it is more efficient to use spatial join using neighbor
relationship in place of generalized apriori gen and then neighbor-based prun-
ing like in generation of co-location rules of size 3 or more. The spatial inner
join of the instances of all spatial features will produce pairs of instances with
neighbor relation R. A minor modification of a sweeping-based spatial join [4],
which eliminates pairs of instances in a neighborhood with the same spatial
feature type will produce all table instances of size 2 co-locations. We order
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the row instances in the table instance of each co-location in increasing lexico-
graphic order. Finally, we compute the participation index of each co-location,
do prevalence-based pruning if necessary, calculate and maintain the cardinality
of each prevalent co-location, and generates co-locations as described in the fol-
lowing steps in the loop.
Example: Figure 2b may be produced by sweeping-based spatial join imple-
mentation of the query:

select p′, p′′

from {p1, . . . , p12} p′, {p1, . . . , p12} p′′
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where p′.feature 6= p′′.feature, p′ ≤ p′′, (p′, p′′) ∈ R

Step 3 to Step 8 loops through 2 to K−1 to generate prevalent co-locations
of size 3 or more, iterating on increasing values of sizes of co-locations. It breaks
whenever an empty co-location set of some size is generated.

Step 4 use generalized apriori gen to generate candidate prevalent co-loca-
tions of size k + 1 from prevalent co-locations of size k along with their table
instances. The generalized apriori gen function is an adoption of the apriori gen
algorithm (see Appendix) function of the apriori [2]. The generalized apri-
ori gen function takes as argument Ck, the set of all prevalent size k co-locations.
The function works as follows. First, in the join step, we join Ck with Ck:

insert into Ck+1
select p.feature1, ...,p.featurek, q.featurek, p.table instance id, q.table instance id
from Ck p, Ck q
where p.feature1 = q.feature1, . . ., p.featurek−1 =q.featurek−1,

p.featurek < q.featurek;

The last two columns (id1 and id2) of table Ck+1 keep track of the table in-
stances of any pair of co-locations of size k whose join produce a co-location of
size k + 1.

Next, in the prune step, we delete all co-locations c ∈ Ck+1 such that some
k-subset of c is not in Ck(Recall that it is also done in apriori gen [2] because of
the monotonicity property of prevalence measure):

forall co-locations c ∈ Ck+1 do
forall size k co-location s of c do

if (s /∈ Ck) then
delete c from Ck+1;

Example: If the size 2 co-location set is {{A, B}, {A, C}}, the join step will
produce {{A, B, C}}. The prune step will delete {A, B, C} from {{A, B, C}}
because {B, C} is not a prevalent co-location of size 2.

Step 5 generates all the table instances of candidate co-locations of size k+1
which passed the filter of step 4. Co-locations with empty table instances will
be eliminated from the candidate prevalent co-location set of size k + 1. It takes
size k + 1 candidate co-location set Ck+1 as an argument and works as follows.

forall co-location c ∈ Ck+1
insert into Tc // Tc is a table instance of co-location c
select p.instance1,p.instance2, . . ., p.instancek,q.instancek

from c.id1 p, c.id2 q
where p.instance1=q.instance1, . . ., p.instancek−1=q.instancek−1,

(p.instancek, q.instancek) ∈ R;
end;
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Then all co-locations with empty table instance will be eliminated from Ck+1.
Example: In Fig. 2, Table 4 of co-location {A, B} and Table 5 of co-location
{A, C} are joined to produce table instance of co-location {A, B, C} because co-
location {A, B} and co-location {A, C} were joined in generalized apriori gen to
produce co-location {A, B, C} in the previous step. In the example, row instance
{P10, P5} of table 4 and row instance {P10, P6} of table 5 are joined to generate
row instance {P10, P5, P6} of co-location {A, B, C} (Table 7).

Step 6 calculates the participation indexes for all candidate co-locations in
Ck+1 and it prunes co-locations using prevalence threshold. Computation of the
participation index for a co-location C requires scanning of its table instance
to compute participation ratios for each feature in the co-location. This com-
putation can be modeled as project-unique operation on columns of the table
instance of C. This can be accomplished by keeping a bitmap of size |instance of
fi| for each feature fi of co-location C. One scan of the table instance of C will
be enough to put 1s in corresponding bits in each bitmap. By summarizing total
number of 1s (pfi) in each bitmap, we get the participation ratio of each feature
fi (divide pfi by |instance of fi|. In Fig. 2c, to calculate the participation index
for co-location {A, B}, we need to calculate the participation ratios for A and B
in co-location {A, B}. Bitmap bA= (0,0,0,0) of size four for A and bitmap bB =
(0,0,0,0,0) of size 5 for B are initialized to zeros. Scanning of table 4 will result
in bA= (1,0,1,1) and bB = (1,1,0,0,0). Three unique instances P2, P4, and P10 of
instance A out of 4 participate in co-location {A, B}. So the participation ratio
for A is .75. Similarly, the participation ratio for B is .4. The participation index
is .75x.4 = .3. After we get the participation indexes, prevalence-based pruning is
carried out and non-prevalent co-locations and their table instances are deleted
from the candidate prevalent co-location sets. For each left prevalent co-location
C after prevalence-based pruning, we keep a counter to specify the cardinality
of the table instance of C. All the table instances of the prevalent co-locations
in this iteration will be kept for generation of the prevalent co-locations of size
k + 2 and discarded after the next iteration.

Step 7 generates all the co-location rules with user defined min prev and
min cond prob.
For each prevalent co-location C, we enumerate every subset C ′ of C and cal-
culate the conditional probability measure for the spatial co-location rule: C ′ →
C −C ′. 1) We project the table instance of C on C ′ to get CC. 2) Calculate the
cardinality of CC after duplicate elimination to get the Np. 3) Divide Np by the
cardinality of C ′ (which has already been calculated and kept in the previous
iterations) to get the conditional probability. 4) Produce:C ′ → C − C ′ if the
conditional probability is above user specified threshold.

5 Analysis

This section presents an analysis of the proposed algorithm for correctness, com-
pleteness and computational efficiency.
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5.1 Completeness

Lemma 1: algorithm Co-location Miner is complete:
Proof:

Step 1 initializes the size 1 co-locations to be all the feature types and the
table instance of a co-location to include all its instances. It is complete.

The spatial join of Step 2 will produce all pairs (p′, p′′) of instances where
p′.feature 6= p′′.feature and p′ and p′′ are neighbors. Any row instance of any
size 2 co-location satisfying those two conditions in the join predicate will be
generated. The proof of completeness under pruning in subsequent steps of size
2 co-location rules is the same as the proof of completeness of step 3 to step 7
which will be shown shortly.

The loop from Step 3 to Step 8 iterates through all the co-locations of size
2 to k−1 to produce co-locations of size 3 or more. It only breaks when an empty
co-location set is produced. We prove the completeness of the substeps inside the
loop of iteration k as follows. Generalized apriori gen algorithm in Step 4 will
not miss any prevalent co-locations for the following reasons. According to the
monotonicity of the participation index measure, every subset of a prevalent co-
location C = {f1, . . . , fk+1} is a prevalent co-location in the previous iteration
and in particular, C1 = {f1, . . . , fk} and C2 = {f1, . . . , fk−1, fk+1} are prevalent
co-locations. The join step of step 4 will produce C. The prune step only deletes
candidate prevalent co-locations whose one or more subset is not prevalent. It
is not possible for the pruned candidate prevalent co-locations to be prevalent
due to the monotonicity of the participation index. So, the prune step will not
destroy the completeness of the algorithm. Step 5 joins the table instances of
C1 and C2 to produce the table instance of C where C1, C2, and C are as defined
above. According to the neighborhood definition, any subset of a neighborhood is
a neighborhood too. For any instance I = {i1, . . . , ik+1} of co-location C, subsets
I1 = {i1, . . . , ik} and I2 = {i1, . . . , ik−1, ik+1} are neighborhoods, ik and ik+1 are
neighbors, and I1 and I2 are row instances of C1 and C2 respectively. Joining I1
and I2 will produce I. So, step 5 is complete. Step 6 guarantees the completeness
by the correct calculation of the participation index and use of monotonicity of
participation index measure, which says any superset of a non-prevalent co-
location is non-prevalent and can be pruned. In Step 7, enumeration of the
subsets of each of the prevalent co-locations ensures no spatial co-location rules
with both high prevalence and high conditional probabilities is missed.

5.2 Correctness

Lemma 2: Co-location Miner algorithm is correct:
Proof:

Step 1 is correct because the participation indexes of singleton co-locations
are 1 and all singleton co-local ions are prevalent.

The correctness of step 2 with respect to size 2 prevalent co-locations is
based on the fact that neighborhood-based spatial join correctly computes the
union of table instances of all size 2 co-locations.
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Table 4. Notations for Cost Analysis

hi(i) average number of row instances in the table instance of a prevalent
co-locations of size i

hc(i) total number of prevalent co-locations of size i
fi(i) average number of row instances in the table instance of a candidate

prevalent co-location of size i + 1 in iteration i after generalized apri-
ori gen algorithm in step 4 (combinatorial filter)

fc(i) total number of candidate prevalent co-locations of size i+1 in iteration
i after generalized apriori gen algorithm in step 4 (combinatorial filter)

gi(i) average number of row instances in the table instance of a candidate
prevalent co-location of size i+ 1 in iteration i after generation of table
instances and neighborhood-based pruning in step 5 (Geometric filter)

gci(i) total number of candidate prevalent co-locations of size i+1 in iteration
i after generation of table instances and neighborhood-based pruning
in step 5 (Geometric filter)

In Step 4 and Step 5 every candidate prevalent co-location along with it
table instance generalized by the generalized apriori gen algorithm and spatial
join is correct because of the following reasons. We compute the table instance of
a co-location C = {f1, . . . , fk+1} by joining the table instance of the co-location
C1 = {f1, . . . , fk} and the table instance of C2 = {f1, . . . , fk−1, fk+1}. For each
instance I1 = {i1,1, . . . , i1,k} of C1 and each instance I2 = {i2,1, . . . , i2,k} of C2
we generate an instance Inew = {i1,1, . . . , i1,k, i2,k} of C if:

1). all elements of I1 and I2 are the same except i1,k and i2,k

2). i1,k and i2,k are neighbors
The schema of Inew is apparently C and elements in Inew are in a neighborhood
because I1 is a neighborhood and i2,k is a neighbor of every element of I1.

Step 6 is correct because the participation index calculation method based
on bitmaps correctly computes each participation ratio.

In Step 7, calculation of the conditional probability of each rule C ′ → C−C ′

for each prevalent co-location C is correct due to the relationship of this measure
to the table instance of co-location C and the cardinality of co-location C ′. We
compute the number of row instances of C ′ which appear in some row instances
of C by using relationalproject on the table instance of C onto C ′ and then
calculate the unique number of results.

5.3 Computational Complexity

The bulk of the execution time of the Co-location Miner algorithm is used to com-
pare pairs of spatial feature types for equality, check the neighbor relationship of
pairs of instances, and put 1s to corresponding bits of bitmaps to calculate the
participation ratios. We characterize computational complexity of Co-location
Miner using the notation in Table 4.

We summarize the computational complexity of the generation of prevalent
co-locations (excluding step 7 which we are searching more efficient algorithms)
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in terms of CPU cost assuming the total number of instances is N and the total
number of spatial feature types is K. The cost is just a approximation since
taking the average size of each table instance of a co-location of size i simplifies
the analysis.

Step 1 is the initialization step; we do not need to order instances of each
co-location since step 2 will use spatial join to produce candidate prevalent co-
locations of size 2:

coststep 1 = O(N);

Step 2 uses an efficient spatial join algorithm such as a sweeping-based al-
gorithm [4] to produce candidate prevalent co-locations of size 2, summarize row
instances to their corresponding co-location table, order co-locations and table
instances of each co-location in lexicographic order, and then perform prevalence
based pruning. Let the average size of the table instances before prevalence-based
pruning be h′

i(2) and the total number of candidate prevalent co-locations be
h′

c(2). The last term is the cost of calculating the participation indexes which
will be discussed in the cost of step 6.

coststep 2 = O(costspatialjoin +h′
c(2) log h′

c(2)+h′
c(2)h′

i(2) log h′
i(2)+2h′

c(2)h′
i(2))

The analysis of costs inside the loop from Step 3 to Step 8 involve several
substeps. We analyze them in iteration i as follows.

Step 4 does a self−join of the ordered prevalent co-locations of size i. This is
accomplished by starting from the smallest co-location and continously joining it
with subsequent co-locations until a failure occurs. Continuing this process with
all the co-locations in increasing order will produce all the candidate prevalent
co-locations of size i + 1 . Successful joins will produce candidate prevalent co-
locations of size i + 1 whose cost is O(ifi(i + 1)fc(i + 1)). The number of failing
joins is bounded by O(hi(i)hc(i)) and the cost of failing joins is ihi(i)hc(i).

coststep 4 = O(ifi(i + 1)fc(i + 1) + ihi(i)hc(i) + costprune)

Step 5 joins pairs of table instances which passed the pruning of step 4 and
produces table instances of candidate prevalent co-locations of size i+1. Row in-
stances in each table instance are ordered. We join the row instances in two table
instances in increasing order. Successful joins produce row instances of candidate
prevalent co-locations of size i+1 whose cost is O((i+costneighbor checking)gi(i+
1)gc(i+1)). Failing joins can be categorized into two cases: those that fail before
neighbor checking step and those failed in the neighbor checking step The number
of the first case is bounded by O(2fi(i+1)fc(i+1)(fc(i+1)−1)/2) and the num-
ber of the second case is bounded by O((i+costneighbor checking)gi(i+1)gc(i+1))
assuming the it is proportional to the number of table instances after neighbor-
hood pruning.

coststep 5 = O((i + costneighbor checking)gi(i + 1)gc(i + 1) + fi(i + 1)fc(i + 1)2)

Step 6 scans all the table instances of the candidate prevalent co-locations,
calculates the participation ratio for each feature, and prunes the non-prevalent
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co-locations. We keep one bitmap of size |fi| for each feature |fi| of each candi-
date prevalent co-location. One scan of all the table instances of the candidate
prevalent co-location being scanned will be enough to put corresponding bits in
corresponding bitmaps to 1. By counting number of 1s in each bitmap, we can
easily calculate the participation ratios ( and participation index).

coststep 6 = O(gc(i + 1)gi(i + 1) + i ∗max number of instance of all features)

The total cost inside loop is:

costloop =
max(K,max co−location size)∑

i=3

coststep 4 + coststep 5 + coststep 6 + coststep 7

So the total cost is:

costtotal = coststep 1 + coststep 2 + costloop

From the formulas, it is clear that the cost is very sensitive to the ratios of
pruning in each pruning step. If the dataset is sparse and neighbor relation is
well chosen the pruning will be well done and the algorithm is efficient.

6 Conclusion and Future Work

In this paper, we formalized the co-location problem and have shown the simi-
larities and differences between the co-location rules problem and the classical
association rules problem as well as the difficulties in using the traditional mea-
sures(e.g. support,confidence) created by inexplicit, overlapping and potentially
infinite transactions in spatial data sets. We proposed user-specified neighbor-
hoods notion in place of transactions to specify groups of items and define inter-
est measures which are robust in face of potentially infinite overlapping neigh-
borhoods. We define a new spatial measure of conditional probability as well as a
new monotonic measure of prevalence to allow iterative pruning. Our proposed
co-location miner algorithm employs innovative ideas such as the generalized
apriori gen function to efficiently enumerate the neighborhoods of interest. We
provide proofs of correctness and completeness for the Co-location Miner al-
gorithm in the presence of various performance optimizations.

Our future plan is to carry out experimental evaluation and performance
turning. Plane sweeping algorithms are also under exploration.
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Appendix: The Apriori Algorithm

Table 5. Notation

k-itemset An itemset having k items
Lk Set of large k-itemsets (those with minimum support). Each member

of this set has two fields: i) itemset and ii) support count
Ck Set of candidate k-itemsets (potentially large itemsets). Each member

of this set has two fields: i) itemset and ii) support count.
Ck Set of candidate k-itemsets when the TIDs of the generating transac-

tions are kept associated with the candidates.

Algorithm Apriori [2]:
1) L1 = {large 1-itemsets};
2) for ( k =2; Lk−1 6= Ø; k++} do begin
3) Ck = apriori-gen(Lk−1); //New candidates
4) forall transactions t ∈ D do begin
5) Ct = subset(Ck, t); //Candidates contained in t
6) forall candidates c ∈ Ct do
7) c.count++;
8) end
9) Lk = {c ∈ Ck|c.count ≥ minsup}
10) end
11) Answer =

⋃
k Lk;

The apriori-gen function takes as argument Lk−1, the set of all large (k-
1)-itemsets. The function works as folows. First, in the join step, we join Lk−1
with Lk−1:

insert into Ck

select p.item1, p.item2, . . ., p.itemk−1, q.itemk−1
from Lk−1 p, Lk−1 q
where p.item1 = q.item1, . . ., p.itemk−2 = q.itemk−2,p.itemk−1 < q.itemk−1;

Next, in the prune step, we delete all itemsets c ∈ Ck such that some (k−1)-
subset of c is not in Lk−1:

forall itemsets c ∈ Ck do
forall (k − 1)-subsets s of c do

if (s /∈ Lk−1) then
delete c from Ck;
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Abstract. In this paper we introduce the notion of constrained nearest
neighbor queries (CNN) and propose a series of methods to answer them.
This class of queries can be thought of as nearest neighbor queries with
range constraints. Although both nearest neighbor and range queries
have been analyzed extensively in previous literature, the implications
of constrained nearest neighbor queries have not been discussed. Due to
their versatility, CNN queries are suitable to a wide range of applications
from GIS systems to reverse nearest neighbor queries and multimedia ap-
plications. We develop methods for answering CNN queries with different
properties and advantages. We prove the optimality (with respect to I/O
cost) of one of the techniques proposed in this paper. The superiority of
the proposed technique is shown by a performance analysis.

1 Introduction

Two dimensional range queries are used frequently in various applications
such as spatial databases [Sam89,GG98] and Geographic Information Sys-
tems [CDN+97]. In such applications the data points are usually represented
by two dimensional vectors corresponding to their locations. Since rectangular
geometry is easy to handle, a typical approach in GIS is to handle complex shapes
by simplifying them to their minimum bounding boxes. However, emerging ap-
plications are being required to offer more user flexibility in defining queries over
various types of regions. In the context of geo-spatial digital libraries for exam-
ple, recently there have been proposals for GIS applications to handle queries
with more complex and accurate structures, such as polygons. Numerous index
structures have been developed to facilitate range searching in two and higher
dimensions including grid files [NHK84], quad-trees [Sam89], kdb-trees [Rob81],
hB-trees [LS90], R-trees and variants [Gut84,BKSS90,BKK96], and partitioning
based techniques [BBK98,FAA99a,FAA99b].

Another very important class of queries in applications that involve spatial
data is that of nearest neighbor (NN) queries [RKV95]. Similar to range queries,
nearest neighbor queries are also commonly used in spatial applications. In gen-
eral, the k-nearest neighbor, k−NN, problem is defined as finding the k nearest
data points to the query point q. Traditionally NN queries span over the entire
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data set, and the similarity comparison is based on a distance function (e.g.
Euclidean) between two points. In GIS systems for example, there are various
applications of nearest neighbor queries, such as finding the closest city to the
given city or the closest restaurant to the current location. In an image database
a possible similarity query is to find the images most similar to a given image,
where images are represented as d dimensional feature vectors.

In this paper, we highlight the importance of another type of query where the
above independent classes of queries are combined. We define constrained nearest
neighbor (CNN) queries as nearest neighbor queries that are constrained to a
specified region. This type of query is targeted towards users who are particularly
interested in nearest neighbor in a region bounded by certain spatial conditions,
rather than in searching for nearest neighbors in the entire data space.

We develop techniques to process such constrained nearest neighbor queries,
considering the following objectives. The amount of data becomes larger each day
and the structure that supports indexing and query processing on large data sets
should optimize the I/O cost during query processing [BBC+98]. Reducing the
number of pages accessed during query processing is crucial, and a large amount
of pruning of the search space during an NN search is therefore necessary. A
desirable CNN technique should minimize the number of pages accessed and in
general avoid the retrieval of unnecessary pages. Since both range and nearest
neighbor queries are independently well-studied and efficient index structures
are developed for them, the proposed technique should build upon of the cur-
rent state-of-art indexing techniques that have been developed for such queries.
In this paper, we focus on R-tree based structures that are widely and success-
fully used in spatial databases [SR87,Gut84,BKSS90,KF93,KF94,BKK96,PF99,
EKK00]. We discuss techniques for constrained nearest neighbors by either merg-
ing conditions for range and nearest neighbor queries, or by modifying the current
NN algorithms for R-tree like structures without changing the underlying index
structure.

After presenting several examples of applications of CNN queries in Section
2, we propose methods for answering constrained nearest neighbor queries. We
briefly mention two simple algorithms, i.e., the Incremental NN Search and NN
Search with Range Query, which are straight forward approaches for solving
the problem. They sequentially execute range and nearest neighbor queries and
hence can be grouped under the common idea of 2-Phase Methods (Section 3).
We propose a single-phase technique, the Integrated Method in Section 4, that
interleaves the range constraints with nearest neighbor conditions effectively. We
show how to adapt the existing NN algorithms for processing CNN queries effi-
ciently. In Section 5, we prove the optimality of one of the proposed techniques.
In Section 6, we evaluate the proposed integrated CNN algorithm and compare
it with the two-phase method. Conclusion is in Section 7.
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2 Motivating Examples

There are several cases where a user may enforce spatial constraints on a nearest
neighbor search. In a GIS application, an example of a CNN search is a query
asking ‘the nearest city, or cities, to the south of a given location’. The query
point is defined in the same way as in a regular nearest neighbor query, i.e.,
a two dimensional point that represents the location. The query result is the
closest data point to the query point that satisfies the given constraint, i.e., to
the south of the query point. Note that, in a regular nearest neighbor query
no such restriction can be directly specified for the query result. Figure 1(a)
illustrates this query q on a simple spatial data set where the cities are stored
on a map, i.e., a bounded two-dimensional data space, and represented as points
with (x, y) coordinates of their locations. The query result of this particular
query includes only the point(s) that have y coordinate(s) less than the query’s
y coordinate. The query result set r is defined as {r|ry < qy ∧ ∀p py < qy →
d(p, q) ≥ d(r, q)} where ry and qy represent the y coordinates of the result and
query point respectively, and d is the distance function between points. As can
be seen in Figure 1(a) the regular nearest neighbor of the query point is point a,
however the constrained nearest neighbor query returns r1 as the query result.
We note that, since the data space is bounded within a rectangle, this query is
actually a nearest neighbor query restricted to the lower rectangle in Figure 1(a).
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Fig. 1. Constrained NN Query: Examples 1 and 2

Figure 1(b) illustrates the query ’find the nearest city to the south-west of
the query point location q’. Now the query result becomes r2 where again a is
the regular nearest neighbor and r1 was the query result of the same point q with
the previous constraint. Similar to the previous example, the spatial constraint
defined in this query is the restriction to the lower-left rectangle in the data
space. Note that r2 is actually the furthest point in the data set to the query
point.

In the previous examples, the query point was spatially connected to the
constraint. An example of a different type of constrained nearest neighbor query
can be described as follows. A user who lives in the city of San Francisco may
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request to find 5 casinos in the state of Nevada that are the closest to San
Francisco. The system defines the city of San Francisco as a two-dimensional
query point q and defines a range for the state of Nevada (Figure 2(a)). The
region for the state of Nevada can be defined by the user as a two-dimensional
geometrical shape, such as a rectangle or an n-sided polygon. The query needs
to find the closest points within this specific range. The state of Nevada is
approximated by a convex pentagon and the city of San Francisco is denoted by
q. The result of this query is the point r although point a would be the result
of a regular NN query.
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Fig. 2. Constrained NN Query: Examples 3 and 4

It is also desirable to be able to define multiple ranges for a single nearest
neighbor query, such as asking for the nearest neighbor within multiple regions
on the map, e.g. possible vacation places in several desired regions. Figure 2(b)
shows a CNN query constrained to two spatial regions (a hexagon and a quadri-
lateral). The regular nearest neighbor of the point q is point a, while the nearest
negibhor restricted to the hexagonal constraint is point p, and the result of the
NN query constrained to both regions is point r.

A final example is derived from the domain of information management for
advanced transportation systems. A traveler may pose a query asking for the
closest restaurants within a 2 miles neighborhood of his/her route on a particular
region of a highway. The constraint is a region that covers 2 mile neighborhood,
from left and right, of the highway. This region can be complicated depending
on the shape of the highway. If the portion of the highway that is of interest is
through a straight line, then this range is defined as a two-dimensional rectangle
traversed in the middle by the highway. For more complicated highway routes, in
general, the constrained range can be defined with a two-dimensional polygon.

In this paper, we present a general model for constrained nearest neighbor
queries, where all the above motivational examples are subsets of this framework.
We develop the algorithm for NN queries constrained to convex polygons which
can be used as a primitive for several more complex queries, e.g. NN queries
with non-convex polygon constraints.
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3 2-Phase Algorithms for Answering CNN Queries

Constrained Nearest Neighbor Queries naturally involve both range and nearest
neighbor queries. A simple solution for CNN queries can comprise two phases,
incorporating in sequence these two types of queries. Different orders of these
phases lead to specific advantages, that can be beneficial to different applications.
We present these two alternatives to serve as a comparison with an integrated
single phase approach.

Incremental NN Search. In the incremental NN search approach, the first
step computes the non-constrained nearest neighbors by an incremental NN al-
gorithm that outputs the nearest points in the order of their distance to the query
point. While outputing the nearest neighbors, the algorithm checks whether the
current output NN point satisfies the given constraint. The algorithm continues
retrieving all the pages that contain the regular nearest neighbors, until a point
is retrieved that satisfies the constraints. There may be several regular neigh-
bors that do not satisfy the given condition but need to be retrieved since they
are closer than the query result point that satisfies the constraint. As seen in
the example given in Figure 1(b), the query result of the constrained NN query
is actually the furthest point to the query point. The Incremental NN Search
approach first considers and then discards all other points in the data set before
finding r2. One special case that arises is that the queried region R might not
actually contain any data points. To avoid querying the entire search space, we
enforce a limit on the search: when a possible nearest neighbor is further from
the query point than the constraining region R (measured by maxdist(q,R)),
then there is no nearest neighbor in R(see Figure 3). In [HS99], this approach
was suggested to be used to answer general queries that imposes additional con-
dition to the NN query, and it is particularly useful when a small but unknown
number of neighbors is asked. An example is a query that asks the nearest city
to Chicago that has more than a million inhabitants.

p4
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p1
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maxdist(q,R)

Fig. 3. Illustrative Example



262 H. Ferhatosmanoglu et al.

NN Search with Range Query. Another approach for answering constrained
NN queries can reverse the two phases. For some cases, the method of first
retrieving candidates for nearest neighbor data points and then testing for in-
clusion in the constrained region, can lead to unnecessary access of leaf nodes.
Depending on the size and positioning of the constrained region R, it may be
more efficient to first perform a range query that retrieves the data points in R
and then testing for the nearest neighbor condition. The obvious tradeoff is that
if the size of region R is comparable to the entire data space, then testing for
nearest neighbor by comparing all distances of points in R to the query point
can be computationally expensive. However, if the constrained region R includes
only a relatively small number of data points/pages to be accessed, this approach
can be considerably more efficient than the previous algorithm.

4 Integrated Single Phase Approach

We now propose a more efficient approach that merges the conditions of nearest
neighbor and regional constraints in one phase. Our goal is to obtain the benefits
of pruning the search space early on, according to both the range and nearest
neighbor conditions. This requires the modification of previous nearest neighbor
algorithms that search over the entire data space. We start by briefly describing
prior NN algorithms and then develop an integrated CNN method.

4.1 Overview of the NN Approach

Recently, several indexing structures have been developed based on R-trees under
various assumptions. Points in a data space can be grouped in clusters limited
by their minimum bounding rectangles (MBR), which in turn are grouped to
form larger clusters. An MBR is defined as the smallest rectangle parallel with
the axis that completely encloses a given set of points or sub-rectangles. Each of
its faces must therefore contain at least one of the enclosed data points. Different
levels in the indexing tree correspond to different levels of granularity, where each
internal node stores pointers to the rectangles contained and the coordinates to
position the corresponding MBRs. An example of a section of such a tree is
shown in Figure 4. Note that for 2-dimensional data an MBR can be defined by
the x and y coordinates of two diagonally opposite corners.

R-trees are not only very effective as underlying indexing structures in a
database, but their properties facilitate knowledge discovery algorithms. Hjalta-
son and Samet proposed an incremental nearest neighbor (NN) searching algo-
rithm [HS95] and later adapted it to R-trees [HS99]. Roussopoulos et al. [RKV95]
proposed to take advantage of the mapping of the data space into R-trees, and
developed techniques for finding a nearest neighbor NN(q) to a query point q. In
order to reduce the I/O overhead, a crucial part of NN algorithms is the exclusion
from the search space of regions that cannot be part of the query answer. At each
level, the pruning comparison involves distances to the children nodes as well
as the distance to the previously found nearest neighbor candidate. Only nodes
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Fig. 4. A section of an R-tree and the corresponding MBRs

that can lead to a possible nearest neighbor are further considered, while the
remaining leaves and corresponding subtrees are pruned out of the search space.

In [RKV95], a branch-and-bound approach was used to search for near-
est neighbors to a query point, based on the depth-first traversal and prun-
ing of the R-tree. The proximity comparisons in [RKV95], based on the Eu-
clidean distance metric, use the notion of mindist(q,M) (the shortest dis-
tance from the query point to a given MBR M) and minmaxdist(q,M) (mini-
mum, over all dimensions, of the distance from the query point to the furthest
point on the closest face of the MBR). These metrics ensure that for a mini-
mum bounding rectangle M , there is at least one data point within the range
[mindist(q,M),minmaxdist(q,M)]. An MBR M ′ whose mindist(q,M ′) >
minmaxdist(q,M) will not lead to a nearest neighbor of query point q and
therefore can be safely discarded. Similarly, a data point p whose distance to the
query point satisfies the condition dist(p, q) > minmaxdist(q,M), cannot be a
candidate to the set of nearest neighbors. Furthermore, if there exists a point p
such that dist(q, p) < mindist(q,M), then the subtree rooted at MBR M should
be discarded from the search space.

Besides pruning, both mindist and minmaxdist can be used also for ordering
in branch and bound algorithm [RKV95]. In [HS99], it is suggested that mindist
usually provides better ordering than minmaxdist, which is consistent with the
experiments in [RKV95]. In this case, where the ordering is based on mindist,
they showed that minmaxdist does not add additional pruning power for the
NN search. However, [RKV95] also mentions that mindist may not be always
the better ordering and presents some scenerios where minmaxdist may be
preferable. Since we are interested in supporting NN queries constrained to a
given region, we modify these two metrics (mindist and minmaxdist) to satisfy
the necessary constraints.
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It has been shown in [BBKK97,HS99] that, as opposed to the method for an-
swering NNqueries in [RKV95], solution in [HS95,HS99] accesses only the pages
necessary for the query answer. In [HS99], it is mentioned that the algorithm
in [RKV95] can only make local decisions on the traversal of the nodes because
of the depth-first travel methodology. On the other hand [HS99] makes global
decisions. Visiting order of the branches is based on the comparison of the nodes
in a Partition List, which includes the children of the current branch as well as
the last nodes visited in other branches. By comparison, the method of [RKV95]
at each step only compares the position of the children, and consequently follows
a branch entirely. It may be the case that, during the visit of one branch, some of
the nodes can be pruned out because of the comparison with other branches. The
visiting order proposed by [HS95,HS99] is therefore optimal [BBKK97], hence
we adapt it for the CNN Algorithm. Sorting the nodes in the Partition List is
based on the mindist from the current MBR to the query point.

4.2 Modifications

Whichever algorithm is used for constrained nearest neighbor queries, the met-
ric(s) that is (are) used for sorting and/or for pruning purposes need to be
adapted for CNN queries by taking the constraint into account.

Applying the pruning conditions of the non-constrained nearest neighbor
approach can lead to incorrect results. The guarantees of the mindist(q,M) and
minmaxdist(q,M) measures either can be improved or do not necessarily hold
in the case of constrained nearest neighbor searches. To illustrate the necessity of
new conditions (rather than using the old ones for NN search), Figure 5 presents
the different cases for containment of an MBR in a region R.
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Fig. 5. Different cases for positioning of MBRs with respect to a region R

As shown, an MBR can be outside of the given region, or either fully or
partially in R. Consider the different cases, and the implication of the various
positioning of MBRs:
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1. MBR A: lies outside R, and should not be considered in the constrained
NN(q) search.

2. MBR B and F: although there is an overlap with the constraining region R,
no edge in these rectangles belongs entirely to R. Hence there is no guarantee
that there exist any data points in the region of intersection with region R
and both B and F should not be used to discard other MBRs from the NN
search. On the other hand, mindist (so the pruning power) may be increased
by excluding the parts of the MBR that do not intersect the constraint R.

3. MBR C: all edges in C belong to R. In this case the pruning conditions can be
used as in the case of searching the whole data space and (no modifications
to mindist(q, C) and minmaxdist(q, C)) are necessary.

4. MBR D: one edge of D is contained entirely in the queried region R. Fol-
lowing the definition of MBRs, we can make the assumption that there is
at least one data point on the overlapping edge and the pruning rules can
be used by considering minmaxdist(q,D) only with respect to this edge.
mindist can be improved by considering R.

5. MBR E: two of the edges of rectangle E are also contained in region R.
Then there must be at least one data point on each of these edges, and
the minmaxdist(q, E) should be computed solely over the two overlapping
edges. mindist can be improved by considering R.

Note that in several cases mindist can be improved, and the guarantees
brought by the measure minmaxdist(q,M) do not hold if a minimum bounding
rectangle is only partially in the constrained search space. In the case where
the boundaries of the search region coincide with those of the data space, the
constrained NN(q) problem is reduced to the previously defined NN(q) search.

In this section we extend the existing solutions to nearest neighbor queries
in order to integrate CNN query processing over R-trees. We concentrate on
the case of a convex polygon region, because we believe it represents a large
variety of queries. Besides constraint regions that are directly defined as convex
polygons, our model also characterizes regions that implicitly fall in the class of
convex polygons. As described in Section 2, an application of the CNN method in
GIS systems is answering queries of the type ”find the nearest neighbor limited
to the north-east area of a certain region”. This is a special case of the convex
polygon constraint, since the query conditions together with the boundary of the
data space form a rectangle. Another case worth mentioning is the application
of CNN methods to answering reverse nearest neighbor (RNN) queries [KM00].
One solution for RNN queries is the division of a 2-D data space into six equal
regions by lines through the query point [SAA00]. In this case, the boundaries
of the data space are restricted by two lines which again form a convex polygon.

In the following, we discuss the following modifications:

1. For optimality, we redefine the notion of mindist(q,M) to assure minimum
access of the pages.

2. We redefine containment of a minimum bounding rectangle into the con-
straining region.
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Modifying mindist(q,M). mindist(q,M) is used as a minimum bound for
the distance of a point in M to the query. This bound is used in the algorithm to
eliminate the unnecessary MBRs, therefore also the pages in the subtrees rooted
at these MBRs. In a typical database application, the data set does not fit into
memory, hence the goal during the computation of constrained nearest neighbors
is to prune the search space as early as possible. We now discuss how to modify
the notion of mindist to improve the pruning of the search space.
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R
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mindist(q,M)                           minmaxdist(q,M,R)

M

Fig. 6. Modifying both mindist(q,M) and minmaxdist(q,M)

Let the intersection of an MBR with the polygon R be IR. From the def-
inition of mindist(q,M), the distance between any data point in an MBR M
must be greater than the mindist of the query point to M . Since the region IR
is a subset of the MBR M , there is a tighter bound mindist(q, IR), such that
mindist(q, IR) ≥ mindist(q,M), which offers the same guarantees as using the
mindist(q,M) value for non-conditional nearest neighbor search. During prun-
ing, mindist(q, IR) can be used to exclude the corresponding MBR M from the
search, if it is larger than the minmaxdist(q,M ′, R) of any other MBR M ′.

Since the intersection region, IR can have a complex geometrical shape, we
use the fact that finding the intersection of a rectangle with a polygon is a
well-known problem in computer graphics. There are several techniques that
efficiently identify the intersection polygon. One such an algorithm is Sutherland
and Hodgman’s polygon-clipping algorithm [FVFH96]. Once the edges of the
intersection polygon are calculated, mindist(q,M,R) is simply the minimum of
all distances from the query point q to these edges.

Redefining the Containment for CNN. We need to redefine containment
of a minimum bounding rectangle into the constraining region. In Figure 7 we
illustrate a case where minmaxdist(q,M) is calculated over the entire minimum
bounding rectangle M and leads to a false dismissal. Since minmaxdist(q,M)
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Fig. 7. Example of minmaxdist(q,M) and minmaxdist(q,M,R)

happens to fall on a face that is outside of the constraining region R, there is
actually no guarantee that there exists a data point contained both in M and
in R. To extend the meaning of minmaxdist(q,M) it should be computed only
over the faces of M that are completely contained in region R (Figure 8). We
refer to it as minmaxdist(q,M,R). In general, if all faces of an MBR are either
partially included or not included in R, then there is no guarantee that there
exists a data point in the constrained area.

minmaxdist(q,M,R)

minmaxdist(q,M,R)




= minimum over all dimensions of the distance to furthest
vertex on closest face IN R
= ∞ if no face IN R

Fig. 8. Modifications to minmaxdist

Since minmaxdist(q,M,R) depends only on M’s faces entirely included in
region R, we need a simple way to test their containment:

1. construct infinite lines parallel with the x-axis, through the upper and lower
corners of the MBR.

2. we calculate the x-coordinate of the intersection of these lines with the edges
of polygon R.

3. considering the positioning of the x-coordinate of MBR’s corners with respect
to these intersection points, test if each of these corners is included in R.

4. an edge of the MBR is entirely contained in R iff its vertices are both con-
tained in R.

5. finally, the value of minmaxdist(q,M,R) is calculated over the MBR’s edges
that are entirely in R.

To explain these steps in more detail, assume that a polygon is described by
its vertices as pairs according to the edges of the region. Note that for a convex
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polygon this is enough information to figure out the line equations and fully
describes the region.
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(x7,y7)

line y’ = y{high}

line y = y{low}(x1,y1)

(x{high},y{high})

Fig. 9. Construction of lines y and y′

Note that, for an MBR defined as [(xlow, ylow), (xhigh, yhigh)], by constructing
the lines y = ylow and y′ = yhigh, (Figure 9), we obtain y and y′, where each
is parallel with the x-axes and intersects either two or none of the edges of the
constraining polygon. Then, by construction, vertices [xlow, ylow] [xhigh, ylow] are
on line y and the upper corners of the MBR, [xlow, yhigh] [xhigh, yhigh], are on
line y′. If, for example, line y does not intersect any edge of the convex polygon,
then both of the MBR vertices on y will be outside of region R. Otherwise
the positioning of the MBR’s vertices with respect to the intersection of the
corresponding y or y′ with the edges of R should be tested. If an intersection
exists, the polygon edges that intersect y are the only two edges, say e1 and e2,
that have one end below and one above the y-coordinate ylow. Let the segment
e1 be bounded by vertices [xe1i, ye1i] and [xe1j , ye1j ], and the segment e2 have
vertices [xe2i, ye2i] and [xe2j , ye2j ]. Then e1 and e2 must have the property that
ye1i ≥ ylow, ye2i ≥ ylow and respectively ye1j ≤ ylow, ye2j ≤ ylow.

Let y intersect the edges e1 and e2 of R, and y′ intersect edges e′
1 and e′

2 of
polygon R. Also, let the points of intersection be [x1, ylow],[x2, ylow] for y and
[x′

1, yhigh],[x′
2, yhigh] for y′. The x-coordinates of the points of intersection will

therefore be :

1. x1 = ylow × ye1i−ye1j
xe1i−xe1j

− 1, x2 = ylow × ye2i−ye2j
xe2i−xe2j

− 1 for y

2. x′
1 = yhigh × ye1i−ye1j

xe1i−xe1j
− 1, x′

2 = yhigh × ye2i−ye2j
xe2i−xe2j

− 1 for y′

Knowing the intersection, the positioning of MBR’s corners is checked for
inclusion in R as follows:

1. [xlow, ylow] ∈ R iff x1 ≤ xlow ≤ x2.
2. [xhigh, ylow] ∈ R iff x1 ≤ xhigh ≤ x2.
3. [xlow, yhigh] ∈ R iff x′

1 ≤ xlow ≤ x′
2.

4. [xhigh, yhigh] ∈ R iff x′
1 ≤ xhigh ≤ x′

2.
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5 Optimal CNN Algorithm

Single-Phase CNN Search Algorithm

1. initialize Partition List with children of the root
2. sort Partition List by mindist(q,R) (where R is the constraint region)
3. while (Partition List not empty)

a) if node is leaf, compute distance dist from query point.
i. if dist less than current distance to nearest neighbor, node becomes nearest

neighbor
b) else, if non-leaf node, continue traversal and prune tree:

i. add children of current node to Partition List
ii. Sort Partition List by mindist(q,R)

Fig. 10. Single-Phase Algorithm for Answering CNN Queries

Figure 10 illustrates the CNN algorithm that adapts the NN technique pro-
posed in [HS99] by integrating the constraint within the algorithm by using the
new definition of mindist. In this section, we will show that this CNN algorithm
is optimal with respect to the number of I/O accesses. Our development follows
the methodology given in [BBKK97] and considers the techniques that are based
on tree traversal. Let Q be a query point and CNN be the constrained nearest
neighbor of Q. Then CNN-dist = ||Q−CNN || is the distance of the constrained
nearest neighbor and the query point. The CNN-sphere of a query point Q is
defined as the sphere with center Q and radius r=CNN-dist. In previous sec-
tions, we defined the intersection of CNN-sphere and the constraint R as the
CNN-region and denoted it as IR.
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Fig. 11. Different cases of pages with respect to R and CNN-sphere

Consider the different cases and the implications of the various positioning
of the pages (Figure 11):
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1. Page A intersects neither the constraint R nor the CNN-sphere.
2. Page B intersects the CNN-sphere but not R.
3. Page C intersects R but not CNN-sphere.
4. Page D intersects both R and CNN-sphere but not CNN-region IR.
5. Page E intersects the CNN-region IR.
We define the optimality of a CNN algorithm as follows.

Definition 1. Optimality
An algorithm for constrained nearest neighbor search is optimal iff it retrieves

only the pages that intersect the CNN-region IR.

From the definitions, an algorithm is optimal iff it retrieves only the pages
in case 5.

Lemma 1. The proposed single phase integrated algorithm is an optimal CNN
algorithm.

Proof. It is easy to see that any partition intersecting the CNN-region IR is ac-
cessed during the search since they are not pruned in any phase of the algorithm.
We need to prove the minimality of the accessed partition set. The algorithm
prunes Page A and B by checking the intersection of the constraint with the
bounding boxes that contain them. Page C is pruned by the mindist elimination
(the same reasoning in [BBKK97] applies). We need to show that a page in case
4 (page D) is pruned by the algorithm.

Assume CNN-opt accesses a page D, i.e., a page that intersects both R
and CNN-sphere but not IR. During the algorithm, the constrained mindist
(mindist(q,D,R)) is computed with respect to the CNN-Region IR, i.e., inter-
section of the page D and the constrained R. The constrained mindist cannot
be less than r, the radius of the CNN-sphere, i.e., mindist(q,D,R) ≥ r. (Other-
wise the intersection of the page and the constraint would have intersected the
CNN-sphere and hence intersected the IR, which is a contradiction).

Let CNP0 be the partition (data page) that contains the constraint nearest
neighbor, CNP1 be the partition that contains CNP0, . . ., and CNPk be the
root partition that contains CNP0, . . ., CNPk−1. Thus,

r ≥ mindist(q, CNP0, R) ≥ . . . ≥ mindist(q, CNPk, R).

Consequently,

mindist(q,D,R) > r ≥ mindist(q, CNP0, R) ≥ . . . ≥ mindist(q, CNPk, R).

Since CNPk is in the root-page, CNPk is replaced during the search process
by CNPk−1 and so on, until CNP0 is loaded. If as assumed, the algorithm
accesses D, D has to be on top of the partition list at some point during the
search. Since mindist(q,D,R) is smaller than the constrained mindist of any
partition containing the nearest neighbor, D can not be loaded until CNP0 has
been loaded. If CNP0 is loaded, however, the algorithm prunes all partitions
which have a constrained mindist smaller than r. Therefore, D is pruned and
not accessed which is in contradiction to the assumption.
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6 Performance Evaluation

In this section, we analyze the performance of the proposed integrated CNN
algorithm on multi-dimensional data and compare it with the two-phase method
(which employs incremental NN and checks the constraint while finding the NN
of the given point). We have performed several experiments using real data sets.

The first data set, Color Histogram, is a 64-dimensional color image histogram
data set of size 10,000. The vectors represent color histograms computed from a
commercial CD-ROM. The second data set, Satellite Image Texture (Landsat), is
a 10,000 60-dimensional vectors representing texture feature vectors of Landsat
images [MM96]. Texture information of blocks of large aerial photographs are
computed using Gabor filters. The Gabor filter bank consists of 5 scales and
6 orientations of filters, therefore the total number of filters is 5 × 6 = 30.
The mean and standard deviation of each filtered output are used to create the
feature vector. Therefore the dimensionality of each vector becomes 30×2 = 60.
This data set poses challenging problems in multi-dimensional indexing and is
widely used for performance evaluation of index structures and similarity search
algorithms [Man00,GIM99,FTAA01].

We built an R*-tree for both data sets. The page size is 8K, and the leaves
are stored in disks. We implemented CNN algorithms (both integrated and two-
phase algorithms) on these structures. We ran 10, 30, and 50 CNN queries and
the cost metric is the number of page accesses during the CNN queries.

We picked the query points randomly from the data set. The constraint re-
gions R was chosen again randomly with varying selectivities. The constraints are
created as hyper-cubic range queries. We performed experiments on constraints
from a spectrum of high-selectivity to low-selectivity. The average number of
points covered by constraints with smaller edges is less than the average number
of points covered by constraints with larger edges. Even the smallest constraints
in the experiments had a reasonable selectivity (covers more than k number of
points which is asked by the query). We varied the selectivity of the constraint
and analyze the effects of the constraint range on the performance of the tech-
niques.

Figure 12 shows the performance of the integrated technique and two-phase
technique for Color Histogram data set. The x-axis shows the side length of
the range constraint and the y-axis shows the number of page accesses as the
result of the k-CNN queries. Figure 12(a) illustrates the results for 10-CNN
and Figure 12(b) illustrates the results for 50-CNN queries. The results are
very similar for other values of k, e.g. 30-CNN. The color histogram data set is
very skewed and clustered. The dimensions are normalized within [0..1]. Even
a small size range query returns a reasonable amount of data. The data set
is clustered around the origin, therefore we picked our constraint regions by
fixing one corner of the constraint to the origin and varied the region. As the
constraint size increases, both techniques naturally merges to the same number
of page accesses. For example, with a constraint which covers the whole data
space, the CNN query is simply an NN query over the entire data space. As
the constraint size decreases, and hence the selectivity of the range constraint
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increases, the speedup achieved by the integrated CNN approach increases. For
example, for a 50-CNN query with an hyper-cubic constraint of side length 0.15
integrated approach returns 50 neighbors by accessing 115 pages, where the two-
phase approach accesses 398 pages. The integrated approach is approximately
3.46 times faster than the two-phase approach. The speedup for 10-CNN query
is 3.41.
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Fig. 12. CNN queries on Color Histogram
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Fig. 13. CNN queries on Landsat Texture Features

Figure 13 illustrates the results of similar experiments for Landsat data set.
Landsat data is also clustered, but data points are distributed more in the data
space. They are not normalized as the color histogram data, therefore the range
constraints were bigger than the Color Histogram data case to cover same num-
ber data points. Similar to the results in the previous data set, as constraints
become very large both techniques access similar numbers of pages. For exam-
ple, for an hyper-cubic range constraint of side length 4, the integrated approach
accesses 169 pages while the two-phase approach accesses 227 pages for 10-CNN
queries. For smaller constraint sizes (but still with reasonable selectivities), the
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integrated approach clearly outperforms the two-phase technique. For an hyper-
cubic range constraint of side length 1.2, the integrated approach achieves a
speedup of 3.9 over the two-phase approach. The speedup even becomes more
as the number of neighbors is increased. For 50-CNN queries of the same con-
straint size, the integrated technique achieves 5.63 speedup over the two-phase
technique. The single phase integrated technique accesses 111 pages where the
two-phase technique accesses 625 pages.

7 Conclusion

In this paper we introduced the notion of constrained nearest neighbor queries
(CNN) and propose a series of methods to answer them. CNN queries are suitable
for a wide range of applications. We presented various solutions, that either
process the conditions of the NN search in sequential separate steps or interleave
them into one phase. These approaches have inherent properties that lead to
specific advantages for different constraints on the NN search. Since both range
and nearest neighbor queries are independently well-studied and efficient index
structures are developed for them, the proposed technique should build upon of
the current state-of-art techniques that have been developed for these queries.
We showed how to adapt the well-known NN query algorithms to support CNN
queries without changing the underlying structure. We proved that the single-
phase integrated approach is optimal with respect to the I/O cost. Experiments
on real-life data sets show that the integrated approach is very effective for
answering CNN queries.
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Abstract. The notion of time granularity comes into play in a variety
of problems involving time representation and management in database
applications, including temporal database design, temporal data conver-
sion, temporal database inter-operability, temporal constraint reasoning,
data mining, and time management in workflow systems. According to
a commonly accepted view, any time granularity can be viewed as the
partitioning of a temporal domain in groups of elements, where each
group is perceived as an indivisible unit (a granule). Most granularities
of practical interest are modeled as infinite sequences of time granules,
that present a repeating pattern and, possibly, temporal gaps within and
between granules. Even though conceptually clean, this definition does
not address the problem of providing infinite granularities with a finite
representation to make it possible to deal with them in an effective way.
In this paper, we present an automata-theoretic solution to such a prob-
lem that revises and extends the string-based model recently proposed
by Wijsen [13]. We illustrate the basic features of our formalism and
discuss its application to the fundamental problems of equivalence and
classification of time granularities.

1 Introduction

The notion of time granularity comes into play in a variety of problems involv-
ing time representation and management in database applications, including
temporal database design, temporal data conversion, temporal database inter-
operability, temporal constraint reasoning, data mining, and time management
in workflow systems [6]. As an example, in a federated database system differ-
ent databases may use different time granularities to store temporal informa-
tion. When query processing involves pieces of information belonging to distinct
databases, the system needs to integrate these different time granularities in a
principled way. Such an integration presupposes the formalization of the math-
ematical relations between time granularities, a problem which is closely related
to the classical problem of supporting calendars. Roughly speaking, a calendar
is a human abstraction of time. Defining calendars corresponds to explicit time
entities and relations which are relevant to specific problems to be solved. Cal-
endars have intrinsic and extrinsic characteristics [11]. Intrinsic characteristics,
such as the duration of time units and their relationships, define the semantics
of a calendar, while extrinsic characteristics, such as the language in which time
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values are expressed and the format of time constants, vary depending on the
orientation of the user. In this paper, we focus on representation methods that al-
low one to model intrinsic characteristics of calendars. Time granularity emerged
as a formal tool to systematically deal with (intrinsic characteristics of) calen-
dars in databases. According to a commonly accepted perspective [3], any time
granularity can be viewed as the partitioning of a temporal domain in groups
of elements, where each group is perceived as an indivisible unit (a granule).
Most granularities of practical interest are modeled as infinite sequences of time
granules, that present a repeating pattern and, possibly, temporal gaps within
and between granules. Even though conceptually clean, this definition overlooks
the problems involved in the implementation of time granularities in an actual
computing system. In order to represent and deal with time granularity in an
effective way, any formalism must/should satisfy the following requirements:

1. Suitable to algorithmic manipulation. The formalism must provide infi-
nite granularities with a finite representation. Furthermore, data structures,
which are used to actually store information, should ease access to and ma-
nipulation of time granularities.

2. Powerful. The set of all possible time granularities is not countable. Con-
sequently, every representation formalism is bound to be incomplete. The
class of granularities captured by the formalism should be large enough to
be of practical interest.

3. Compact. The formalism should exploit regularities exhibited by the con-
sidered granularity to make their representation as compact as possible.

A number of representation formalisms for dealing with time granularities in
databases and knowledge-based systems have been proposed in the literature (a
comprehensive and an up-to-date survey can be found in [6]). The most signifi-
cant ones are the formalism of collection expressions [7], that of slice expressions
[8], and the Calendar Algebra [9]. All these formalisms make it possible to ex-
press granularities of practical interest, including infinite periodic granularities.
They are based on the same idea: one can represent time granularities by means
of symbolic terms built up from a finite set of basic granularities using a finite
set of operators. The different sets of granularity operators provided by the three
formal systems and their relationships are investigated in [2], where it is proved
that Calendar Algebra actually subsumes the other two formalisms. A common
limitation of all these approaches is that they focus on expressiveness issues,
and almost completely ignore the problem of establishing whether or not the
proposed formal systems are suitable for direct algorithmic manipulation.

A new approach to the representation and manipulation of infinite time gran-
ularities has been recently proposed by Wijsen [13]. According to such an ap-
proach, infinite granularities are modeled as infinite strings over a suitable finite
alphabet. Furthermore, whenever the granularity is (ultimately) periodic, it can
be finitely represented as an ordered pair, whose first element is a finite prefix,
called offset, and the second element is the finite repeating pattern (obviously,
this solution produces lengthy descriptions whenever the periodic granularity to
be represented has a long period and/or prefix). The resulting string-based model
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is then used to formally state and solve the problems of granularity equivalence
and minimality.

In this paper, we present an automata-theoretic solution to the problem of
representing and manipulating time granularities that revises and extends Wi-
jsen’s one. We define a new class of automata, called single-string automata, and
we explain how they can be used to model time granularities. In particular, we
show how regularities of the modeled granularity can be exploited to make de-
scriptions more compact. Then, we show how to extend single-string automata to
deal with granularities which have a quasi-periodic structure. Finally, we concen-
trate on the problems of equivalence and classification of time granularities. The
equivalence problem is the problem of deciding whether two different represen-
tations define the same time granularity. Studying decidability and complexity
of this problem is quite important in several respects. As an example, the decid-
ability of the equivalence problem directly implies the possibility of effectively
testing the semantic equivalence of two different time granularity representa-
tions, making it possible to use smaller, and more tractable, representations in
place of bigger ones. The classification problem is the problem of relating the
granules of a given granularity to those of another one. It can be viewed as the
counterpart of the granularity conversion problem as defined in [6]; however,
since single-string automata allow us to keep track of the internal structure of
granules, we will be able to establish finer connections between granules belong-
ing to different granularities. We give two algorithms that respectively solve the
equivalence and classification problems, and we analyze their performance.

The rest of the paper is organized as follows. In Section 2 we briefly summa-
rize the main features of the string-based model for infinite time granularities.
We introduce single-string automata in Section 3 and refine them in Section 4.
The application of the proposed formalism to deal with granularities of practical
interest is discussed in Section 5. Finally, in Section 6, we present the equivalence
and classification algorithms. Conclusions provide an assessment of the work and
outline future research directions.

2 A String-Based Model for Infinite Time Granularities

In this section, we first introduce a simple formalization of the notion of time
granularity and then present the basic characteristics of the string-based model
for infinite time granularities proposed by Wijsen [13].

We assume the temporal domain to be (isomorphic to) the set of natural
numbers N, with the usual ordering relation <. Some of the granularity systems
proposed in the literature assume Z, instead of N, as the temporal domain. This
choice makes it possible to avoid the introduction of a first granule and to move
backward and forward with respect to the reference granule. Most time granu-
larity applications, however, restrict themselves to the case of natural numbers,
e.g., this is the case of satisfiability checking algorithms for quantitative tempo-
ral constraints with multiple granularities described in [4]. Furthermore, it is not
difficult to show that the automata-theoretic formalization of time granularity
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can be generalized to integer numbers by exploiting well-known results in the
field [10]. According to Wijsen, we further assume that any given granularity
groups into another one. In fact, we view a granularity as a formal tool defining
how two temporal domains, both isomorphic to N, group one into the other. This
approach can be easily characterized in terms of granularity systems as defined
in [6].

Given the temporal domain 〈N, <〉, a time granularity (or simply a granu-
larity) is an equivalence relation ∼ on N ⊆ N such that, for every pair C1, C2
of ∼-classes, either it holds that, for all i ∈ C1 and j ∈ C2, i < j or it holds
that, for all i ∈ C1 and j ∈ C2, j < i [13]. N is called the (set of) support of
the time granularity ∼. It is immediate to see that < naturally induces a linear
order on the set of ∼-classes. Unlike other formalizations of time granularity [6],
this definition does not introduce any notion of index set; however, such a notion
can be easily derived from it, as shown in [13].

In order to deal with time granularities in an effective way, one needs to
provide them with a finite representation which is as compact as possible and
captures a reasonably large class of granularities. Furthermore, a suitable rep-
resentation formalism must guarantee that the complexity of the algorithms for
granularity manipulation remains under control. We restrict ourselves to the case
in which the support N is infinite. If N is finite, indeed, the solution to the rep-
resentation problem is trivial. In [13], Wijsen proposes a string-based model for
infinite time granularities that allows one to represent in a compact way a broad
class of granularities, which includes almost all granularities of practical inter-
est. In the following, we briefly describe the main features of such a string-based
model.

We assume the reader to be familiar with the basic terminology on finite and
infinite strings (if this is not the case, a good reference is [12]). Let v be an infinite
string. We will often write v as v(1)v(2)v(3) . . . , where v(i) is the i-th element of
the string. In order to model time granularities, Wijsen introduces an alphabet
of three symbols Σ = {�,�, o}. The symbols �, �, and o are respectively called
filler, gap, and separator. Furthermore, we alternatively refer to both � and � as
placeholders. Let Σ∗ (resp. Σω) be the set of all finite (resp. infinite) strings over
Σ. Furthermore, let Σ+ = Σ∗ − {ε}, where ε is the empty string. Given t ∈ Σω,
we denote by �(t, k) the number of occurrences of placeholders in the first k
positions of t. Any infinite string t ∈ Σω, with an infinite number of placeholders,
naturally induces a time granularity, that we denote by gran(t). The granularity
gran(t) can be formally defined as follows: for all i, j ∈ N, (i, j) ∈ gran(t) if
and only if there exist two integers k and l such that (i) t(k) = t(l) = �; (ii)
k − �(t, k) = l − �(t, l); (iii) �(t, k) = i and �(t, l) = j. Condition (i) states
that a filler occurs at positions k and l; condition (ii) imposes that there are not
separators between t(k) and t(l); condition (iii) associates string positions with
the corresponding time points by neglecting all the occurrences of the separator.
As an example, the string v = � � o � � � o � � � o . . . represents the
granularity gran(v) = {{1, 2}, {4, 5}, {7, 8}, . . . }.
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In order to finitely model granularities, Wijsen introduces the notion of
granspec: a granspec is a pair (u,w), with u ∈ Σ∗ and w ∈ Σ+. The strings
u and v are respectively called the offset and the pattern of (u,w). Furthermore,
we say that uwω is the trace produced by (u,w); sometimes, we will indicate uwω

as (u,w)∞. Two granspecs (u1, w1) and (u2, w2) are said to be trace-equivalent,
denoted by (u1, w1) ≡T (u2, w2), if and only if u1w

ω
1 = u2w

ω
2 . It is easy to check

that (u1, w1) ≡T (u2, w2) implies gran(u1w
ω
1 ) = gran(u2w

ω
2 ), but not vice versa.

A time granularity is said to be regular if it is of the form gran((u,w)∞),
where (u,w) is a granspec, that is, regular time granularities are represented
by ultimately periodic infinite strings, which can be expressed by means of
pairs of finite strings. It is not difficult to show that for every ultimately pe-
riodic string t ∈ Σω, there exist infinitely many granspecs (u,w) such that
t = (u,w)∞, and hence, from (u1, w1) ≡T (u2, w2), it does not follow that
(u1, w1) = (u2, w2). This allows us to conclude that, while the equality of two
granspecs obviously implies the equality of the corresponding regular granular-
ities, the vice versa does not hold, that is, (u1, w1) = (u2, w2) implies that
gran((u1, w1)∞) = gran((u2, w2)∞), but gran((u1, w1)∞) = gran((u2, w2)∞)
does not imply that (u1, w1) = (u2, w2).

Finally, two granspecs (u1, w1) and (u2, w2) are said to be G-equivalent,
denoted by (u1, w1) ≡G (u2, w2), if and only if gran(u1w

ω
1 ) = gran(u2w

ω
2 ). From

the above arguments, we have that the G-equivalence of two granspecs (u1, w1)
and (u2, w2) cannot be reduced to the equality (u1, w1) and (u2, w2). In [13],
Wijsen proposes an algorithm to determine whether or not two given granspecs
are G-equivalent, which is based on a suitable canonical form for granspecs. This
canonical form is obtained in two steps: in the first step, we select the subset
of granspecs, called aligned granspecs, such that, in the produced trace, every
separator is directly preceded by a filler; in the second step, canonical granspecs
are defined as a proper subclass of aligned ones.

A granspec (u,w) is said to be aligned if and only if it satisfies the fol-
lowing conditions: (i) for every i ∈ N, if (u,w)∞(i) = o, then there exists
j > i (u,w)∞(j) = �; (ii) (u,w)∞(1) 6= o; (iii) for every i ∈ N, with i > 1,
if (u,w)∞(i) = o, then (u,w)∞(i− 1) = �. A precise characterization of aligned
granspecs is provided by the following proposition:

Proposition 1. A granspec (u,w) is aligned if and only if the following five
statements hold:

1. u(1) 6= o;
2. for every i such that 1 < i ≤ |u|, if u(i) = o, then u(i− 1) = �;
3. if w(1) = o, then u 6= ε and the last symbol of u and w is �;
4. for every i such that 1 < i ≤ |w|, if w(i) = o, then w(i− 1) = �;
5. if w = �i for some i > 0, then u 6= u′ o �j for every u′ and j ≥ 0.

The following theorem guarantees that any granspec can be turned into a gran-
spec that satisfies the alignment conditions.

Theorem 1. For every granspec (u1, w1), there exists an aligned granspec
(u2, w2) such that (u1, w1) ≡G (u2, w2).
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The next theorem states the equivalence of ≡T and ≡G for aligned granspecs.

Theorem 2. Let (u1, w1) and (u2, w2) be two aligned granspecs. If (u1, w1) ≡G

(u2, w2), then (u1, w1) ≡T (u2, w2).

Since two aligned granspecs can be distinct even if they are G-equivalent, a
further normalization step is needed. A granspec (u,w) is said to be canonical
if and only if it satisfies the following conditions: (i) it is aligned; (ii) if w = vk

for a finite string v, then w = v and k = 1; (iii) if u 6= ε, then the last symbol of
u is distinct from the last symbol of w. The following theorem guarantees that
a canonical form can always be achieved.

Theorem 3. For every granspec (u1, w1), there is a canonical granspec (u2, w2)
such that (u1, w1) ≡G (u2, w2).

The last theorem states the desired equivalence of = and ≡G for canonical
granspecs.

Theorem 4. Let (u1, w1) and (u2, w2) be two canonical granspecs. If (u1, w1) ≡G

(u2, w2), then (u1, w1) = (u2, w2).

In the next section, we introduce an alternative automata-based model for
(ultimately) periodic time granularities and we prove that it is as expressive as
the string-based one, often producing more compact representations.

3 Single-String Automata

A (deterministic) single-string automaton is a quadruple (S,Σ, δ, q0), where S is
a finite set whose elements are called states, Σ is a finite alphabet, δ is a (total)
transition function from S to Σ × S, and q0 ∈ S is said to be the initial state.
Given a single-string automaton M = (S,Σ, δ, q0), we say that (s, t) ∈ Sω ×Σω

is a run of M if and only if s(1) = q0 and ∀i ≥ 1 δ(s(i)) = (t(i), s(i+1)). The run
of M is uniquely identified among the set of pairs in Sω ×Σω; this immediately
follows from the fact that δ is a single-valued function. Given a single-string
automaton M and its run (s, t), we say that t is the string generated by M
and we write t = M∞. Unlike usual classes of automata, single-string automata
generate only one string and this does not cause any gain in expressivity, as
stated by the following result, whose easy proof is left to the reader.

Proposition 2. Let M be a single-string automaton and let v ∈ Σω be the
string generated by M . Then there is a Büchi automaton M ′ that generates {v}.

The structure of strings generated by single-string automata is very simple, as
stated by the following theorem.

Theorem 5. Let Σ be an alphabet and let v ∈ Σω. Then v is ultimately periodic
if and only if v is the string generated by a single-string automaton.
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Proof. Let v ∈ Σω be an ultimately periodic string. Then we can write v as
uwω, for some u ∈ Σ∗ and v ∈ Σ+. Suppose u = a1a2 . . . an and w = b1b2 . . . bm.
We can build a single-string automaton M = (S,Σ, δ, q0) that generates exactly
v as follows:

– S = {(1, i)|i ∈ [1, n]} ∪ {(2, i)|i ∈ [1,m]}
– δ : S → Σ × S is defined letting

δ((k, i)) =




(ai, (1, i+ 1)) se i ≤ n− 1 e k = 1
(an, (2, 1)) se i = n e k = 1
(bi, (2, i+ 1)) se i ≤ m− 1 e k = 2
(bn, (2, 1)) se i = m e k = 2

– q0 = (1, 1), if u 6= ε, and q0 = (2, 1), otherwise.
We can easily verify that the string generated by M is v.

Conversely, let M = (S,Σ, δ, q0) be a single-string automaton, with S =
{q0, q1, . . . , qm} and Σ = {d1, d2, . . . , dn}, and let (s, t) be the run of M . First,
we can observe that s is an infinite string made up from a finite alphabet. Then,
let {in}n∈N be a sequence such that s = qi1qi2qi3 . . . and let qij be a state that
appears in s more than once, that is, s = qi1 . . . qij . . . qik−1qijqik+1 . . . . From
the definition of δ, it follows that s = qi1 . . . qij−1(qij . . . qik−1)ω. Let {ln}n∈N

be a sequence such that t = dl1dl2dl3 . . . . It is immediate to verify that t =
dl1 . . . dlj−1(dlj . . . dlk−1)ω, which is exactly the thesis. 2

3.1 Equivalence and Minimality of Single-String Automata

We say that two single-string automata are equivalent if and only if they generate
the same string. We now outline an algorithm (Algorithm 3.1) to decide whether
two given single-string automata are equivalent or not. The proof of Theorem 5
suggests us an effective procedure to build up two strings u and v such that uwω

is the string generated by a given single-string automaton M . The equivalence of
two single-string automata can thus be reduced to the equality of two ultimately
periodic strings. The correctness of Algorithm 3.1 rests on the following pair of
propositions (the trivial proof of Proposition 3 is left to the reader).

Proposition 3. Let v1 = u1w
ω
1 be an ultimately periodic string, where w1 =

b1 . . . bn. Furthermore, let u2 = u1b1, w2 = b2 . . . bnb1, and v2 = u2w
ω
2 . It holds

that v1 = v2.

Proposition 4. Let v1 = u1w
ω
1 and v2 = u2w

ω
2 be two ultimately periodic

strings such that |u1| = |u2|. Then v1 = v2 if and only if

u1 = u2 w
n

|w1|
1 = w

n
|w2|
2 ,

where n is the least common multiple of |w1| and |w2|.
Proof. Let us assume that v1 = u1w

ω
1 , v2 = u2w

ω
2 , |u1| = |u2|, and v1 = v2.

The way in which v1 and v2 are defined and the hypothesis |u1| = |u2| together
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imply that u1 = u2. Furthermore, from the definition of n, we can conclude that

|w
n

|w1|
1 | = |w

n
|w2|
2 |. From w

n
|w1|
1 6= w

n
|w2|
2 , indeed, it would follow that u1w

n
|w1|
1 6=

u2w
n

|w2|
2 , that is, v1 and v2 would differ in their prefix of length |u1| + n, and

thus v1 6= v2 (contradiction).

Conversely, let us assume that v1 = u1w
ω
1 , v2 = u2w

ω
2 , u1 = u2, and w

n
|w1|
1 =

w
n

|w2|
2 . It immediately follows that

v1 = u1w
ω
1 = u2w

ω
1 = u2

(
w

n
|w1|
1

)ω
= u2

(
w

n
|w2|
2

)ω
= u2w

ω
2 = v2,

which is the thesis. 2

Proposition 4 can be reformulated in a different way, taking into account the
internal structure of strings to be tested for equality.

Proposition 5. Let v1 = u1w
ω
1 and v2 = u2w

ω
2 be two ultimately periodic

strings such that |u1| = |u2|. Then v1 = v2 if and only if

u1 = u2 w1 = s
|w1|
n w2 = s

|w2|
n ,

where n is the greater common divisor of |w1| and |w2| and s is a string.

Proof. If v1 = u1w
ω
1 , v2 = u2w

ω
2 , u1 = u2, v1 = s

|w1|
n and v2 = s

|w2|
n , then

v1 = u1s
ω = u2s

ω = v2. Conversely, let us assume that v1 = v2; from |u1| = |u2|
it follows that u1 = u2. We can obviously write w1 = s1s2 . . . s |w1|

n

and w2 =

t1t2 . . . t |w2|
n

, where |ti| = |si| = n for each common index i. The integers |w1|
n

and |w2|
n are relative prime and thus, using well-known results about finite fields,

we have that{
0, . . . , |w1|

n − 1
}

=
{(

|w2|
n m

)
mod |w1|

n | 0 ≤ m < |w1|
n

}
;{

0, . . . , |w2|
n − 1

}
=

{(
|w1|
n m

)
mod |w2|

n | 0 ≤ m < |w2|
n

}
.

This concludes the proof, because these relations, together with the fact that

w
|w2|
n

1 = w
|w1|
n

2 , imply that si = tj , for any pair i, j, and thus w1 = s
|w1|
n and

w2 = s
|w2|
n . 2

As for minimality, it can be reduced to the minimality of the representation of
the generated string as well. An algorithm for determining such a minimal repre-
sentation can be easily obtained by exploiting the following pair of propositions
(code omitted).

Proposition 6. Let v1 = u1w
ω
1 be an ultimately periodic string, where |u1| ≥

1, u1 = b1, . . . , bn, w1 = a1 . . . am, and bn = am. Furthermore, let u2 =
b1, . . . , bn−1, w2 = bn, a1, . . . am−1, and v2 = u2w

ω
2 . It holds that v1 = v2.

Proposition 7. Let v = uwω1 , with u = b1, . . . , bn and w1 = a1 . . . am, be an
ultimately periodic string such that (if |u| > 0) bn 6= am. Then, there exists a
(unique) prefix w2 of w1 such that w1 = wk2 , with k ≥ 1, and there exists no
proper prefix w3 of w2 such that w1 = wh3 , with h > k.
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Algorithm 3.1 Determine if two ultimately periodic strings are equal on the
basis of their finite representations (U1,W1) and (U2,W2).
1: if |U1| ≥ |U2| then
2: for i← 1 to |U1| − |U2| do
3: U2 ← U2W2[1]
4: W2 ←W2[2, . . . , |W2|]W2[1]
5: else
6: for i← to |U2| − |U1| do
7: U1 ← U1W1[1]
8: W1 ←W1[2, . . . , |W1|]W1[1]
9: if U1 6= U2 then

10: print (“Input strings are not equal.”)
11: else
12: for i← 1 to LCM(|W1|, |W2|) do
13: if W1[mod|W1|(i− 1) + 1] 6= W2[mod|W2|(i− 1) + 1] then
14: print (“Input strings are not equal.”)
15: print (“Input strings are equal.”)

3.2 Granularities and Single-String Automata

In this section, we show how single-string automata can be used to model (ul-
timately periodic) time granularities. Let Σ = {�,J,�}. Any infinite string
t ∈ Σω naturally induces a time granularity, that we denote by gran ′(t), such
that for all i, j ∈ N, (i, j) ∈ gran ′(t) if and only if the following pair of condi-
tions holds: (i) t(i), t(j) ∈ {�,J}; (ii) t(k) 6=J for any k ∈ [m,M − 1], where
m = min{i, j} and M = max{i, j}. As an example, the string v = � J � � J
� � J . . . represents the granularity gran ′(v) = {{1, 2}, {4, 5}, {7, 8}, . . . }. This
formalism turns out to be simpler than the one described in Section 2, as shown
by the following proposition.

Proposition 8. Let Σ = {�,J,�} and v1, v2 ∈ Σω. If both v1 and v2 cannot
be written as u�ω, with u ∈ Σ∗, it holds that gran ′(v1) = gran ′(v2) if and only
if v1 = v2.

Proof. Let us assume that neither v1 nor v2 is equal to u�ω, with u ∈ Σ∗, and
that gran ′(v1) = gran ′(v2). Further, we assume that v1 6= v2 and that j is the
least integer such that v1(j) 6= v2(j). We distinguish three relevant cases:

– If either v1(j) or v2(j) is �, then we have a contradiction: it suffices to notice
that if we replace � by � or J in any string v ∈ Σω, gran ′(v) changes.

– If v1(j) and v2(j) are � and J, respectively, then we can proceed as follows:
let j′ be the least integer greater than j such that at least one symbol between
v1(j′) and v2(j′) is different from �. Checking every possible value for v1(j′)
and v2(j′), we immediately obtain a contradiction.

– If v1(j) and v2(j) are J and �, respectively, then we can proceed as in the
previous case.

Conversely, if v1, v2 ∈ Σω and v1 = v2, then it trivially holds that gran ′(v1) =
gran ′(v2). 2
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The string M∞ generated by a single-string automaton M on the alphabet
Σ = {�,J,�} naturally induces a granularity. A granularity R such that R =
gran ′(M ∞), where M is a single-string automaton, is said to be auto-regular.
Notice that the hypothesis of Proposition 8 that neither v1 nor v2 is equal to
u�ω is not restrictive, because we assume the set of support of granularities to
be infinite.

The following theorem relates auto-regular granularities to regular ones (cf.
Section 2).

Theorem 6. The class of regular granularities and the class of auto-regular
granularities coincide.

Proof. Let gran((u1, w1)∞), with u1 ∈ {�,�, o}∗ and w1 ∈ {�,�, o}+, be a
regular granularity. The corresponding pair of strings u2 ∈ {�,J,�}∗ and w2 ∈
{�,J,�}∗ can be obtained as follows.

– We obtain u2 from u1 and w1 by executing the following two steps:
1. For each occurrence of � in u1, we scan the subsequent positions in u1w1

until we reach an occurrence of either � or o (if any); then:
– if we stop on the symbol �, both occurrences of � are left unchanged;
– if we stop on the symbol o, we substitute J for �;
– if neither an occurrence of � nor an occurrence of o can be found

after the given occurrence of �, then we substitute J for �;
2. We erase every occurrence of o in u1.

– We obtain w2 from w1 by executing the same sequence of steps. In this
case, however, we consider the string w1w1 instead of the string u1w1 when
searching for symbols following any given occurrence of �.

It is easy to see that such a transformation preserves the generated granularity,
that is, gran((u1, w1)∞) = gran ′((u2, w2)∞). From Theorem 5, it follows that
there exists a single-string automaton M such that M∞ = (u2, w2)∞, and thus
gran((u1, w1)∞) = gran ′(M∞).

Conversely, suppose that gran ′(M∞) is an auto-regular granularity. From
Theorem 5, it follows that M∞ is an ultimately periodic string on {�,J,�}). Let
(u1, w1)∞ be such a string. We obtain the corresponding strings u2 ∈ {�,�, o}∗

and w2 ∈ {�,�, o}+ by substituting the string �o for every occurrence of J in
u1 e w1. It is not difficult to show that gran ′(M∞) = gran((u2, w2)∞). 2

4 Single-String Automata Can Be Improved

Single-string automata can be naturally represented as graphs. As an example,
the single-string automaton ({q0, . . . , q4}, {a, b}, {(q0, (a, q1)), (q1, (b, q2)), (q2, (a,
q3)), (q3, (b, q4)), (q4, (a, q1))}, q0) can be represented as depicted in Fig. 1. As
another example, let Σ = {a, b}. A single-string automaton that generates the
infinite string (b(ab)5)ω is the automaton modeled by the graph depicted in
Fig. 2. The number of states of the graph is really too large with respect to the
inherently simple structure of the generated string. In order to reduce the size
of the automaton/graph, one can think of adding “priority” transitions that are
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Fig. 1. A sample single-string automaton.

Fig. 2. A single-string automaton generating (b(ab)5)ω.

Fig. 3. A compact automaton for (b(ab)5)ω.

taken only when particular conditions hold. The structure of the resulting au-
tomaton is depicted in Fig. 3, where the priority transition is the bold one. In the
following, we will extend the notion of single-string automata by systematically
exploring such an idea.

4.1 Extended Single-String Automata

Let A and B be two sets, f : A → A× B, and ∼ be an equivalence relation on
A. We say that ∼ respects f if and only if, for all a1, a2 ∈ A, if f(a1) = (c1, b1),
f(a2) = (c2, b2), and a1 ∼ a2, then c1 ∼ c2 and b1 = b2.

Furthermore, let I be a finite set of variables. We denote by LI any logical
language satisfying the following two conditions: (i) free variables of every for-
mula in LI belong to I, and (ii) functional and relational symbols in LI have a
natural interpretation in N. Models of LI formulas can be thought of as elements
of N

n, with n = |I|.
An extended single-string automaton is a 7-tuple (S, I,Σ, γ, δ, q0, n0), where

S is a finite set of states; I is a finite set of variables (N|I| will be denoted as C);
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Σ is an alphabet; γ : S ⇀ LI × CC ×Σ × S is the (partial) primary transition
function; δ : S → CC×Σ×S is the (total) secondary transition function; q0 ∈ S
is the initial state; n0 ∈ C. The run of an extended single-string automaton is
unique, as for single-string automata, but its definition turns out to be more
complex. Given an extended single-string automaton M = (S, I,Σ, γ, δ, q0, n0),
we say that (s, c, t) ∈ Sω × Cω ×Σω is a run of M if and only if
– s(1) = q0;
– c(1) = n0;
– for all i ≥ 1

– if γ(s(i)) = (φ, ψ, h, k) and c(i) |= φ, then the primary transition is taken
and the following three conditions hold:

c(i+ 1) = ψ(c(i)), s(i+ 1) = k, t(i) = h;

– otherwise, the secondary transition δ(s(i)) = (ψ, h, k) is taken and the
following three conditions hold:

c(i+ 1) = ψ(c(i)), s(i+ 1) = k, t(i) = h.

Given an extended single-string automaton M and its run (s, c, t), we say that
t is the string generated by M , and we write t = M∞.

As an example, the extended single-string automaton that generates the in-
finite string (b(ab)5)ω is depicted in Fig. 4, where bold arrows represent the
primary transition function and thin arrows represent the secondary transition
function. Moreover, n0 is (0).

Fig. 4. An extended single-string automaton generating (b(ab)5)ω.

Extended single-string automata do not satisfy all the properties that single-
string automata satisfy, even though they can be viewed as a natural extension
to single-string automata. In particular, the equivalence of two extended single-
string automata is not decidable, that is, it is impossible to give an algorithm that
states whether or not two extended single-string automata generate the same
string. Moreover, it is not clear which is the class of strings which is captured by
extended single-string automata. These problems are caused by our definition of
extended single-string automata, which is very general and not restrictive at all.
Extended single-string automata, however, allow us to solve the representation
problem which has been discussed at the beginning of this section, provided that
we find a finitary representation for an expressive enough subset of CC . This is
what we will do in the next section.
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4.2 Reducible Extended Single-String Automata

In this section, we impose some restrictions on the definition of extended single-
string automata in order to obtain a number of important decidability and char-
acterization results. First, notice that every extended single-string automaton
M = (S, I,Σ, γ, δ, q0, n0) is endowed with a finite number of states. However, it
is clear that we implicitly ask the automaton to keep track of values of variables
in I. More precisely, given an extended single-string automaton M and its run
(s, c, t), we can define a function µ : S × C → S × C × Σ such that, for every
i ≥ 0, the following condition holds:

µ(s(i), c(i)) = (s(i+ 1), c(i+ 1), t(i)).

We say that an extended single-string automaton M is reducible if we can define
an equivalence relation ∼ of finite index on S × C that respects µ. The follow-
ing theorem characterizes the expressiveness of reducible extended single-string
automata.

Theorem 7. If v is the string generated by a reducible extended single-string au-
tomata M , then there exists a single-string automaton M ′ that generates exactly
v.

Proof. Let M = (S, I,Σ, δ, γ, q0, n0) be a reducible extended single-string au-
tomata, let C = N

|I|, and let µ : S ×C → S ×C ×Σ be the function associated
with M . By definition, there exists an equivalence relation ∼ of finite index
on S × C that respects µ. We can build an equivalent single-string automaton
M ′ = (S′, Σ, δ′, q′

0) as follows:
– S′ = (S × C)/ ∼. Since the index of ∼ is finite, S′ is finite.
– If µ(x, y) = (x′, y′, h), then δ′([(x, y)]∼) = ([(x′, y′)]∼, h). The transition
function δ′ is well defined, because ∼ respects µ.

– q′
0 = [(q0, n0)]∼.

Let us show that M and M ′ generate the same infinite string. Let us suppose
that this is not the case, that is, let v and v′ be the strings generated by M e
M ′, respectively, and let i be the least natural number such that v(i) 6= v′(i). If
i = 1, we easily obtain a contradiction from the definitions of µ and q′

0. Otherwise
(i > 1), we have a contradiction noting that v(i− 1) = v′(i− 1) and ∼ respects
µ. Hence, we can conclude that v = v′, which is the thesis. 2

Theorem 7 provides a precise characterization of the expressiveness of reducible
extended single-string automata by showing that they are as powerful as single-
string automata.

Let us denote by ξ a function that, given a reducible extended single-string
automaton, returns an equivalent single-string automata. Obviously, ξ is not a
computable function and, as a consequence, we cannot reduce the equivalence of
two reducible extended single-string automata to the equivalence of two single-
string automata. To make ξ computable, we have to impose further restrictions.
This argument is summarized by the following theorem.

Theorem 8. Let C be a set of reducible extended single-string automata such
that ξ|C is computable. Then, the equivalence of two automata in C is decidable.
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5 A Practical Formalism for Time Granularity

In this section, we define a class D of reducible extended single-string automata
and we show that it satisfies the conditions of Theorem 8. We then show that D
allows us to represent time granularities related to actual calendars in a compact
way. In the next section, we will provide equivalence and classification algorithms
on D and analyze their performance.

The class D is obtained by imposing the following restrictions on the defini-
tion of extended single-string automata1:
– the language LI , that we use to define γ, consists of formulas of the following

form:
f1 ∧ f2 ∧ . . . ∧ fn,

where, for every i, fi is t1 = t2 or t1 6= t2, with t1, t2 integer constants or
expressions of the form modc(v) (where c is a constant and v ∈ I);

– the functions that we use to define γ and δ must be of the following form:

(g1, g2, . . . , g|I|),

where, for every i, gi : N → N is a constant function or is obtained by
composing a constant number of instances of the successor function.

Given an automaton M = (S, I,Σ, δ, γ, q0, n0), with I = {v1, . . . , v|I|}, belong-
ing to D, we first determine, for every vi ∈ I, the least common multiple lcm(vi)
of all constants c that appear in terms of the form modc(vi) which are used
to define γ. Then, we define an equivalence relation ∼M on S × C by letting
(s1, (i1, . . . , i|I|)) ∼M (s2, (j1, . . . , j|I|)) if and only if the following two relations
hold:

s1 = s2 and ik ≡lcm(vk) jk for k ∈ [1, |I|].
It is not difficult to show that the following propositions hold.

Proposition 9. ∼M is an equivalence of finite index.

Proposition 10. ∼M respects the function µ associated with M .

From the definition of the equivalence relation ∼M , it easily follows that the
function ξ|D is computable and hence, by Theorem 8, that the equivalence of
two automata in D is decidable.

We conclude the section by providing an automaton M ∈ D that gener-
ates the string in {�,J,�}ω representing the granularity which corresponds to
the days-to-months relation of the Gregorian Calendar. Such a granularity is
represented in Calendar Algebra by the following expression:

pseudomonth = Alter12
11,−1(day,Alter12

9,−1(day,Alter12
6,−1(day,

Alter12
4,−1(day,Alter12

2,−3(day,Group31 (day))))))

month = Alter12∗400
2+12∗399,1(day,Alter12∗100

2+12∗99,−1(day,

Alter12∗4
2+12∗3,1(day, pseudomonth))),

1 It is worth noting that these restrictions closely resemble those proposed by Alur
and Henzinger in [1] to obtain decidable real-time logics.
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Fig. 5. A D-automaton capturing the Gregorian Calendar.

while the D-automaton M that captures such a granularity is the one depicted in
Fig. 5. For the sake of readability, we have not reported the complete specification
of M in the figure. The complete specification is obtained by adding I = {i, j, k},
n0 = (1, 1, 0) and the two transition functions δ and γ which are defined as
reported in Tables 1 and 2.

6 Equivalence and Classification Algorithms

In this section, we evaluate the formalism that we introduced in the previous
section by analyzing how the resulting representations influence the complexity
of the algorithms for equivalence checking and classification.
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Table 1. Function γ

S S N
N LI

q0 q1 − mod27(i) = 0
q1 q2 − mod12(j) = 2
q2 q4 − mod4(k) = 0

∧mod400(k) 6= 100
∧mod400(k) 6= 200
∧mod400(k) 6= 300

q4 q7 − mod12(j) 6= 4
∧mod12(j) 6= 6
∧mod12(j) 6= 9
∧mod12(j) 6= 11

q8 q0 j ← 1 mod12(j) = 0
k ← k + 1

i← 1

Table 2. Function δ

S S N
N

q0 q0 i← i + 1
q1 q2 −
q2 q4 −
q3 q0 i← 1; j ← j + 1
q4 q6 −
q5 q0 i← 1; j ← j + 1
q6 q0 i← 1; j ← j + 1
q7 q8 −
q8 q0 i← 1; j ← j + 1

6.1 Equivalence

The first problem we face when we introduce a new representation method is the
equivalence problem: given two instances of a formalism, we want to establish
whether the two instances denote the same object or not. In our case, we know
that the equivalence problem is decidable in D, but we do not know how the
algorithm we gave behaves in terms of time and space complexities. The dia-
gram depicted in Fig. 6 shows the high-level behaviour of our algorithm. From a

Fig. 6. High-level behaviour of our equivalence algorithm.

complexity point of view, the critical step is the computation of ξ(A) and ξ(B).
The informal procedure we gave in the last section is not efficient, because it
does not avoid the creation of useless states. Algorithm 6.1 solves this problem,
provided that S′ is implemented in an efficient way. As an example, if we imple-
ment S′ as an hash table, we can obtain an average running time of O(|I|) for
insertion and lookup on S′ (line 5, 9 and 10). δ′ is never looked up during the
computation, so we can implement it by simpler data structures. Subroutines
nextstate, nextconfig and nextchar have an obvious meaning and we can assume
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Algorithm 6.1 Given M = (S, I,Σ, δ, γ, q0, n0) ∈ D, build an equivalent M ′ =
(S′, Σ, δ′, q′

0) in an efficient way.
1: for j ← 1 to |I| do
2: Compute the lcm N [j] of all c such that modc(I[j]) is used to define γ
3: q′v ← (q0, modN (n0))
4: S′ ← {q′v}
5: q′0 ← q′v
6: q′n ← (nextstate(q′v), modN (nextconfig(q′v))
7: δ′ ← {q′v → (q′n, nextchar(q′v)}
8: while q′n /∈ S do
9: S′ ← S′ ∪ {q′n}

10: q′v ← q′n
11: q′n ← (nextstate(q′v), modN (nextconfig(q′v))
12: δ′ ← {q′v → (q′n, nextchar(q′v)}

that they take O(|I|) time. The overall complexity of Algorithm 6.1 is therefore
O(|S′| · |I|).

In designing a reducible extended single-string automaton M that represents
a granularity R, one must guarantee that the number of useful states in ξ(M)
is comparable to the number of states of the minimum single-string automaton
that represents R. In such a case, the equivalence problem has a complexity
which is comparable to the one of Wijsen’s formalism.

6.2 Classification

Let R be a time granularity. We say that a granule C ∈ R has ordinal number
i if C is the i–th element of R in terms of the linear order induced on R by the
linear order on natural numbers.

With reference to the graph representation of single-string automata, we
interpret each single-string automaton M = (S,Σ, δ, q0) as a graph, whose nodes
correspond to the states of M . An interesting property of such a graph is that
there exists at most one node q ∈ S such that q is reachable from q0 and
there exist exactly two states q′, q′′ ∈ S that are reachable from q0 and whose
only outgoing edge enters q. We call q the loop state (if such a node q does
not exist, the loop state is q0). The loop state of a single-string automaton
M = (S,Σ, δ, q0) turns out to be very useful in many situations; hence, although
it can be computed in a natural way from S and δ, we often assume that it is
part of the definition of M .

A problem that frequently arises in practical situations is the classification
problem: given a granularity R and a natural number n, decide whether there
exists a granule C ∈ R such that n ∈ C and, if this is the case, compute C and
its ordinal number2.

2 Notice that such a formulation of the classification problem makes sense only if there
exists an infinite number of granules. In the case in which we have only finitely many
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If we represent granularities as single-string automata, we can easily solve the
classification problem on M = (S,Σ, δ, q0) and n ∈ N by executing the following
steps:
1. determine the loop state (if it has not been included in the definition of the

automaton);
2. starting from the initial state, make exactly n transitions keeping track of the

state following the last occurrence of J and of the current ordinal number
(the ordinal number of the current granule);

3. if the last symbol is not � (if it is �, then n does not belong to any granule),
come back to the state following the last occurrence of J and proceed until
the next J is reached; for any occurrence of �, write the corresponding
natural number.

Algorithm 6.2 implements such a procedure using a number of suitable heuristics.
In particular, notice that lines 1–16 can be “factorized” over different instances
of the algorithm involving the same automaton, but different natural numbers.

The above classification algorithm can be easily extended to automata in D,
by adapting the notions of loop state, state equality, and transition; alternatively,
we can preprocess the input automaton M with Algorithm 6.1 and work with
its single-string equivalent M ′. In any case, the running time is proportional to
|M ′|, where |M ′| is the size of the graph corresponding to M ′.

7 Conclusions and Further Work

In this paper, we proposed a new automata-theoretic approach to the represen-
tation and manipulation of time granularities. We proved that it is expressive
enough to capture a relevant class of practical granularities, and that it generates
compact representations which are suitable to be manipulated by algorithms. We
explicitly defined two algorithms that respectively solve the equivalence checking
and classification problems. It is possible to show that many practical problems
about time granularities can be reduced to these two problems or to minor vari-
ants of them. The formalism of (extended) single-string automata is not, how-
ever, a high-level formalism, and the descriptions it produces are not as readable
as, for instance, Calendar Algebra expressions. For this reason, we believe it use-
ful to think of translations from high-level formalisms, such as Calendar Algebra,
to our formalism.

The main contribution of this paper lies in the automata-theoretic account
of time granularity that it provides. We believe it possible to further exploit
the expressive power of automata over infinite strings to improve our ability
of dealing with time granularities. As an example, moving from deterministic
automata to nondeterministic ones will allow us to manage situations in which a
given repeating pattern can start at a finite number of different time points (finite
union of single-string automata) or situation in which the repeating pattern can
start at an arbitrary time point (infinite union of single-string automata).

granules, the last one necessarily includes infinite natural numbers and thus cannot
be computed.
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Algorithm 6.2 Solve the classification problem on M = (S,Σ, δ, q0) and n ∈ N

assuming ql is the loop state of M .
1: if ← 0; jf ← 0; q ← q0

2: while q 6= ql do
3: (q, c)← δ(q)
4: if c =J then
5: jf ← jf + 1
6: if ← if + 1
7: is ← 0; js ← 0
8: repeat
9: (q, c)← δ(q)

10: if c =J then
11: js ← js + 1
12: is ← is + 1
13: until q = ql
14: if n ≤ if + is then
15: q, qp ← q0; jp ← 1; hp ← 1
16: for h← 1 to n− 1 do
17: (q, c)← δ(q)
18: if c =J then
19: qp ← q; hp ← h + 1; jp ← jp + 1
20: else
21: d← div is(n− if ); r ← mod is(n− if ); q ← ql; jp ← jf + (d− 1) ∗ js + 1
22: for h← if + (d− 1) ∗ is + 1 to n− 1 do
23: (q, c)← δ(q)
24: if c =J then
25: qp ← q; hp ← h + 1; jp ← jp + 1
26: (q, c)← δ(q)
27: if c 6= � then
28: print (“C ∈ R with ordinal number”, jp)
29: (q, c)← δ(qp); h← hp
30: if c 6= � then
31: print (h)
32: while c 6=J do
33: h← h + 1; (q, c)← q
34: if c 6= � then
35: print (h)
36: else
37: print (“There is not C ∈ R such that n ∈ C.”)
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Abstract. We study the recent proposal of Goyal and Egenhofer who
presented a model for qualitative spatial reasoning about cardinal di-
rections. Our approach is formal and complements the presentation of
Goyal and Egenhofer. We focus our efforts on the operation of com-
position for two cardinal direction relations. We point out that the only
published method to compute the composition does not always work cor-
rectly. Then we consider progressively more expressive classes of cardinal
direction relations and give composition algorithms for these classes. Our
theoretical framework allows us to prove formally that our algorithms are
correct. Finally, we demonstrate that in some cases, the binary relation
resulting from the composition of two cardinal direction relations cannot
be expressed using the relations defined by Goyal and Egenhofer.

1 Introduction

Qualitative spatial reasoning has received a lot of attention in the areas of Ge-
ographic Information Systems [3,5], Artificial Intelligence [2,4,16,17], Databases
[14] and Multimedia [18]. Several kinds of useful spatial relations have been stud-
ied so far e.g., topological relations [1,2,3,16,17], cardinal direction relations [7,
10] and qualitative distance relations [5,20].

In this paper we concentrate on cardinal direction relations [7,10,12]. Cardi-
nal direction relations describe how regions of space are placed relative to one
another (e.g., region a is north of region b). Our starting point is the recent
model of Goyal and Egenhofer [6,7]. This model is currently one of the most
cognitively plausible models for qualitative reasoning with cardinal directions.
It works with extended regions and has potential in Multimedia and Geographic
Information Systems applications.

In a recent paper [19] we have studied the problem of checking the consistency
of a given set of constraints in the model of [6,7] and its variations. In this paper
we concentrate on the problem of composing cardinal direction relations.

The composition operation for various kinds of spatial relations has received
a lot of attention in the literature [3,5,12]. Composition tables are typically used
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as a mechanism for inferring new spatial relations from existing ones. This is
very helpful in the following situations:

1. Detecting possible inconsistencies in a given set of spatial relations [10,17].
2. Preprocessing spatial queries so that inconsistent queries are detected or the

search space is pruned [13].

Therefore it is very important to study the composition operation and define
appropriate composition tables for interesting models of spatial relations such
as [6,7].

The technical contributions of this paper can be summarized as follows:

– We give formal definitions for the cardinal direction relations that can be
expressed in the model of Goyal and Egenhofer [7].

– We use our formal framework to study the composition operation for cardinal
direction relations in the model of [7]. Goyal and Egenhofer first studied this
operation in [7] but their method does not always work correctly.

– The previous observation leaves us with the task of finding a correct method
for computing the composition. To do this, we consider progressively more
expressive classes of cardinal direction relations and give composition al-
gorithms for these classes. Our theoretical framework allows us to prove
formally that our algorithms are correct.
Finally, when we consider the problem in its generality, we show something
very interesting: the binary relation resulting from the composition of some
cardinal direction relations cannot even be expressed using the relations de-
fined in [7] unless the language is augmented by extra predicates (Section
5).

The rest of the paper is organized as follows. Section 2 presents the formal
model. In Sections 3 and 4 we consider two subclasses of cardinal direction
relations and give composition algorithms for these classes. In Section 5 we show
that the result of the composition of some cardinal direction relations cannot
be expressed using the relations defined in [7]. Our conclusions are presented in
Section 6.

2 A Formal Model for Cardinal Direction Information

We consider the Euclidean space <2. Regions are defined as non-empty sets of
points in <2. A region a is connected if for every pair of points in a there exists
a line (not necessarily a straight one) joining the two points such that all the
points on the line are also in a. The connectedness property prevents a region
from having disjoint parts. A region is disconnected if it is not connected.

Let a be a region. The greatest lower bound or the infimum [11] of the pro-
jection of region a on the x-axis (respectively y-axis) is denoted by infx(a)
(respectively infy(a)). The least upper bound or the supremum of the projection
of region a on the x-axis (respectively y-axis) is denoted by supx(a) (respectively
supy(a)).
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Fig. 1. A region and its bounding box

The minimum bounding box of a region a, denoted by mbb(a), is the rectan-
gular region formed by the straight lines x = infx(a), x = supx(a), y = infy(a)
and y = supy(a) (see Figure 1). Obviously, the projections on the x-axis (re-
spectively y-axis) of a region and its minimum bounding box have the same
endpoints.

We will consider throughout the paper the following types of regions:

– Regions that are connected, non-empty subsets of <2 and homeomorphic im-
ages of two-dimensional disks [7,15]. The set of these regions will be denoted
by REGdisk.

– Regions that are formed by finite unions of regions in REGdisk. The set of
these regions will be denoted by REGdisk∗. Notice that regions in REGdisk∗

can be disconnected.

a

b1

b2

b3

Fig. 2. Regions

In Figure 2, regions a, b1, b2 and b3 are in REGdisk (also in REGdisk∗) and
region b = b1 ∪ b2 ∪ b3 is in REGdisk∗.

Regions in REGdisk have been previously studied in [7,15]. They can be used
to model areas in various interesting applications, e.g., land parcels in Geographic
Information Systems [3,5]. In the sequel we will formally define cardinal direction
relations for regions in REGdisk. To this end, we will need regions in REGdisk∗.

Let us now consider two arbitrary regions a and b in REGdisk. Let region
a be related to region b through a cardinal direction relation (e.g., a is north
of b). Region b will be called the reference region (i.e., the region to which the
relation is described) while region a will be called the primary region (i.e., the
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region from which the relation is described) [7]. The axes forming the minimum
bounding box of the reference region b divide the space into 9 tiles (Figure 3a).
The peripheral tiles correspond to the eight cardinal direction relations south,
southwest, west, northwest, north, northeast, east and southeast. These tiles
will be denoted by S(b), SW (b), W (b), NW (b), N(b), NE(b), E(b) and SE(b)
respectively. The central area corresponds to the region’s minimum bounding
box and is denoted by B(b). By definition each one of these tiles includes the
parts of the axes forming it. The union of all 9 tiles is <2.

NW(b)

SW(b)

W(b) E(b)

N(b) NE

SE(b)

b b

a

(a) (b)

b

(c)

b

(d)

S(b)

B(b) a

a

Fig. 3. Reference tiles and relations

If a primary region a is included (in the set-theoretic sense) in tile S(b) of
some reference region b (Figure 3b) then we say that a is south of b and we write
a S b. Similarly, we can define southwest (SW ), west (W ), northwest (NW ),
north (N), northeast (NE), east (E), southeast (SE) and bounding box (B)
relations.

If a primary region a lies partly in the area NE(b) and partly in the area
E(b) of some reference region b (Figure 3c) then we say that a is partly northeast
and partly east of b and we write a NE:E b.

The general definition of a cardinal direction relation is as follows.

Definition 1. An atomic cardinal direction relation is an element of the set {B,
S, SW , W , NW , N , NE, E, SE}. A basic cardinal direction relation is an
atomic cardinal direction relation or an expression R1: · · · :Rk where 2 ≤ k ≤ 9,
R1, . . . , Rk ∈ {B, S, SW , W , NW , N , NE, E, SE}, Ri 6= Rj for every i, j
such that 1 ≤ i, j ≤ k and i 6= j, and the tiles R1(b), . . . , Rk(b) form a region of
REGdisk for any reference region b.

Example 1. The following are basic cardinal direction relations:

S, NE:E and B:S:SW :W :NW :N :E:SE.

Regions involved in these relations are shown in Figures 3b, 3c and 3d respec-
tively.
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In order to avoid confusion we will write the atomic elements of a cardinal
direction relation according to the following order: B, S, SW , W , NW , N , NE,
E and SE. Thus, we always write B:S:W instead of W :B:S or S:B:W . The
readers should also be aware that for a basic relation such as B:S:W we will
often refer to B, S and W as its tiles.

2.1 Defining Basic Cardinal Direction Relations Formally

Now we can formally define the atomic cardinal direction relations B, S, SW ,
W , NW , N , NE, E and SE of the model as follows:

a B b iff infx(b) ≤ infx(a), supx(a) ≤ supx(b), infy(b) ≤ infy(a) and
supy(a) ≤ supy(b).

a S b iff supy(a) ≤ infy(b), infx(b) ≤ infx(a) and supx(a) ≤ supx(b).
a SW b iff supx(a) ≤ infx(b) and supy(a) ≤ infy(b).
a W b iff supx(a) ≤ infx(b), infy(b) ≤ infy(a) and supy(a) ≤ supy(b).
a NW b iff supx(a) ≤ infx(b) and supy(b) ≤ infy(a).
a N b iff supy(b) ≤ infy(a), infx(b) ≤ infx(a) and supx(a) ≤ supx(b).
a NE b iff supx(b) ≤ infx(a) and supy(b) ≤ infy(a).
a E b iff supx(b) ≤ infx(a), infy(b) ≤ infy(a) and supy(a) ≤ supy(b).
a SE b iff supx(b) ≤ infx(a) and supy(a) ≤ infy(b).

Using the above atomic relations we can define all non-atomic ones. For in-
stance relation NE:E (Figure 4a) and relation B:S:SW :W :NW :N :E:SE (Fig-
ure 4b) are defined as follows:

a NE:E b iff there exist regions a1 and a2 in REGdisk∗ such that a = a1 ∪ a2,
a1 NE b and a2 E b.

a B:S:SW :W :NW :N :SE:E b iff there exist regions a1, . . . , a8 in REGdisk∗

such that a = a1 ∪ a2 ∪ a3 ∪ a4 ∪ a5 ∪ a6 ∪ a7 ∪ a8, a1 B b, a2 S b, a3 SW b,
a4 W b, a5 NW b, a6 N b, a7 SE b and a8 E b.

In general each non-atomic cardinal direction relation is defined as follows.
If 2 ≤ k ≤ 9 then

b

(a)

b

(b)

a1

a2

a7a4

a3
a2

a
5

a1

a8

a6

Fig. 4. Relations and component variables
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a R1: · · · :Rk b iff there exist regions a1, . . . , ak ∈ REGdisk∗ such that
a = a1 ∪ · · · ∪ ak, a1 R1 b, a2 R2 b, . . . , and ak Rk b.

The variables a1, . . . , ak in any equivalence such as the above are in general in
REGdisk∗. For instance let us consider Figure 4a. The lines forming the bounding
box of the reference region b divide region a ∈ REGdisk into two components
a1 and a2. Clearly a2 is in REGdisk∗ but not in REGdisk. Notice also that for
every i, j such that 1 ≤ i, j ≤ k and i 6= j, ai and aj have disjoint interiors but
may share points in their boundaries.

Each of the above cardinal direction relations can also be defined using set-
theoretic notation as binary relations consisting of all pairs of regions satisfying
the right-hand sides of the “iff” definitions. The reader should keep this in mind
throughout the paper; this equivalent way of defining cardinal direction relations
will be very useful in Section 5.

The set of basic cardinal direction relations in this model contains 218 el-
ements. We will use Ddisk to denote this set. Relations in Ddisk are jointly
exclusive and pairwise disjoint. Elements of Ddisk can be used to represent def-
inite information about cardinal directions, e.g., a N b. An enumeration and a
pictorial representation for all relations in Ddisk can be found in [7].

Using the 218 relations of Ddisk as our basis, we can define the powerset
2Ddisk

of Ddisk which contains 2218 relations. Elements of 2Ddisk

are called car-
dinal direction relations and can be used to represent not only definite but also
indefinite information about cardinal directions e.g., a {N, W} b denotes that
region a is north or west of region b. [7] considers only a small subset of the
disjunctive relations of 2Ddisk

through a nice pictorial representation called the
direction-relation matrix.

In the following sections we will study the operation of composition for cardi-
nal direction relations. Let us first define the composition operation for arbitrary
binary relations [11].

Definition 2. Let R1 and R2 be binary relations. The composition of relations
R1 and R2, denoted by R1 ◦ R2, is another binary relation which satisfies the
following. For arbitrary regions a and c, a R1 ◦ R2 c holds if and only if there
exists a region b such that a R1 b and b R2 c hold.

Goyal and Egenhofer first studied the composition operation for cardinal
direction relations in [7]. Unfortunately, the method presented in [7] does not
calculate the correct composition for several examples. For instance, according
to the composition method of [7] it is W ◦ NW :N = {NW, N} but the correct
composition is W ◦ NW :N = NW (see also Figure 5).

We will address the composition problem one step at a time. So let us first
consider, the case of composing an atomic with a basic (atomic or non-atomic)
cardinal direction relation.
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Fig. 5. Composing W with NW : N

3 Composing an Atomic with a Basic Cardinal Direction
Relation

In Figure 6 we show the composition table for atomic cardinal direction rela-
tions [7]. The table uses the function symbol δ as a shortcut. For arbitrary atomic
cardinal direction relations R1, . . . , Rk, the notation δ(R1, . . . , Rk) is a shortcut
for the disjunction of all valid basic cardinal direction relations that can be con-
structed by combining atomic relations R1, . . . , Rk. For instance, δ(SW, W, NW )
stands for the disjunctive relation:

{SW, W, NW, SW :W, W :NW, SW :W :NW}.

Moreover, we define:

δ( δ(R11, . . . , R1k1), δ(R21, . . . , R2k2), . . . , δ(Rm1, . . . , Rmkm) ) =

δ(R11, . . . , R1k1 , R21, . . . , R2k2 , . . . , Rm1, . . . , Rmkm).

R1\R2 N NE E SE

N N NE δ(NE, E) δ(NE, E, SE)
NE δ(N, NE) NE δ(NE, E) δ(NE, E, SE)
E δ(N, NE NE δ(E, B) SE

SE δ(N, NE, E, SE, S, B) δ(NE, E, SE) δ(E, SE) SE

S δ(N, S, B) δ(NE, E, SE) δ(E, SE) SE

SW δ(S, SW, W, NW, N, B) Udir δ(E, SE, S, SW, W, B) δ(SE, S, SW )
W δ(NW, N δ(NW, N, NE) δ(E, W, B) δ(SE, S, SW )
NW δ(NW, N) δ(NW, N, NE) δ(W, NW, N, NE, E, B) Udir
B N NE E SE

R1\R2 S SW W NW B

N δ(S, N, B) δ(SW, W, NW ) δ(W, NW ) NW δ(N, B)
NE δ(N, NE, E, SE, S, B) Udir δ(W, NW, N, NE, E, B) δ(NW, N, NE) δ(B, N, NE, E)
E δ(SE, S) δ(SE, S, SW ) δ(W, E, B) δ(NW, N, NE) E

SE δ(SE, S) δ(SE, S, SW ) δ(E, SE, S, SW, W, B) Udir δ(B, S, E, SE)
S S SW δ(SW, W ) δ(SW, W, NW ) δ(S, B)
SW δ(S, SW ) SW δ(SW, W ) δ(SW, W, NW ) δ(B, S, SW, W )
W δ(S, SW ) SW W NW δ(W, B)
NW δ(S, SW, W, NW, N, B) δ(SW, W, NW ) δ(W, NW ) NW δ(B, W, NW, N)
B S SW W NW B

Fig. 6. The composition R1 ◦R2 of atomic relations R1 and R2
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Application of the operator δ as it has been defined, suffices for our needs in this
paper.

As usual Udir stands for the universal cardinal direction relation. The cor-
rectness of the transitivity table can easily be verified using the definitions of
Section 2 and the definition of composition (Definition 2).

We now turn our attention to the problem of the composition of an atomic
cardinal direction relation with some “well-behaved” basic cardinal direction
relations. We will need the following definition.

Definition 3. A basic cardinal direction relation R is called rectangular iff there
exist two rectangles (with sides parallel to the x- and y-axes) a and b such that
a R b is satisfied; otherwise it is called non-rectangular.

Example 2. All atomic relations are rectangular. Relations B:N and B:S:SW :W
are rectangular while relations B:S:SW and B:S:N :SE are non-rectangular.

The set of rectangular cardinal direction relations contains the following 36
relations:

{B, S, SW, W, NW, N, NE, E, SE,
S:SW, B:W, NW :N, N :NE, B:E, S:SE, SW :W, B:S, E:SE, W :NW, B:N, NE:E,

S:SW :SE, NW :N :NE, B:W :E, B:S:N, SW :W :NW, NE:E:SE,
B:S:SW :W, B:W :NW :N, B:S:E:SE, B:N :NE:E,

B:S:SW :W :NW :N, B:S:N :NE:E:SE, B:S:SW :W :E:SE, B:W :NW :N :NE:E,
B:S:SW :W :NW :N :NE:E:SE}.

Lemma 1. Let R1 be an atomic and R21: · · · :R2l be a basic cardinal direction
relation (atomic or non-atomic). The composition of R1 with R21: · · · :R2l can
be computed using the formula

R1 ◦ (R21: · · · :R2l) = δ(R1 ◦ R21, . . . , R1 ◦ R2l) (1)

in any of the following cases:

(i) if R1 ∈ {W , E} and R21: · · · :R2l ∈ {B, S, SW , W , NW , N , NE, E,
SE, W :NW , B:N , NE:E, SW :W , B:S, E:SE, NW :W :SW , N :B:S,
SE:E:NE}.

(ii) if R1 ∈ {S, N} and R21: · · · :R2l ∈ {B, S, SW , W , NW , N , NE, E, SE,
NW :N , N :NE, B:W , B:E, SW :S, S:SE, NW :N :NE, W :B:E, S:SW :SE}.

(iii) if R1 ∈ {NW , SW , NE, SE} and R21: · · · :R2l is any atomic cardinal
direction relation in Ddisk.

(iv) if R1 = B and R21: · · · :R2l is any rectangular cardinal direction relation in
Ddisk.

Proof. For Case (i), let us first assume that R1 = W . We can prove, by a simple
case analysis, that for any R21: · · · :R2l ∈ {B, S, SW , W , NW , N , NE, E, SE,
W :NW , B:N , NE:E, SW :W , B:S, E:SE, NW :W :SW , N :B:S, SE:E:NE}
Equation 1 holds. For instance, if R21: · · · :R2l = SW :W , Equation 1 gives:

W ◦ SW :W = δ(W ◦ SW, W ◦ W ) = δ(SW, W ) = {SW, W, SW :W}
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This result can be easily verified (see also Figure 7). The case where R1 = E is
symmetric.

Case (ii) is symmetric to Case (i). Finally Cases (iii) and (iv) can trivially
be verified. �

c

b
a

a c

b a

c

b

Fig. 7. Composing W with SW :W

Goyal and Egenhofer [7] apply Equation 1 of Lemma 1 to all pairs of atomic
and basic cardinal direction relations. Unfortunately, as we have already seen,
this is not correct.

We now turn our attention to the composition of an atomic with an arbitrary
basic cardinal direction relation. We will first need a few definitions and lemmas
before we present the main theorem (Theorem 1).

Definition 4. Let R1 = R11: · · · :R1k and R2 = R21: · · · :R2l be two cardinal
direction relations. R1 includes R2 iff {R21, . . . , R2l} ⊆ {R11, . . . , R1k} holds.

Example 3. The basic cardinal direction relation B:S:SW :W includes relation
B:S:SW .

Definition 5. Let R be a basic cardinal direction relation. The bounding rela-
tion of R, denoted by Br(R) is the smallest rectangular relation (with respect to
the number of tiles) that includes R.
Example 4. The bounding relation of the basic cardinal direction relation
B:S:SW is relation B:S:SW :W .

Definition 6. Let R be a rectangular cardinal direction relation. We will de-
note the rectangular relation formed by the westernmost tiles of a relation R
by Most(W, R). Similarly, we can define the rectangular relations Most(S, R),
Most(N, R) and Most(E, R). Moreover, we will denote the atomic relation
formed by the southwesternmost tiles of a relation R by Most(SW, R). Sim-
ilarly, we can define the atomic relations Most(SE, R), Most(NW, R) and
Most(NE, R). Finally, as a special case, we define Most(B, R) = R.

Example 5. Let us consider the rectangular relation B:S:SW :W . Then according
to Definition 6 we have:
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Most(W, B:S:SW :W ) = SW :W, Most(S, B:S:SW :W ) = S:SW,
Most(N, B:S:SW :W ) = B:W, Most(E, B:S:SW :W ) = B:S,

Most(SW, B:S:SW :W ) = SW, Most(SE, B:S:SW :W ) = S,
Most(NW, B:S:SW :W ) = W, Most(NE, B:S:SW :W ) = B,

Most(B, B:S:SW :W ) = B:S:SW :W.

The following lemma expresses an important property of operator Most.

Lemma 2. Let R1 be an atomic and R2 be a rectangular cardinal direction re-
lation. Assume that relation Most(R1, R2) is Q1: · · · :Qt. Then, the composition
of R1 with Most(R1, R2) can be computed using the formula:

R1 ◦ Most(R1, R2) = δ(R1 ◦ Q1, . . . , R1 ◦ Qt) (2)

Proof. The proof is by case analysis. Let us first assume that R1 = W . For any
R2 ∈ Ddisk, the relation Most(W, R2) will be in one of the following relations:

– one-tile (atomic!) relations: B, S, SW , W , NW , N , NE, E, SE.
– two-tile relations: W :NW , B:N , NE:E, SW :W , B:S, E:SE.
– three-tile relations: NW :W :SW , N :B:S, SE:E:NE.

We can now see that this is a case where the conditions of Lemma 1 hold, so
the composition of W with Most(W, R2) can be calculated using Equation 1 of
Lemma 1. This is exactly what Equation 2 does.

Similarly, we can prove that Equation 2 holds for any other atomic cardinal
direction relation R1 ∈ {B, S, SW , NW , N , NE, E, SE}. In all cases Lemma
1 is used. �

The following is one more useful lemma.

Lemma 3. Let R1 be an atomic relation and R2 be a basic cardinal direction
relation. The following implications hold:

(i) (∀a, b, c ∈ REGdisk)( a R1 b ∧ b R2 c →
(∃d ∈ REGdisk)(a R1 d ∧ d Br(R2) c) )

(ii) (∀a, b, c ∈ REGdisk)( a R1 b ∧ b Br(R2) c →
(∃d ∈ REGdisk)(a R1 d ∧ d R2 c) )

(iii) (∀a, b, c ∈ REGdisk)( a R1 b ∧ b Br(R2) c →
(∃d ∈ REGdisk)(a R1 d ∧ d Most(R1,Br(R2)) c) )

(iv) (∀a, b, c ∈ REGdisk)( a R1 b ∧ b Most(R1,Br(R2)) c →
(∃d ∈ REGdisk)(a R1 d ∧ d Br(R2) c) )

Proof. (i) This is easy to see. If a R1 b ∧ b R2 c holds, then a R1 mbb(b) ∧
mbb(b) Br(R2) c also holds.
For instance, if a W b ∧ b B:S:SW c holds (Figure 8a), then a W mbb(b) ∧
mbb(b) B:S:SW :W c also holds, where B:S:SW :W = Br(B:S:SW ).
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Fig. 8. Proving Lemma 3

(ii) Assume that R2 is R21: · · · :R2k where R21, . . . , R2k are atomic cardinal direc-
tion relations. Let a, b, c be regions in REGdisk and a R1 b∧b Br(R2) c holds.
Consider the tiles R21(c), . . . , R2k(c) and form the region d0 = mbb(b) ∩
(R21(c) ∪ · · · ∪R2k(c)). Then, a R1 d0 holds because d0 and b have the same
minimum bounding box. Also d0 R2 c holds by the construction of d0.
For instance, if a W b ∧ b Br(B:S:SW ) c holds (Figure 8b), then a W d0 ∧
d0 B:S:SW c also holds, where d0 = mbb(b) ∩ (B(c) ∪ S(c) ∪ SW (c)) (the
light grey area of Figure 8b).

(iii) The proof is by case analysis. Let us first assume that R1 = W . Assume also
that Most(W, Br(R2)) is Q1: · · · :Qt, where Q1, . . . , Qt are atomic cardinal
direction relations. Let a, b, c be regions in REGdisk and a R1 b∧ b Br(R2) c
holds. Let us form region d0 = mbb(b)∩(Q1(c)∪· · ·∪Qt(c)). Then, a W d0 ∧
d0 Most(W, Br(R2)) c holds by the definition of Most(W, Br(R2)) (Defini-
tion 6) and the construction of d0. Thus, the implication holds.
For instance, if a W b ∧ b Br(B:S:SW ) c holds (Figure 8c), then
a W d0 ∧ d0 Most(W, Br(B:S:SW )) c also holds, where SW :W =
Most(W, Br(B:S:SW )) and d0 = mbb(b) ∩ (SW (c) ∪ W (c)) (the light grey
area of Figure 8b).
Similarly, the lemma holds for any other basic cardinal direction relation
R1 ∈ {B, S, SW , NW , N , NE, E, SE}.

(iv) This proof is by case analysis. Let us first assume that R1 = W . Assume also
that Br(R2) is Q1: · · · :Qt, where Q1, · · · , Qt are atomic cardinal direction
relations. Let a, b, c be regions in REGdisk and a R1 b∧b Most(W, Br(R2)) c
holds. Let us form a box b+ ∈ REGdisk such that:

supy(b+) = supy(b), infy(b+) = infy(b)
infx(b+) = supx(b), supx(b+) > supx(c)

and region d0 = (mbb(b) ∪ b+) ∩ (Q1(c) ∪ · · · ∪ Qt(c)). Then, a W d0 ∧
d0 Br(R2) c holds by the construction of d0. Thus, the implication holds.
For instance, if a W b ∧ b Most(W, Br(B:S:SW )) c holds (Figure 8d), then
a W d0 ∧ d0 Br(B:S:SW )) c also holds, where B:S:SW :W = Br(B:S:SW )
and d0 = (mbb(b) ∪ b+) ∩ (B(c) ∪ S(c) ∪ SW (c) ∪ W (c)) (the light grey area
of Figure 8d).
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Similarly, the lemma holds for any other basic cardinal direction relation
R1 ∈ {B, S, SW , NW , N , NE, E, SE}. The proofs for these cases only
vary in the way they construct b+.
�

Now, after all the necessary definitions and lemmas, we can present our result.

Theorem 1. Let R1 be an atomic cardinal direction relation and R2 be a basic
cardinal direction relation. Then

R1 ◦ R2 = R1 ◦ Most(R1,Br(R2)). (3)

Proof. Let a, c ∈ REGdisk and a R1 ◦R2 c. Then, according to Definition 2 there
exists a region b ∈ REGdisk such that:

a R1 b ∧ b R2 c.

Then, according to Lemma 3(i) there exists a region e ∈ REGdisk such that:

a R1 e ∧ e Br(R2) c.

Then, according to Lemma 3(iii) there exists a region g ∈ REGdisk such that:

a R1 g ∧ g Most(R1,Br(R2)) c.

Therefore, we have a R1 ◦ Most(R1,Br(R2)) c.

Conversely, let a, c ∈ REGdisk and a R1 ◦ Most(R1,Br(R2)) c. Then, ac-
cording to Definition 2 there exists a region b ∈ REGdisk such that:

a R1 b ∧ b Most(R1,Br(R2)) c.

Then, according to Lemma 3(iv) there exists a region e ∈ REGdisk such that:

a R1 e ∧ e Br(R2) c.

Then, according to Lemma 3(ii) there exists a region g ∈ REGdisk such that:

a R1 g ∧ g R2 c.

Therefore, we have a R1 ◦ R2 c and thus the theorem holds. �

The above theorem give us a method to compute the composition R1 ◦R2 of
an atomic cardinal direction relation R1 with a basic cardinal direction relation
R2. First we have to calculate the relation Most(R1,Br(R2)). Then we use
Lemma 2 and the table of Figure 6 to compute R1 ◦ R2.

We illustrate the above procedure in the following example.

Example 6. Let R1 = W be an atomic and R2 = B:S:SW be a basic cardinal
direction relation. Then

Most(W, Br(B:S:SW )) = SW :W.
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Fig. 9. Composing an atomic with a basic cardinal direction relation

Thus, the composition W ◦ B:S:SW :W can be calculated using Theorem 1 as
follows:

W ◦ B:S:SW :W = W ◦ SW :W.

Using Lemma 2 we have:

W ◦ B:S:SW :W = δ(W ◦ SW, W ◦ W ).

Using the table of Figure 6 we equivalently have:

W ◦ B:S:SW :W = δ(SW, W ).

Finally, expanding operator δ we have:

W ◦ B:S:SW :W = {SW, W, SW :W}.

The above equation can be easily verified (see also Figure 9).

4 Composing a Rectangular with a Basic Cardinal
Direction Relation

In this section we will study the composition of a rectangular with a basic car-
dinal direction relation. We will need the following definition.

Definition 7. Let R1 and R2 be two basic cardinal direction relations. The tile-
union of R1 and R2, denoted by tile-union(R1, R2), is a relation formed from
the union of tiles of R1 and R2.

For instance, if R1 = B:S:SW and R2 = S:SW :W then tile-union(R1, R2) =
B:S:SW :W . Note that the result of tile-union is not always a valid cardinal di-
rection relation. For instance, if R1 = W and R2 = E then tile-union(R1, R2) =
W :E /∈ Ddisk.

Theorem 2. Let R1 = R11: · · · :R1k be a rectangular and R2 be a basic cardinal
direction relation, where R11, . . . , R1k are atomic cardinal direction relations.
Then

R1 ◦ R2 = {Q ∈ Ddisk : Q = tile-union(s1, . . . , sk)∧
s1 ∈ R11 ◦ R2 ∧ · · · ∧ sk ∈ R1k ◦ R2}.
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Proof. The composition R1 ◦ R2 is defined (Definition 2) as follows:

R1 ◦ R2 = {Q ∈ Ddisk : (∀a, c)( a Q c ↔ (∃b)(a R1 b ∧ b R2 c) )}

Let CR1,R2 = {Q ∈ Ddisk : Q = tile-union(s1, . . . , sk) ∧ s1 ∈ R11 ◦ R2 ∧ · · · ∧
sk ∈ R1k ◦ R2}. We will prove the following equation:

R1 ◦ R2 = CR1,R2 (4)

Let us assume that R1 is R11: · · · :R1k, where R11, . . . , R1k are atomic cardinal
direction relations. We distinguish two cases.

Case 1 assumes that k = 1. Then R1 = R11, i.e., R1 is an atomic cardinal
direction relation and the result is trivial.

Case 2 assumes that k > 1. Let a, c ∈ REGdisk and a R1 ◦ R2 c. Then,
according to Definition 2 there exists a region b ∈ REGdisk such that

a R1 b ∧ b R2 c.

Because a R1 b, there exist regions a1, . . . , ak ∈ REGdisk such that a = a1 ∪
· · · ∪ ak and

a1 R11 b ∧ · · · ∧ ak R1k b

Taking into account b R2 c, we have:

a1 R11 ◦ R2 c ∧ · · · ∧ ak R1k ◦ R2 c.

Therefore, there exist relations s1 ∈ R11 ◦ R2, . . . , sk ∈ R1k ◦ R2 such that:

a1 s1 c ∧ · · · ∧ ak sk c.

Since a = a1 ∪ · · · ∪ ak holds, it follows that tile-union(s1, . . . , sk) is a relation
in Ddisk and

a tile-union(s1, . . . , sk) c.

Therefore, we have a CR1,R2 c.

The converse is done by case analysis. The first case that we will deal with
assumes that R1 = SW :W . Let a, c ∈ REGdisk and a CSW :W,R2 c. We will prove
that a SW :W ◦ R2 c holds.

Because a CSW :W,R2 c, there exist relations s1 and s2 such that s1 ∈ SW ◦
R2, s2 ∈ W◦R2 and a tile-union(s1, s2) c. According to Theorem 1 we have SW◦
R2 = SW ◦Most(SW, Br(R2)) and W ◦R2 = W ◦Most(W, Br(R2)). The follow-
ing tables show all the possible values of Br(R2). For each of these values it also
presents the values of Most(SW, Br(R2)) (column SW ) and Most(W, Br(R2))
(column W ).
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Br(R2) SW W

B B B

S S S

SW SW SW

W W W

NW NW NW

N N N

NE NE NE

E E E

SE SE SE

S:SW SW SW

B:W W W

NW :N NW NW

N :NE N N

B:E B B

S:SE S S

SW :W SW SW :W
B:S S B:S
E:SE SE E:SE

Br(R2) SW W

W :NW W W :NW
B:N B B:N
NE:E E NE:E

S:SW :SE SW SW

NW :N :NE NW NW

B:W :E W W

B:S:N S B:S:N
SW :W :NW SW SW :W :NW
NE:E:SE SE NE:E:SE
B:S:SW :W SW SW :W
B:W :NW :N W W :NW
B:S:E:SE S B:S
B:N :NE:E B B:N

B:S:SW :W :NW :N SW SW :W :NW
B:S:N :NE:E:SE S B:S:N
B:S:SW :W :E:SE SW SW :W
B:W :NW :N :NE:E W W :NW

B:S:SW :W :NW :N :NE:E:SE SW SW :W :NW

Thus, the possible values of expressions SW ◦ R2 and W ◦ R2 are given by
the following tables.

SW ◦R2 W ◦R2

SW ◦B W ◦B
SW ◦ S W ◦ S
SW ◦ SW W ◦ SW
SW ◦W W ◦W
SW ◦NW W ◦NW
SW ◦N W ◦N
SW ◦NE W ◦NE
SW ◦ E W ◦ E

SW ◦R2 W ◦R2

SW ◦ SE W ◦ SE
SW ◦ SW W ◦ SW
SW ◦W W ◦W
SW ◦NW W ◦NW
SW ◦N W ◦N
SW ◦B W ◦B
SW ◦ S W ◦ S
SW ◦ SW W ◦ SW :W

SW ◦R2 W ◦R2

SW ◦ S W ◦B:S
SW ◦ SE W ◦ E:SE
SW ◦W W ◦W :NW
SW ◦B W ◦B:N
SW ◦ E W ◦NE:E
SW ◦ S W ◦B:S:N
SW ◦ SW W ◦ SW :W :NW
SW ◦ SE W ◦NE:E:SE

By an enumeration of all these possible values, we can now prove that
a SW :W ◦R2 c holds. For instance, assume that R2 = B:S:SW . Then SW ◦R2 is
SW ◦SW and W ◦R2 is W ◦SW :W (this case corresponds 16th pair of the above
table). We will prove that if a CSW :W,B:S:SW c holds then a (SW :W ◦B:S:SW ) c
also holds.

If a CSW :W,B:S:SW c holds then there exist relations s1, s2 such that

s1 ∈ SW ◦ SW = {SW}, s2 ∈ W ◦ SW :W = {SW, W, SW :W}

and a tile-union(s1, s2) c. Thus s1 = SW and s2 ∈ {SW, W, SW :W}. Let us
then assume that s2 = SW :W (all other cases can be proved similarly). This
situation is illustrated in Figure 10. Using line y = m, where m < infx(c), we
can divide region a into two subregions a1 and a2 such that

a1 SW c ∧ a2 SW :W c.
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d0

c

a2

a1

b+

y = m

Fig. 10. Proving Theorem 2

Let us now form a box b+ ∈ REGdisk such that:

infx(b+) = max{supx(a1), supx(a2)}, supx(b+) > supx(c)
infy(b+) = m, supy(b+) > supy(c)

and region d0 = b+ ∩ (B(c) ∪ S(c) ∪ SW (c)) (the light grey area of Figure
10). Then a SW :W d0 ∧ d0 B:S:SW c holds by the construction of d0. Thus
a (SW :W ◦ B:S:SW ) c holds.

Similarly, the theorem holds for any other rectangular and not atomic cardi-
nal direction relation R1. �

Using Theorem 2 we can easily device Algorithm Compose-Rect-Basic
that computes the composition R3 of a rectangular cardinal direction relation
R1 with a basic cardinal direction relation R2. Assume that R1 is R11: · · · :R1k,
where R11, . . . , R1k are atomic cardinal direction relations. Algorithm Compose-
Rect-Basic proceed as follows. Initially the algorithm calculates relations Si,
1 ≤ i ≤ k as the composition of the atomic relation R1i with the basic cardinal di-
rection relation R2 (as in Section 2). Subsequently, Algorithm Compose-Rect-
Basic forms relations by taking the tile-union of an atomic cardinal direction
relation si, from every cardinal direction relation Si (1 ≤ i ≤ k). Finally, the
algorithm checks whether the result of the union corresponds to a valid cardinal
direction relation. If it does then this relation is added to the result R3; otherwise
it is discarded.

We have implemented Algorithm Compose-Rect-Basic and generated the
compositions R1 ◦ R2 for every rectangular cardinal direction relation R1 and
basic cardinal direction relation R2. The results and the code are available from
the authors.

The following is an example of Algorithm Compose-Rect-Basic in opera-
tion.

Example 7. Assume that we want to calculate the composition of the rectangular
relation W :NW with the basic relation B:S:SW (Figure 11). We have:

S1 = W ◦ B:S:SW = δ(W ◦ SW, W ◦ SW ) = δ(W, SW ) = {SW, W, SW :W}
S2 = NW ◦ B:S:SW = NW ◦ W = {W, NW, W :NW}.

Now we construct all relations formed by the union of one relation from S1
and one relation from S2. These relations are: SW :W, SW :NW , SW :W :NW ,
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Fig. 11. Composing a rectangular with a basic cardinal direction relation

W , W :NW , W :NW , SW :W , SW :W :NW and SW :W :NW . From the above
relations only the following are valid cardinal direction relations:

SW :W, SW :W :NW, W, W :NW, SW :W :NW.

Therefore, we have:

W :NW :N ◦ W :N = {W, SW :W, W :NW, SW :W :NW}.

The above equation can be easily verified (see also Figure 11).

5 Composing Basic Cardinal Direction Relations

Let us now consider the general question of composing two non-rectangular basic
cardinal direction relations. For this case we have a very interesting result: the
language of cardinal direction constraints (as defined in Section 2) is not expres-
sive enough to capture the binary relation which is the result of the composition
of non-rectangular basic cardinal direction relations. This is illustrated by the
following example.

Example 8. Let us consider region variables a, b, c and cardinal direction con-
straints a S:SW :W b and b SW c (see Figure 12a). The only cardinal direction
constraint implied by these two constraints is a SW c. Thus, someone would be
tempted to conclude that (S:SW :W ◦ SW ) = SW . If this equality was correct
then for each pair of regions a0, c0 such that a0 SW c0, there exists a region b0
such that a0 S:SW :W b0 and b0 SW c0. However Figure 12b shows two such

(b)

c

(a)

b

a0

c0

a

Fig. 12. Illustration of Example 8
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regions a0 and c0 such that a0 SW c0 and it is impossible to find a region b0
such that a0 S:SW :W b0.

If we consider this example carefully, we will notice that the given constraint
on a and b implies the following constraint on a: the area covered by each re-
gion substituted for a cannot be rectangular; it should extend so that it covers
tiles S(b), SW (b) and W (b) for any region b. Obviously this constraint is not
expressible in the language of cardinal direction relations presented in Section 2.

It is an open question to define an appropriate set of predicates that could
be used to augment the constraint language of Section 2 so that the constraints
needed to define the result of a composition operation are expressible in all cases.

It is important to point out that the above non-expressibility result should
not deter spatial database practitioners who would like to consider adding the
cardinal direction relations described in this paper to their system. The dis-
cussion of the introduction (i.e., using the inferences of a composition table for
spatial relations in order to prune the search space during optimisation of certain
queries) still applies but now one has to be careful to say that she is using a
constraint propagation mechanism and not a composition table!

Unfortunately, we cannot be as positive about using the cardinal direction
relations defined in this paper in the constraint databases frameworks of [8] or
[9]. In these frameworks, the class of constraints involved must be closed under
the operation of variable elimination. Example 8 above demonstrates that this
is not true for the class of cardinal direction constraints examined in this paper.
For example, if we have constraints

a S:SW :W b, b SW c

and we eliminate variable b, the result of the elimination is not expressible in
the constraint language we started with! So the language of Section 2 needs to
be modified in order to be used in a constraint database model. We currently
working on extending this language to remove this limitation.

6 Conclusions

In this paper we gave a formal presentation of the cardinal direction model of
Goyal and Egenhofer [7]. We used our formal framework to study the composition
operation for cardinal direction relations in this model. We considered progres-
sively more expressive classes of cardinal direction relations and gave composi-
tion algorithms for these classes. Our theoretical framework allowed us to prove
formally that our algorithms are correct. Finally, we have demonstrated that in
some cases, the binary relation resulting from the composition of two cardinal
direction relations cannot even be expressed using the vocabulary defined in [7].
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Abstract. Recently there is much interest in moving objects databases, and data
models and query languages have been proposed offering data types such as
moving point and moving region together with suitable operations. In contrast to
most earlier work on spatio-temporal databases, a moving region can change its
shape and extent not only in discrete steps, but continuously. Examples of such
moving regions are oil spills, forest fires, hurricanes, schools of fish, spreads of
diseases, or armies, to name but a few. 

Whereas the database will contain a “temporally complete” representation of
a moving region in the sense that for any instant of time the current extent and
shape can be retrieved, the original information about the object moving around
in the real world will most likely be a series of observations (“snapshots”). We
consider the problem of constructing the complete moving region representation
from a series of snapshots. We assume a model where a region is represented as
a set of polygons with polygonal holes. A moving region is represented as a set
of slices with disjoint time intervals, such that within each slice it is a region
whose vertices move linearly with time. Snapshots are also given as sets of poly-
gons with polygonal holes. We develop algorithms to interpolate between two
snapshots, going from simple convex polygons to arbitrary polygons. The imple-
mentation is available on the Web.

1 Introduction

Databases have for some time been used to store information on objects which have
positions or extents in space. There are also many applications of databases which
store information about how such objects change over time. Spatial objects that move
or change their shape over time are often referred to as moving objects. In [1] an
abstract model for representing moving objects in databases is described. In an abstract
model, geometric objects are modeled as point sets. For continuous objects like lines
or regions, these point sets are infinite. This means that these models are conceptually
simple, but cannot be directly implemented. A discrete model, on the other hand, can
be implemented but is somewhat more complex. A discrete model for spatio-temporal
objects, which builds on the abstract model in [1], is described in [5].
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Early research on spatio-temporal databases concentrated on modeling discrete
changes to the database. Examples of such models can be found in [12], [2], and [7].
More recent research also addresses the dynamic aspect, that is, that objects may change
continuously without explicit updates. One example of such a model is presented in [10].
However, this model covers only the current and expected near future of the objects, and
not the histories of the objects, and it also does not deal with moving regions. Constraint
databases can also be used to describe such dynamic spatio-temporal databases. One
study of constraint databases which explicitly addresses spatio-temporal issues is [3]. [4]
contains a framework in which all spatio-temporal objects are described as collections of
atomic geometric objects. Each of these objects is given as a spatial object and a function
describing its development over time. For the continuous functions, affine mappings
(allowing translation, rotation and scaling) and subclasses of these are considered. How-
ever, to our knowledge, [1] and [5] describe the only comprehensive model describing
spatio-temporal data types and operations.

The model in [5] describes a way to represent continuously moving, amorphous
objects in a database in such a manner that it is possible to produce a “snapshot” of the
object at any time within the time interval in which it exists. However, most data about
moving objects will come in the form of snapshots taken at specific times. This paper
addresses the problem of creating this type of representation from a series of snapshots of
a moving amorphous region. Important types of such regions in the real world would be
oil spills, forest fires, fish schools, and forests. (Forests change continuously because of
deforestation, climatic changes, etc.).

This problem is similar to the problem of interpolating or blending shapes, which has
been studied in the computer graphics community, because both problems involve creat-
ing plausible in-between shapes at any time between the two states given. One example of
such a shape interpolation algorithm is given in [9]. This algorithm was created to solve
the problem of creating a smooth blending between two figures in an animated movie. A
comparison between the algorithm given in [9] and our algorithm is given in Section 8.

A problem which occurs when the moving region consists of several disjoint parts is
to discover which part in the first snapshot corresponds to which part in the second snap-
shot. Because the region parts may have changed both their positions and shape, it may
not be obvious to a computer which of them to match. One region part may also have split
into two between the two snapshots.

In Section 2 the representation of regions and moving regions from [5] is described.
Section 3 then introduces the basic algorithm for building this representation for convex
regions. In Section 4, a way of representing a non-convex area as a tree of convex areas
with convex concavities is described. This structure is later used to apply the technique
described in Section 3 for non-convex regions. Section 5 describes strategies for discov-
ering which regions, or components of regions, in one snapshot correspond to which
regions in the other snapshot. This is important both for creating representations for
multi-component regions and for matching parts of the tree representation of Section 4
correctly. Section 6 describes the algorithm for interpolating between arbitrary polygons;
an important subproblem is the matching of concavities between snapshots. In Section 7,
the quality of the results for different types of regions is discussed. Section 8 is a compar-
ison between our work and [9], and Section 9 contains the conclusions to this paper.
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2 Representing Regions and Moving Regions

In this section we review the structure and representation of static and moving regions
defined in [5], since this representation needs to be created by our algorithms. We start
by considering a (static) region, as a moving region needs to be consistent with it.
Indeed, a moving region, evaluated at any instant of time, yields a region. 

A region may consist of several disjoint parts called faces, each of which may have
0 or more holes. At the discrete level, the boundaries of faces as well as holes are
described by polygons. Hence a region looks as shown in Figure 1.

This structure is defined in terms of segments, cycles, and faces. We sketch the
structure of the formal definitions in [5]; more details can be found there.

Seg = {(u, v) | u, v ˛  Point, u < v}

A segment is just a line segment connecting two points which need to be distinct.

Cycle = { | ...} 

A cycle is a set of line segments forming a closed loop which does not intersect
itself, hence it corresponds to a simple polygon.

Face = {(c, H) | , , such that ...}

A face consists of a cycle c defining its outer boundary, and a set of cycles H defin-
ing holes. These holes must be inside the outer cycle, and must be pairwise disjoint. H
may be empty.

Region = { | }

A region is a set of disjoint1 faces. 
A moving region is described - like the other “moving” data types in [5] - in the so-

called sliced representation. The basic idea is to decompose the temporal development
of a value into fragments called slices such that within a slice this development can be
described by some kind of “simple” function. This is illustrated in Figure 2.

Fig. 1. A region

1. Edge-disjoint means that two faces may have common vertices, but must otherwise be
disjoint (i.e., they may not share edges).

x

y

S SegÌ

c Cycle˛ H CycleÌ

F FaceÌ f1 f2, F˛ f1 f2„( )Ù edge-disjointÞ f1 f2( , )
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Hence each slice corresponds to a time interval; the time intervals of distinct slices
are disjoint. For a moving region, the “simple function” within a single slice is basi-
cally a region (as defined above) whose vertices move linearly in such a way that at
any instant of time within the slice a correct region is formed. Such a slice is shown in
Figure 3.

The structure represented within a single slice of a moving region is called a region
unit. This structure is defined bottom-up in terms of moving points, moving segments,
moving cycles, and moving faces analogously to the definition of a region. Again we
sketch the formal definitions from [5].

MPoint = {(x1, x1, y0, y1) | }. 

A moving point is given by four real coordinates. The semantics of this four-tuple,
that is, the function for retrieving the position of the moving point at any point in time is

In the three-dimensional (x, y, t)-space, a moving point forms a straight line.

Fig. 2. Sliced representation

Fig. 3. A slice of a moving region representation

t

x

y

x

t

y

x0 x1 y0 y1, , , real˛

p t( ) x0 x1 t×+ y0 y1 t×+,( )=
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A moving segment is defined by:

A moving segment consists of two moving points which are coplanar, i.e., lie in the
same plane in the (x, y, t)-space.  Hence in 3D a moving segment is a trapezium

(Figure 4a). The segment may degenerate at one end of the time interval into a point,
hence we may have a triangle in the 3D space. This means that a moving segment can-
not rotate as time passes. One can create a (rough) representation for a line segment
which rotates by creating two moving segments, each of which is the line segment in
one snapshot and becomes a point in the other (Figure 4b).

An MCycle is the moving version of the Cycle. It contains a set of moving line seg-
ments. None of these may intersect in the interior of the time interval in which the
MCycle is valid. The MCycle must yield a valid Cycle in all instants in the interior of
the time interval.

This is a moving version of the Face. The MFace must yield a valid Face in all time
instants in the interior of the time interval.

A region unit consists of a time interval and a set of moving faces such that evalua-
tion at any instant of time in the interior of the time interval yields a valid region value.

3 The Easy Case: Interpolating between Two Convex Polygons

The problem is now to compute from a list of region snapshots a moving region repre-
sentation. This reduces to the problem of computing a region unit from two successive
snapshots.

Fig. 4. (a) A moving segment. (b) Two moving segments representing a rotating line segment.
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In this section we first consider the most simple case of the problem which occurs
if each of the two snapshots is a single convex polygon without holes. In this case one
can apply an algorithm that we call the “rotating plane” algorithm. It can be described
as follows. Input are two convex cycles at different instants of time.

To create one moving segment, start with a segment s in one of the polygons and
create a plane perpendicular to the time axis through it. Then rotate that plane around
segment s until it hits a segment or a point from the other polygon1. If in the other
polygon there exists a segment s’ which is parallel to s, then the plane will hit this seg-
ment, and the algorithm will create a proper trapezium-shaped moving segment
between s and s’. If there is no parallel segment, then the plane will hit a point p. Then
a degenerate moving segment will be created which starts out as the original segment s
and ends as point p, thus forming a triangle in space-time.

This algorithm can be implemented in a computer in the following fashion: Take
the segments in both polygons and sort them according to their angle with respect to
the x-axis (for instance). Then go through the two lists in parallel, starting with the seg-
ment with the smallest angle in either list. For a given segment check the next segment
in the other list. If the angle of this segment is equal to the angle of the chosen seg-
ment, create a proper moving segment connecting the two and mark both segments as
done. If the angle is different, take the first point in the other segment, use it as the sec-
ond “segment”, and mark only the chosen segment as done. After the moving segment
is formed, take the unmarked segment from either list with lowest angle as the next
segment. 

An example of the matchings generated by this algorithm is given in Figure 5.
Because the angle of segment c is greater than the angle of segment a, and less than the
angle of b, the segment c is matched to the point between segments a and b.

We now give a more formal description of this algorithm (Figure 6). The represen-
tation of a line segment (Seg) is extended to contain an angle as well as the two end

1. It should be rotated in such a direction that the part which moves towards the other
object hits the other object on the same side as the segment is on the first object.

Fig. 5. Example of matching created by the rotating plane algorithm
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points. Also a function make_moving_point (Figure 7) is used to create a moving point
from two static points. 

Computing the angles between all segments and the x-axis takes O(n) time, where
n is the total number of segments. Finding the segments with the lowest angle can also

algorithm rotating_plane(s1, s2, t1, t2)
input: Two convex cycles, s1 and s2, which represent snapshots of the

moving cycle at the distinct times t1 and t2, respectively.
output: An mcycle which yields the two cycles at the given times.
method:

let s1 = {s1, 1, ..., s1, n}; let s2 = {s2, 1, ..., s2, m};
let um be a list of Segs; um := ;
for each si, j do

compute the angle between si, j and the x-axis, and store it in 
si, j.angle;
um :=  

end for;
MCycle r := ;
while ( ) do

l1 := the si, j with the lowest angle, ;
l2 := the sk, l, , with the lowest angle, ;
if no such l2 exists then

l2 := the sk, l, , with the lowest angle
end if;
if ( ) then

let l1 = (a, b); let l2 = (c, d)
else let l1 = (c, d); let l2 = (a, b)
end if;
let mp1 and mp2 be MPoints;
if (angle of l2) = (angle of l1) then

mp1 := make_moving_point(a, c, t1, t2);
mp2 := make_moving_point(b, d, t1, t2);
um := um \ {l1, l2}

else
mp1 := make_moving_point(a, c, t1, t2);
mp2 := make_moving_point(b, c, t1, t2);
um := um \ {(a, b)}

end if;
MSeg ms := (mp1, mp2);
r := 

end while;
return r

end rotating_plane

Fig. 6. Algorithm rotating_plane
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be done in O(n) time. Assuming the segments in the two snapshots are already ordered
so that adjacent segments are also neighbours in the list, finding the next segment with
the lowest angle can be done in constant time (test the next segments in both snapshots
and use the smaller one). Adding a new moving segment to the result r can also be
done in constant time. Because both of the last two operations must be performed once
for every segment, the total time for them is O(n). Therefore, this algorithm takes O(n)
time. Note that in the implementation the removal from um and checking for member-
ship in um is done by modifying or checking a variable associated with each line seg-
ment rather than by physically removing or checking in a set. This also applies to the
other algorithms below which use a set of unmarked objects.

If the segments are unsorted or sorted by a different criterion than ordering along
the border of the cycle, sorting them by angle takes O( ) time, and hence the
running time of the algorithm will grow to O( ).

Theorem 1: Given two convex cycles c1 and c2 at times t1 and t2, algorithm
rotating_plane computes a region unit connecting these two cycles. If the two cycles
consist of a total of n segments and the cycles are represented in (e.g. clockwise) order,
then the algorithm requires O(n) time. If the two argument cycles are not given in
order, then O( ) time is required.

A problem with this interpolation method is that it is poor in handling rotation. If a
long, thin object rotates 90 degrees between snapshots, the interpolation in the middle
between them will be more or less quadratic, and will probably have a much larger
area than the object has in either snapshot. For this reason, one must ensure that the
snapshots are so close to each other in time that only a small amount of rotation has
happened between them.

So far we can handle a single convex polygon in both snapshots, the most simple
case. Two major problems remain: 

1. Treating concavities.
2. Treating regions with more than one face. Here the problem is to match faces from

the first snapshot correctly with faces from the second snapshot. Another version
of this problem is one face with several holes. One face with one hole can be
treated by interpolating separately between the outer cycles from the two snap-
shots and the two hole cycles and then subtracting the “moving hole” from the

function make_moving_point(a, b, t0, t1)
input: Two points, a and b, and two distinct times t0 and t1.
output: A moving point which is at a at time t0 and at b at time t1.
method:

dx := (b.x - a.x) / (t1 - t0);
dy := (b.y - a.y) / (t1 - t0);
mp := (a.x - , dx, a.y - , dy);
return(mp)

end make_moving_point

Fig. 7. Function make_moving_point
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“moving outer cycle”. But if there are several holes, the algorithm must discover
which holes correspond. 

These problems are addressed next.

4 Representing Non-convex Polygons by Nested Convex Polygons

We now focus on treating a region which still consists of a single face without holes,
i.e., a single cycle, but which needs not be convex any more. The basic idea is to
reduce this problem to the previous one by viewing a non-convex polygon as being
composed recursively from convex components.

This section first describes a representation in which a general cycle is stored as
nested convex polygons. The second subsection describes an algorithm for generating
this representation from a Cycle.

4.1 The Convex Hull Tree

This is a way to store arbitrarily shaped regions by storing convex regions with convex
holes. These convex regions and convex holes may then be treated independently by
the rotating plane algorithm, allowing it to work for objects with concavities as well. 

In an abstract view of the convex hull tree, each node p represents a convex cycle c
without holes. Each descendant d of p represents a hole to be cut out from c to form the
cycle represented by the subtree rooted in d. This general method may be used both for
storing real holes and for storing concavities in the object. A concavity can simply be
represented by a hole which includes a part of the boundary of the cycle. See Figure 8.

In the implementation of the convex hull tree, a cycle is stored in the following
manner: Each node contains a list of line segments representing the convex hull of the
cycle. For each of the segments in this representation which were added to make the
cycle convex, a link to a child node is stored. This child contains the convex hull of the
area which should be extracted to get the real cycle. If the extracted area contains con-
cavities itself, then the child will have children of it’s own with extracted areas.

Fig. 8. A convex hull tree
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An example of a cycle with several concavities and a convex hull tree representa-
tion of this cycle is shown in Figure 9. In this figure, the cycle itself is represented by

the thick lines. The segments of medium thickness were added to make it convex. The
other segments were added to make nodes further down in the tree represent convex
areas. The top node of the tree representation to the right in the figure contains the seg-
ments of the convex hull. The line style is the same in the nodes as in the drawing of
the region.

This structure as it is described here cannot store holes, because a hole is not con-
nected to a segment in the parent node. However, one could permit the root1 node to
have links to subnodes which are not connected to any particular segment. These
would then represent holes. 

4.2 Computing a Convex Hull Tree from a Polygon

To build a convex hull tree for an arbitrarily shaped polygon, use the following steps:
1. Start at the root node and the entire polygon.
2. Create the convex hull of the polygon.
3. Store a segment list representation of the convex hull into the node.
4. For each of the segments which were added to make the polygon convex, create a

new node.
5. For each of these holes with new nodes, go to step 2.

The algorithm for building a convex hull tree (Figure 10) uses two new types,
CHTNode and CHTLineSeg. CHTLineSeg is a line segment (Seg) which in addition to
the two end points may store a link to a child CHTNode. The CHTNode type is the

Fig. 9. A region with concavities and its convex hull tree representation.

1. This should not be permitted for nodes other than the root. If the hole is in the object
itself, it should be linked to the root. If the hole is in a concavity, then the object is no
longer a single region, but several disjoint regions.

A

B

C

D

CA

CB
CC

CBA

CBB

A

C B

D
CA CC

CB

CBA CBB

Aa

Ab Ac

Ad

Ae

Af

Ag

Aj

Ak

An

Ao

Ar

As

At

Au
Av

Aa      Ab     Ca      Ar      As      At     Da      Ba

CAa   Ae     CBa    An     Ao     CCa Aw       Ax     Ba

Ac Ad CAa Ap      Aq    CCa

Au       Av      Da

CBAa   Ai     Aj      Ak    CBBa  CBa

Af      Ag     Ah    CBAa Al     Am    CBBa

Aw

Ax

Al

Am

Ah

Ai

Ba

Da

Ca
CAa

CBa

CCa

CBBa

CBAa

Ap

Aq
Ca

330 E. Tøssebro and R.H. Güting 



same as the Cycle type, with the exception that it stores CHTLineSegs instead of nor-
mal line segments.

Our implementation uses the Graham scan from [6] to compute the convex hull in
O( ) time for a given polygon with n vertices. This must be performed once for
the whole object and once for each concavity. Because the number of vertices in all the
concavities at each level of the tree is less than or equal to n, the total time for comput-
ing convex hulls is bounded by O( ), where d is the depth of the convex hull
tree. 

The line segments in the convex hull will be returned in counterclockwise order by
the procedure for computing the convex hull. If the line segments in the given polygon
are also ordered in this way, discovering which segments from the convex hull are not
in the original region and discovering which segments they have replaced can be done
in linear time by going through both lists in parallel, and testing for equality. When the
two segments are not equal, go through the list from the original polygon and put seg-
ments into a separate list L until a segment with end point equal to the end point of the
segment from the convex hull is found. List L will then contain the segments which
were replaced by the segment in the convex hull. The only problem with this algorithm
is finding where in the two lists to start, because the starting segment must be in both
sets. This can be done by marking which segments are in the convex hull and which are
not during the construction of the convex hull, and then testing the lines in the region
beginning with the first until one is found which is on the convex hull. This takes O(n)
time. Finding which element of the hull is equal to this segment can then also be done
in O(n) time. Marking whether the segments are in the convex hull or not does not
change the asymptotic running time of the Graham scan. Because this linear running

algorithm build_convex_hull_tree(polygon)
input: A Cycle polygon. 
output: A CHTNode which is the root of the convex hull tree for polygon.
method:

CHTNode cl := ;
Cycle ch := the convex hull of polygon; let ch = {cs1, ..., csn};
for each  do

if ( ) (that is, it was added to make the polygon convex) 
then

cp := csi and the segments in polygon which were replaced by csi;
cch := build_convex_hull_tree(cp)

else
cch := ^

end if;
cl := cl ¨ {(csi.u, csi.v, cch)}

end for;
return cl

end build_convex_hull_tree

Fig. 10. Algorithm build_convex_hull_tree
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time is less than the time taken by the Graham scan, the running time of the entire
algorithm is equal to the running time of the Graham scan.

Theorem 2: For a given polygon with n vertices, the convex hull tree can be built in
O( ) time, where d is the depth of the resulting tree.

To recreate the polygon which is represented by a convex hull tree, start with the
root node and do the following:

• For each segment in the node which does not have a child, return that segment.
• For each segment in the node which has a child, go to that subnode and use this

procedure on that node.

5 Matching Corresponding Components

We now address the problem of matching components in one snapshot with compo-
nents of the other which comes in three flavors:

• Given observations of a moving region consisting of several faces, which faces in
the older snapshot correspond to which faces in the newer one?

• Given a moving face with several holes, which holes in the old snapshot corre-
spond to which holes in the new?

• Given a moving face (cycle) with concavities and two snapshots of it, which con-
cavities in the old and new snapshots correspond to each other?

Figure 11 illustrates the problem. It becomes aggravated by the fact that compo-
nents may split or merge between snapshots. 

In all three cases we need to find matching pairs of cycles (i.e., simple polygons).
From now on we assume that two sets of cycles C and D are the given input for this
problem.

5.1 Requirements for Matching

Before discussing strategies for matching, we should understand the quality criteria for
such strategies.

Fig. 11. Matching components of moving region observations: (a) faces, (b) holes, (c) concavities
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1. It seems obvious that matching should work correctly for any component that has
not moved at all.

2. Components that have moved a small distance relative to their size should be
matched correctly.

3. It should be possible to match components that have had minor changes to their
shape and size.

4. A matching algorithm should discover that a component has been split into frag-
ments or merged from them.

5. A matching strategy should offer criteria to judge the quality of observations. In
other words, it should allow one to decide whether two successive snapshots are
close enough in time, or too far apart.

Generally, it seems reasonable to require that a matching strategy is guaranteed to
produce correct matchings for the components of a moving region if the frequency of
observations is increased. This can be formulated a bit more precisely as follows:

Definition 3: Let mr be a moving region with several components, and let S1 and S2 be
two observations of it at times t and . A matching strategy is called safe, if it is
guaranteed to produce a correct matching of the components of mr if . In other
words, there exists an  such that the matching is correct for all .

5.2 Strategies for Matching

Strategies for matching include the following:
1. Position of centroid. For each cycle, compute its centroid (center of gravity). This

transforms each set of cycles into a set of points. A closest pair in the point sets C’
and D’ is a pair of points (p, q) such that q is the point in D’ closest to p and p is
the point in C’ closest to q. For each closest pair, match the corresponding cycles.

2. Overlap. For each pair of cycles c in C and d in D compute their intersection area
u and take the relative overlap, that is, overlap(c, d) = size(u)/size(d) and over-
lap(d, c) = size(u)/size(c). The overlap relationship can be represented as a
weighted directed graph (i.e. if overlap(c, d) = k, for k > 0, then there is an edge
from c to d of weight k). Then there are several options:

a. Fixed threshold. Introduce a threshold t (e.g. t = 60%). Two cycles c and d
match if overlap(c, d) > t and overlap(d, c) > t .

b. Maximize overlap. For all cycles (nodes) order their outgoing edges by
weight. For a node c let succ1(c), ..., succn(c) be its ordered list of successors.
Match c with d if d = succ1(c) and c = succ1(d).

So far we have considered the matching of single cycles. However, the overlap
graph allows us to recognize in a natural way transitions where cycles split or merge.
See Figure 12. Here c splits into d, e, and f (or is a merge of d, e, and f). This can be
deduced from the fact that for each of the three fragments the overlap with c is large
(above 50 %, say) whereas for c the overlap with either d, e, or f is relatively small, but
the sum of their overlaps is large. This leads to strategies for matching a cycle with a
set of cycles:

c. Fixed threshold, set of cycles. As in (a), introduce a threshold t (e.g. t = 60%).
Match c with {  | overlap(c, d) > t}  ̈{  | overlap(d, c) > t}.

t tD+
t 0fiD

e 0> t e£D

d D˛ d D˛
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d. Maximize overlap, set of cycles. Order outgoing edges by weight as in (b).
Match c with {succ1(c)}  ̈{  | c = succ1(d)}.

What is a good strategy in the light of the requirements of Section 5.1? Using the
centroids, although simple, is not a safe strategy. This is because centroids may lie out-
side their cycles so that centroids even of disjoint cycles may coincide. This can lead to
entirely wrong matchings. The overlap techniques are safe because overlaps approach
100% for region observations when . Of course, snapshots have to be close
enough to ensure reasonable results.

In the remainder of this paper, we will restrict attention to considering a single
cycle with concavities, represented in a convex hull tree. The full paper [11] covers the
general case with multiple faces and holes. However, the techniques for matching com-
ponents are already needed in the restricted case for matching concavities in two snap-
shots of a single cycle. Also, we need to treat transitions such as the splitting/merging
of concavities.

5.3 Matching Two Convex Hull Trees

To support the matching of concavities, we compute for two given convex hull trees an
overlap graph. Its nodes are the nodes of the convex hull trees; to store the edges, the
data structure for nodes is extended to store also a set of pointers to other nodes; each
pointer has an associated weight indicating the overlap.

type OverlapEdge = { (node, weight) | node ˛  CHTNode, weight ˛  real}

CHTNode subtype CHTNodeWO = { (..., O) | O Ì  OverlapEdge}

In the description of algorithm compute_overlap_graph (Figure 13) we assume
that the two argument convex hull trees have been constructed using nodes of type
CHTNodeWO (“convex hull tree node with overlap”) and that in each node the set O of
overlap edges has been initialized to the empty set. This is a trivial modification of
algorithm build_convex_hull_tree.

The algorithm traverses the tree, computing the overlap for pairs of nodes of differ-
ent trees at the same level whose parents overlap. If the two nodes overlap at a percent-
age higher than criterion, then the nodes are linked. 

Fig. 12.  Cycle c splits into three cycles d, e, and f.
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The intersection of two convex polygons with l and m edges can be computed in
time O(l + m) (see e.g. [8, Theorem 7.3]). If the two polygons represented in the con-
vex hull trees have a total of n edges, then the running time for compute_over-
lap_graph can be bounded by O(d ×  f2 ×  n), where d is the depth of the tree and f the
maximal fanout, since on each level of the tree there are less than n edges and overlap
computation is called for each combination of f sons of a node. – Our implementation
described in Section 7 uses a function for computing the intersection of two polygons
that comes with java 1.2 (java.awt.area) and the authors do not know what algorithm
is used there.

6 Interpolating between Two Arbitrary Polygons

We are now ready to address the problem of interpolating between two general, possi-
bly non-convex polygons. We assume these polygons are represented by convex hull
trees for which the overlap graph has been computed.

The basic idea is, of course, to use the rotating_plane algorithm from Section 3 on
each matching pair of nodes of the two convex hull trees. Let us consider what can
happen for a concavity from one snapshot to the next.

The first case (see Figure 14 (a)) is that the concavity doesn’t find a “matching”
partner in the other polygon. In this case we consider the trapezium t involving its par-

algorithm compute_overlap_graph(cht1, cht2, criterion)
input: Two convex hull trees cht1 and cht2 with nodes of type CHTNodeWO

and the real number criterion, which controls how much two convex hull
tree nodes must overlap to be considered a match.

output: cht1 and cht2 are updated to contain overlap edges for matching
pairs of nodes.

method:
overlap := intersection(cht1, cht2); // intersection of convex polygons in 

// the roots
overlap1 := (area(overlap)/area(cht1))*100;
overlap2 := (area(overlap)/area(cht2))*100;
if (overlap1 > criterion) and (overlap2 > criterion) then

OverlapEdge oe1 := (cht2, overlap1); 
OverlapEdge oe2 := (cht1, overlap2);
cht1.O := cht1.O  ̈{oe1}; cht2.O := cht2.O  ̈{oe2};
for each son s1 of cht1 do

for each son s2 of cht2 do
compute_overlap_graph(s1, s2, criterion)

end for
end for

end if
end compute_overlap_graph

Fig. 13. Algorithm compute_overlap_graph
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ent edge pe which is most likely a triangle (drawn fat in Figure 14). All the edges of
the concavity are connected by triangles with the point p in the other polygon in which
triangle t ends.1 So the concavity appears to spring from p or to disappear into p
depending on which snapshot is first in time.

Technically, trapeziums are first constructed for the two convex outer polygons,
which includes the creation of t. Then, trapeziums (triangles) are constructed for the
concavity, including its parent edge, so that t is created once more. Then the union is
formed of the first set and the second set of trapeziums, subtracting their intersection.
This leads to the complete removal of trapezium t.

The second case (Figure 14 (b)) is that there is a single matching partner for the
given concavity in the other polygon. Then trapeziums are constructed recursively for
the two concavities. Again, this also yields the trapeziums involving the parent edges
of the two concavities so that these can be removed from the result when forming the
union with the trapeziums from the next higher level.

The third, most involved case occurs if the concavity matches more than one con-
cavity in the other polygon (Figure 15). 

In this case, before the interpolation is performed, the set C of concavities matching
the one concavity is first joined into a single convex polygon. This is done as a trans-
formation on the convex hull tree, which is illustrated in Figure 16. 

Fig. 14. Transitions for cancavities: (a) unmatched concavity, (b) two matching single concavities

1. If t is indeed a trapezium which happens if there is a segment s parallel to pe in the other

polygon, then one of the end points of s is selected arbitrarily to play the role of p.

Fig. 15. Transitions for concavities: one concavity matches several concavities
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The algorithm for performing the transformation shown in Figure 16 is called
join_concavities (Figure 17). It uses a function recreate_polygon (Figure 18) imple-
menting the strategy for reconstructing a polygon from a convex hull tree sketched at
the end of Section 4. Some of the notations used in join_concavities are shown in
Figure 16.

Finally, the overall algorithm for interpolating between two polygons is given in
Figure 19, Figure 20, and Figure 21. The strategy for matching concavities is actually
a mixture of strategies 2c and 2d: The overlap graph is constructed applying a fixed
threshold (criterion). But then a concavity c is matched to all concavities connected by
an overlap edge for which it is the maximally overlapping concavity.

The analysis of the complexity of this algorithm is a bit more involved and for lack
of space omitted here. In the full paper [11] an upper bound of O(d2 n log n) is derived,
where d is a bound on the depth of the convex hull trees and n the total number of
edges of both polygons.

7 Experimental Results

All algorithms described in this paper have been implemented in Java. The implemen-
tation is available on the Web at http://www.idi.ntnu.no/~tossebro/
mcinterpolator/interpolator.html. There is an applet that allows one to
interactively enter two snapshots and then see the interpolation, then a version for
download that creates from two snapshots a VRML file which can be studied through a
VRML viewer. The documented source code is also available.

The experimental results described next have been derived from this implementa-
tion. Matching multiple regions and joining separate regions (discussed in the full
paper [11]) have not been implemented yet. The current program also has no support
for holes which are not concavities. The implementation works for all regions which
remain in one piece and do not move much relative to one another. (The more move-
ment or rotation there is, the lower the quality of the resulting triangle representation

Fig. 16.  Rebuilding the convex hull tree to join concavities
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will be.) The representation created by the algorithm was passed to the extensible data-
base graphical user interface created by Miguel Rodríguez Luaces, which used it to
create interpolated values between the two snapshots. All the interpolations shown in
this document were created by this program.

algorithm join_concavities(chts, chtp, bl)
input: A set of convex hull tree nodes with overlap graph, chts, which

represents the concavities to be joined, the convex hull tree node with
overlap graph chtp, which is the parent node of the nodes in chts, and a
set of lines, bl, which represents the lines between the concavities.

output: A single convex hull tree node which is the union of the others.
method:

let chtu be an empty set of line segments;
for each  do

chtu := chtu  ̈recreate_polygon(cht)
end for;
let dset be an empty set of line segments; 
dset := dset  ̈bl;
for each  do

if l ˛  chtp.S then
chtu := chtu \ {l};
chtp.S := chtp.S \ {l};
dset := dset  ̈{l};

end if
end for;
let cl be the line segment that needs to be added to dset to make it a
cycle;a

chtu := chtu  ̈bl; 
chtu := chtu  ̈{cl};
let res be the cycle formed by the line segments in chtu;b

resch = build_convex_hull_tree(res)
let rlp be a CHTLineSeg containing the line segment cl and a reference to
the CHTNodeWO resch;
chtp.S := chtp.S  ̈{rlp};
return resch

end join_concavities

Fig. 17. Algorithm join_concavities

a. dset now contains all the line segments in the parent that point to the cycles that
should be joined. It also contains the lines between them. Because the lines in the par-
ent form a convex polygon, adding only a single line makes this collection of line seg-
ments a cycle.

b. Note that the line segments in chtu are not necessarily a cycle, because the line cl may
cross some of the other lines. The implementation contains code that handles this par-
ticular case in all functions that normally take cycles as input. The implementation
always ignores the line which a node has in common with the parent.

cht chts˛

l chtu˛
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An extension which handles multiple regions, regions with holes and regions which
split and merge is planned to be built on top of the existing program. 

For the artificial test cases which were used to test the program for bugs, the results
have in most cases become fairly good, such as in Figure 22. However, the algorithm is
very sensitive to overlap, and the smaller concavities may be erroneously matched to
points if they have moved a large distance relative to the size of the concavity. This
problem may be reduced by reducing the threshold overlap, that is, how much should
two concavities overlap to be considered to match. The danger of reducing this crite-
rion is that concavities might be matched erroneously if they overlap by a small per-
centage (The program always matches the object to the first object or combination of
objects which match by more than the criterion). The overlap percentage was lowered
several times during testing. The first tests were conducted with an 80% overlap
requirement, while the last tests used a requirement of 10%. 5% may be even better in
some cases, but with such a small overlap criterion, there is a danger of matching the

algorithm recreate_polygon(cht)
input: A convex hull tree, possibly with overlap graph, cht.
output: The cycle represented by cht.
method:

let res be an empty set of line segments;
for each ls ˛  cht.S do

if (ls contains link to child node) then
res := res  ̈recreate_polygon(ls.child)

else
res := res  ̈{ls}

end if
end for;
return res

end recreate_polygon

Fig. 18. Algorithm recreate_polygon

algorithm create_moving_cycle(poly1, poly2, t1, t2,  criterion)
input: Two polygons, poly1 and poly2 represented as Cycles, two times, t1

and t2, representing the times when poly1 and poly2 are valid, and a
criterion specifying how much overlap is required to consider two
objects to match.

output: An MCycle resulting from the interpolation of the two polygons.
method:

cht1 := build_convex_hull_tree(poly1);
cht2 := build_convex_hull_tree(poly2);
compute_overlap_graph(cht1, cht2, criterion);
return trapezium_rep_builder(cht1, cht2, t1, t2)

end create_moving_cycle

Fig. 19. Algorithm create_moving_cycle
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concavities wrongly due to small overlaps with other concavities. Note that this prob-
lem is more likely to occur for high snapshot distances. With a very small snapshot dis-
tance, the concavities have moved little, and overlaps between “non-matching”
concavities will be unlikely. With a greater snapshot distance, these overlaps may be
significant. Figure 23 shows two interpolations, one with a criterion of 40% and one
with a criterion of 10%. The one with 10% clearly looks better than the one with 40%,
especially the right part of the figure.

Another problem which has occurred in a few cases is that the convex hull trees
have become slightly different for very similar regions, causing some strange behavior
by the matching algorithm. A specific example of this is shown in Figure 24, where
changing the position of a single point causes a line which previously belonged to the
convex hull of the region to instead belong to the concavity. In this particular example,

algorithm trapezium_rep_builder(cht1, cht2, t1, t2)
input: Two convex hull trees with overlap graph represented by their roots,

cht1 and cht2, and two times, t1 and t2, when the polygons represented by
cht1 and cht2 are valid.

output: An Mcycle resulting from the interpolation of the two polygons.
method:

children1 := the children of cht1; children2 := the children of cht2;
MCycle mc := rotating_plane(cht1, cht2, t1, t2); // convex hull tree node 

// is a subtype of cycle.
um := children1 ¨ children2; // “unmatched children” 

// Step 1: Find partners in cht2 for children in children1 
for each child ˛  children1 do

ol := the list of concavities that overlap child (according to the 
overlap graph);
// restrict ol to concavities for which child is the maximally 
// overlapping one
for each c ˛  ol do

col := the list of concavities that overlap c;
if not (child is the element of col with greatest overlap) then 

ol := ol \ {c} 
end if

end for;
if ol „ ̆  then

lsbc := {the line segments that lie between the concavities in ol};
concavity := join_concavities(ol, cht2, lsbc);
cr := trapezium_rep_builder(child, concavity,  t1, t2)
mc := (mc  ̈cr) \ (mc ˙  cr);
um := um \ {child}; um := um \ ol;

end if
end for;

Fig. 20. Algorithm trapezium_rep_builder, Part 1
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concavity a will be matched to point b. When the larger concavities are first matched,
the thin line in concavity a will be matched to point b by the rotating plane algorithm.
When concavity a is then added, and no matches are found for it, all the lines in it will
be matched to point b. This interpolation artifact is clearly seen in the interpolations
shown in the right part of Figure 24, where the interpolation has two “teeth” instead of
the single ending in the two snapshots. To get a good-looking result, the two lines from
the real region in concavity a would have to be matched to the two lines c and d in the
other snapshot. The program does not discover this matching because of the different
positions of these two lines in the convex hull tree. 

// Step 2: Find partners in cht1 for yet unmatched children in children2
for each child ˛  (children2 ˙  um) do

ol := the list of concavities that overlap child (according to the 
overlap graph);

for each c ˛  ol do
col := the list of concavities that overlap c;
if not (child is the element of col with greatest overlap) then 

ol := ol \ {c} 
end if

end for;
if ol „ ̆  then

lsbc := {the line segments that lie between the concavities in ol};
concavity := join_concavities(ol, cht1, lsbc);
cr := trapezium_rep_builder(child, concavity,  t1, t2);
mc := (mc  ̈cr) \ (mc ˙  cr);
um := um \ {child}; um := um \ ol;

end if
end for;

// Step 3: Connect still unmatched children with points (Figure 14 (a))
for each child ˛  ((children1  ̈children2) ˙  um) do

li := the line in the parent containing the pointer to child;
ml := the moving line segment in mc which contains li;
cp := one of the points in ml but not in li;
for each line segment l in recreate_polygon(child) do

ms := a moving line segment connecting l as and cp (a triangle);
mc := mc  ̈{ms}

end for;
change ml such that it no longer contains li, but only one end point 
from li. If this turns it into a moving point, remove it entirely

end for;
return mc

end trapezium_rep_builder

Fig. 21. Algorithm trapezium_rep_builder, Part 2
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However, this problem is most often caused by using objects with few lines and
sharp angles, and is therefore less likely to happen with real objects. For instance, in
the first example in Figure 24, a real object would probably have a rounded corner,
which would have caused a small concavity which might be matched to concavity a in
the rightmost figure. In the few remaining cases the concavities will likely be so small
and/or thin that it will be hard to observe the error. However, for test data which use
relatively few lines, this will continue to be a problem.

8 Related Work

As mentioned in the introduction, algorithms for creating interpolations between two
snapshots already exist. One of these, [9], was designed to help creators of animated
movies by generating intermediate shapes between two snapshots of cartoon figures.
This is a very similar problem to the shape interpolation done by the rotating plane
algorithm and convex hull tree in this paper. From the examples they have presented, it
seems that their approach is better at preserving shape and avoiding some strange
behaviors than ours. It is also definitely better at rotation, which it seems able to detect
and account for. The problem, however, is that the user of the system must specify

Fig. 22. Interpolation of regular object

Fig. 23. Test object with original snapshots and interpolated values

First snapshot Second snapshot Interpolated value

First snapshot Second snapshot Interpolation, over-
lap criterion 40%.

Interpolation, 
overlap crit. 10%.
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seven constants which are used in the interpolation. They present a table with the num-
bers they have used in each of their examples, and for four of the constants they are all
different. This probably means that there is no set of numbers that works universally.
In our approach, one of the goals is that this process should go completely automati-
cally, without any user interaction at all. Also, the preservation of shape is not that
important for our application, because the goal is to store a representation for amor-
phous objects and not objects with a fairly fixed shape, such as the dancing person
used as an example in [9]. Another problem is the running time. If the user specifies an
initial correspondence between two points, their algorithm runs in O(n2) time. How-
ever, if the user doesn’t specify this, it runs in O(n2 log n) time. The average case run-
ning time of our approach, however, is close to O(n log n). The d variable is somewhat
dependent on n, because more details may be shown. However, it will grow only very
slowly.

9 Conclusions

This paper has presented an approach to building the moving region representation
described in [5] from a series of snapshots of an amorphous region. The combination
of rotating plane algorithm and overlap graph seems to work well for most regions of
this type, although there seem to be better approaches if an interpolation between two
snapshots is all that one wants. However, if one instead wants to interpolate between
five hundred snapshots, our approach seems to be a good one, because it doesn’t
demand any user interaction and has a reasonable running time. The algorithms
described in the paper have been implemented. The running time has not been a prob-
lem with any of the tests that have been run up until now, even though the test program
has been implemented in Java. There are some interesting possibilities for future work:

1. The matching strategies described in Section 5 should be implemented and com-
pared systematically. So far we have only implemented one particular choice.

2. A problem with the overlap strategies is that for a large object that is translated in
the plane the smaller parts (e.g. lower level concavities) move a lot relatively to
their size even though the entire object moves only a little. Hence small concavi-
ties will not overlap any more. There are several ways to compensate for this, for

Fig. 24. Convex concavity becomes non-convex.

a
b

c

d

343Creating Representations for Continuously Moving Regions from Observations



example, by combining overlap with a distance criterion for the small components.
This should be explored in more detail and evaluated experimentally.

3. Given a large collection of snapshots of an object which moves only little, tech-
niques for data reduction need to be developed. For example, suppose an oil spill
in the sea is captured every minute, constructing interpolations between all succes-
sive snapshots may lead to an unnecessary amount of data. How can one construct
a minimal representation according to some required precision?

4. Precise definitions for the quality of a series of snapshots should be developed.
This should allow one to decide whether a series of observations is “good
enough”. Such definitions could be given in terms of the matching strategies
described in the paper.
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Abstract. In this paper, we consider triangle-based two-dimensional
multiresolution complexes, called Multi-Triangulations (MTs), con-
structed based on a vertex-removal simplification strategy, which is the
most common strategy used to build simplified representations of sur-
faces, e.g., terrains. We describe and compare compact encoding struc-
tures for such MTs. We show that these structures provide good com-
pression ratios not only with respect to an economical data structure for
general MTs, but also with respect to encoding the original mesh (i.e.,
the mesh at the full resolution). We also analyze the basic atomic op-
erations needed for performing selective refinement on an MT, and we
show that such operations are efficiently supported by the data structures
described.

1 Introduction

Triangle and tetrahedral meshes are popular representations for surfaces, ob-
jects, scalar and vector fields in applications such as Geographic Information
Systems (GISs), computer graphics, virtual reality, medical imaging, finite el-
ement analysis. The availability in such applications of very large meshes has
led to an intense research activity on mesh simplification and on multiresolution
models.

Data simplification has become popular in the last few years as a tool for
reducing a mesh to a manageable size. The idea is to reduce the resolution of
a mesh (i.e., the number and the density of its cells), while maintaining the
shape of the mesh to be as close as possible to the original one. In many cases,
however, simplification needs to be applied selectively, i.e., only in those portions
of a mesh that are less relevant for the current application. Since the regions of
interest for an application may vary dynamically, on-line simplification would be
important. Mesh simplification, on the other hand, is an expensive task, which
cannot be performed on line on meshes of large size. A more efficient approach
consists of de-coupling the simplification phase to the selective refinement phase:
this is the key idea of multiresolution geometric modeling.

A multiresolution model basically encodes the steps performed by a simplifi-
cation process as a partial order, from which a virtually continuous set of meshes

C.S. Jensen et al. (Eds.): SSTD 2001, LNCS 2121, pp. 345–364, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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at different Levels Of Detail (LODs) can be extracted. On the other hand, the
multiresolution structure introduces an overhead due to the need of encoding
several meshes at various LODs as well as the partial order.

In [6], we described a general multiresolution model for representing k-dimen-
sional spatial entities through simplicial complexes, called a Simplicial Multi-
Complex (SMC), and we presented and classified general data structures for
encoding it, which are dimension-independent as well as independent of the
specific strategy on which the SMC is constructed.

For such general-purpose data structures, the space required is about three
times that needed for the original mesh. A multiresolution model can be success-
fully used in applications only if it is encoded in a more compact data structure.
For instance, think about rendering a very complex scene: not only the ren-
dered meshes (extracted through selective refinement) must be small, but also
the multiresolution data structure must not exceed the physical memory: oth-
erwise, rendering would be slowed down by page faults occurring during access
to the multiresolution model. Another example is the efficient transmission of
multiresolution meshes.

In this paper, we focus on a specific class of two-dimensional Multi-
Complexes, called a Multi-Triangulation (MT), constructed based on a vertex-
removal simplification strategy. A vertex removal consists of deleting a ver-
tex from a triangle mesh together with all triangles incident in it, and of re-
triangulating the resulting polygonal hole, usually by applying the Delaunay
criterion [21]. This the most commonly used strategy for building simplified rep-
resentations of manifold surfaces, e.g., terrains, since it allows controlling the
aspect ratio of the triangles in the resulting triangle meshes.

Here, we describe and compare three compressed data structures specific
for a vertex-based Multi-Triangulation. Such structures differ in the way they
encode the polygon resulting from a vertex removal. We show that they provide
good compression ratios not only with respect to the most economical of the
general-purpose data structures for MTs, described in our previous work [6,19],
but also with respect to encoding the original mesh at full resolution.

The process of extracting meshes at variable resolution from a multiresolu-
tion model, called selective refinement, is the fundamental high-level operation
on such models, as shown in [6]. Most common application-dependent queries on
surfaces (e.g., direct rendering, contour extraction, windowing, buffering, inter-
section with a polygonal line, etc.) require a more detailed representation in a
specific part of the mesh, or for certain critical values of the field, and, thus, can
be expressed as instances of the selective refinement operation. To this aim, we
describe the basic primitives involved in selective refinement, and analyze how
such primitives are supported by the data structures presented.

2 Related Work

Over the last few years, many research efforts have been devoted to the study
of compressed formats for triangle and tetrahedral meshes for applications to
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rendering and transmission. This problem, generally referred to as geometric
compression, involves two complementary tasks: compression of the numerical in-
formation attached to the vertices (position, surface normal, pictorial attributes,
etc.), and compression of connectivity, i.e., of information describing the cells of
the mesh and their mutual adjacencies.

The work presented in this paper is related to connectivity compression tech-
niques for triangle meshes (see [23,26,7] for surveys). In particular, compression
techniques for triangle meshes can be classified into: direct techniques, which
encode a mesh as a whole, and require the mesh to be completed decoded in or-
der to be used [28,14,29,24,7], and progressive techniques, which encode a coarse
mesh plus a sequence of details which must be added to it in order to recover
the original mesh [15,20,27,3,7].

The common problem with these compression techniques is that they require
the mesh to be reconstructed in main memory from the compressed format before
using it. The data structures presented in this paper for the Multi-Triangulation
are aimed at encoding it in main memory and hence they allow the basic oper-
ations on an MT to be performed efficiently. On the other hand, they can also
be used for transmitting an MT, or for progressive transmission of any mesh at
variable resolution extracted from an MT.

A number of multiresolution representations have been proposed in the liter-
ature for applications to terrain modeling in GISs, and to surface representation
in computer graphics and virtual reality. We can distinguish between represen-
tations based on nested regular meshes, usually for terrain modeling [17,10,8],
and representations based on irregular triangular meshes [4,15,18,9]. These latter
multiresolution structures are built through simplification techniques for irreg-
ular triangle meshes, usually based either on vertex removal [25,2], or on edge
collapse [15,12,11].

In particular, an efficient multiresolution data structure for a compact en-
coding of irregular meshes built through edge collapse has been proposed in [9]
to support view dependent rendering; a multiresolution data structure based
on vertex removal has been introduced in [16], which will be reviewed in Sec-
tions 6 and 7. In [17,10,8], data structures are proposed for efficient encoding of
nested triangle meshes defined by recursive bisection of right triangles to support
selective refinement on regular grids.

Finally, the multiresolution model we presented in [6], called the Simplicial
Multi-Complex (SMC) is an application- and dimension- independent framework
which encompasses all multiresolution structures as a special case. The dimension
independent data structures for the SMC discussed in [6] have been implemented
in a library for multiresolution modeling [19]. A first proposal for a data structure
specific for MTs based on vertex removal has been outlined in [6], but it is much
less space efficient than the data structures presented in this paper.
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3 Vertex-Based Multi-triangulation

The Multi-Triangulation (MT) is a triangle-based multiresolution model that
specializes to the two-dimensional case the Simplicial Multi-Complex (SMC) de-
fined in [6]. In this Section, we briefly review the Multi-Triangulation and we
describe a special version of it (based on vertex insertion and removal), that we
will use in the remaining of the paper.

The definition of an MT is based on the concept of a local update: an oper-
ator that, when repeatedly applied to a triangle mesh, monotonically increases
or decreases its resolution (i.e., the number and the density of its triangles).
Although an MT can be defined generically for any arbitrary type of update, we
consider only a specific type, i.e., vertex removal and its inverse vertex insertion,
illustrated in Figure 1. A vertex removal applied to a triangle mesh Σ deletes
a vertex v from Σ and all the triangles incident in it, and re-triangulates the
resulting polygonal hole; conversely, a vertex insertion adds a new vertex v to a
mesh Σ and re-triangulates the region of influence of such vertex, defined as the
set of triangles that are affected by the insertion of v. This framework applies
to any manifold triangle mesh. Several algorithms for building an MT based on
vertex insertion and removal are presented and discussed in [4].

VERTEX INSERTION

VERTEX REMOVAL

Fig. 1. Modification of a triangle mesh through vertex insertion and vertex removal.

When we assume vertex insertion/removal, a local update u is in one-to-one
correspondence with a point vu, and it is denoted as a pair u ≡ (u,−u+), where
u+ is an operation that refines a mesh by inserting vu as a new vertex, and u− is
an operation that coarsens a mesh by removing vertex vu from it. Alternatively,
u+ and u− can be seen as sets of triangles: triangles of u+ appear when we insert
vu and disappear when we remove vu; triangles of u− appear when we remove
vu and disappear when we insert vu. Therefore, we always have #u+ = #u− +2,
where # denotes the number of triangles in a set. In the following, we will refer
to u+ and u− as either operations or sets of triangles, interchangeably.

Any sequence of updates starts from an initial mesh and terminates with
a final mesh which represent the two extrema of the Level OF Details (LODs)
spanned by the update process. We call reference mesh the mesh at maximum
resolution, and base mesh the one at minimum resolution. For convenience, we
consider just vertex insertion sequences (based on the remark that any sequence
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21 43

5 6 7

Fig. 2. A sequence of vertex insertions. The mesh portion affected by each update is
highlighted.

of removals can be reversed into a sequence of insertions). In this case, the base
mesh is the initial mesh, and the reference mesh is the final result of applying
all the updates of the sequence. Figure 2 shows a sequence of vertex insertions
refining a triangle mesh.

We can introduce a partial order relation among the updates of a given
sequence. An update u2 is said to depend on another update u1 if and only
if (u1)+ ∩ (u2)− 6= ∅. An MT encodes a partial order describing the mutual
dependencies between updates as a Directed Acyclic Graph (DAG). In an MT
M = (U, A), nodes on U represent updates, while arcs in A represent dependency
relations between updates: an arc <u1, u2>∈ A if and only if update u2 depends
on u1. The creation of the base mesh is also represented by a special node, which
is the unique root of the DAG. Figure 3 shows the Multi-Triangulation (MT)
corresponding to the sequence of updates of Figure 2.

7 4

2

6

5

1

3

0

Fig. 3. The Multi-Triangulation corresponding to the sequence of vertex insertions of
Figure 2. The dashed line surrounds a consistent subset S of nodes. Triangle mesh ΣS

is shown in the circle on the right.
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4 Selective Refinement

It is possible to extract meshes from a Multi-Triangulation having a resolu-
tion variable in space. Any of such meshes is obtained by selecting a subset
S = {u1, . . . , uk} of the MT nodes and performing the corresponding updates
u1

+, . . . , uk
+ on the base mesh. Set S, however, must be consistent with the

partial order defined in the DAG: for every node u ∈ S, all the parents of u must
be also in S. A consistent set S may contain more updates in some areas, and
fewer updates elsewhere, hence defining a mesh ΣS whose resolution is variable
in space. In [22] it has been shown that all possible meshes formed by triangles
described by an MT are in one-to-one correspondence with its consistent subsets
of updates.

As defined in [6], the fundamental query on a multiresolution model, called
selective refinement, consists of extracting a mesh Σ such that the resolution of
Σ satisfies some user-defined requirements, and Σ contains a minimal number of
triangles. Given an MT M = (U, A), the resolution requirements are expressed
by a means of a Boolean function τ defined on the MT nodes: τ(u) = true if
and only if update u is necessary for achieving the desired resolution.

The value of τ over an update u may depend on the spatial location of
u (e.g., an application requires a higher resolution in a certain region), or on
some properties associated with update u, which can be either intrinsic features
(e.g., the maximum area of a triangle in u−, or computed attributes (e.g., the
geometric error of u− measured with respect to the original surface).

A selective refinement query applied to an MT M = (U, A), based on τ ,
extracts the mesh ΣS , associated with a consistent set S of M, such that:

1. for each triangle σ ∈ ΣS , the update u = (u−, u+), with σ ∈ u−, is such
that τ(u) = false.

2. ΣS is the mesh with the smallest number of triangles (i.e., S is the consistent
set with the minimum cardinality), that satisfies the previous condition.

Algorithms for solving such query perform a DAG traversal to find set S [5].
The basic algorithm starts with a set S containing just the root, and with the
base mesh as a tentative solution. Then, as long as there exists a node u, such
that u+ removes some triangle from the current mesh ΣS , and τ(u) = true, the
algorithm adds u to set S and, recursively, all the nodes from which u depends
(in order to maintain consistency). Adding a node u to S locally refines ΣS by
applying update u+.

At each application, the above algorithm always starts the search for set S
from the root. Thus, we call it static. This means that several updates may be
repeated when the solutions of two consecutive queries differ only slightly. A
dynamic variant of the algorithm tries to find the solution to the current query
by starting from the consistent set generated by a previous query. In this case,
we first have to eliminate from the current consistent set S all those nodes that
are not necessary to satisfy the new resolution requirement τ . For each node u,
such that no children of u are in S and τ(u) = false, u is deleted from S and
mesh Σ is coarsened accordingly by applying update u−. When there are no
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more nodes verifying the above condition (i.e., all the parents of u are in S and
τ(u) = false), we enter the procedure which expands set S, as described for the
static version of the algorithm.

5 Basic Operations in Selective Refinement

In this Section, we define the primitive operations needed to implement the
selective refinement algorithms outlined in Section 4.

The basic data types manipulated by the extraction algorithms are the MT
M = (U, A), and the current status represented by a consistent set S of MT
nodes together with its associated mesh ΣS , denoted as the pair (S, ΣS).

Two operations are defined on MT nodes, and return a set of MT nodes:

– Given a node u, operation parents(u) returns the set of nodes of the MT
which are the direct ancestors of u in the partial order, i.e., parents(u) =
{ui| <ui, u>∈ A}.

– Given a node u, operation children(u) returns the set of nodes of the MT
which are direct descendants of u in the partial order, i.e., children(u) =
{ui| <u, ui>∈ A}.

For the sake of efficiency, it is important to implement operations parents and
children with an optimal time complexity, i.e., linear in their output size.

Operations parents and children are used to test the feasibility of an update
u:

– Given the current status (S, ΣS), adding a node u 6∈ S to S produces a consis-
tent set (i.e., update u+ can be applied to ΣS) if and only if parents(u) ⊂ S.

– Given the current status (S, ΣS), removing a node u ∈ S produces a consis-
tent set (i.e., update u− can be applied to ΣS) if and only if children(u) ∩
S = ∅.

Finally, two operations modify the current status by performing a feasible
update:

– Given the current status (S, ΣS), and a node u 6∈ S such that u+ is feasible,
operation refine(u, S, ΣS) returns a new status (S′, ΣS′), where S′ = S∪{u}
and ΣS′ is the corresponding mesh.
Mesh ΣS′ is defined as ΣS \ {u−} ∪ {u+}. Note that the feasibility of u+

implies that u− ⊂ ΣS and hence the result of the operation is well defined.
– Given the current status (S, ΣS), and a node u such that u− is feasible,

operation abstract(u, S, ΣS) returns a new status (S′, ΣS′), where S′ =
S \ {u} and ΣS′ is the corresponding mesh.
Mesh ΣS′ is defined as ΣS \ {u+} ∪ {u−}. Note that the feasibility of u−

implies that u+ ⊂ ΣS and hence the result of the operation is well defined.

It is important that operations refine and abstract are supported with an
optimal time complexity for an update u, i.e., in time linear in the size of the
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modification they produce on the current mesh, which is given by the number
of triangles contained in u− ∪ u+.

The implementation of a static algorithm for selective refinement requires
operations parents, children, and refine. It reduces to applying the following
Expansion procedure, after initializing set S with the root and ΣS as the base
mesh:

Procedure Expansion
while ∃u 6∈ S such that τ(u) = true and parents(u) ∩ S 6= ∅ do

u := one of such nodes;
RecursiveAdd(u);

where procedure RecursiveAdd adds a node u to S, after recursively adding
all the nodes u depends on, if they are not already in S:

Procedure RecursiveAdd(u)
for all u′ ∈ parents(u) do

if u′ 6∈ S then
RecursiveAdd(u′);

S := S ∪ {u};
refine(u, S, ΣS);

The implementation of a dynamic algorithm requires, in addition, operations
children and abstract. Set S and mesh ΣS are initialized with the result of the
last query performed. Then, the following Contraction procedure is run first,
and the Expansion procedure described above is called next:

Procedure Contraction
while ∃u 6∈ S such that τ(u) = false and children(u) ∩ S = ∅

u := one of such nodes;
S := S \ {u};
abstract(u);

We assume to encode the current consistent set S as a bit vector over the
nodes, so that the membership test on S, as well as insertion and deletion of
nodes, are performed in constant time. Furthermore, we assume a simplified
setting in which the cost of evaluating τ is also constant. Denoting with S1 the
set of nodes added to S by Expansion, and with N1 the cardinality of S1,
the computational cost of the procedure is given by cost(Expansion) = N1 ·
cost(RecursiveAdd) = N1 ·(cost(parents)+cost(refine)). By denoting with
S2 the set of nodes removed from set S during Contraction and with N2 the
cardinality of S2, the cost of such procedure is given by cost(Contraction) =
N2 · (cost(children) + cost(abstract)).

If the primitive operations are implemented in optimal time, then procedure
Expansion takes a time linear in the number of triangles appearing in the
updates of set S1 (such number dominates over the number of parents of nodes
in S1, which is the second term of the sum). Procedure Contraction requires
a time linear in the number of triangles contained in the updates of S2 (which
dominates over the number of their children).
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Under reasonable assumptions during construction (vertices inserted/
removed have a degree bounded by a constant) the number of triangles con-
tained in the updates of a consistent set S is linear in the number of triangles of
the associated mesh ΣS associated with S [4]. Moreover, if we consider two con-
sistent subsets S and S′ and their mutual differences S1 = S′ \S and S2 = S \S′,
then the number of triangles contained in the updates of S1 ∪ S2 is linear in the
sum of the sizes of ΣS and ΣS′ . Thus, under the assumption that the primitive
operations are performed in optimal time, both the static and the dynamic ex-
traction algorithms have a time complexity linear in the input plus the output
sizes.

The next two sections describe data structures for encoding an MT, eval-
uating their spatial complexity as well as the time complexity of the primitive
operations defined above. For evaluation purposes, we denote with n, t, m and a,
the number of vertices, triangles, nodes (updates) and arcs (dependency links)
in an MT. For vertex-based MTs, we have that m ≤ n (since every node inserts
a vertex). Moreover, it has been experimentally found that t ' 6n and a ' 3n
[4] and that, for each update u (with the possible exception of the root), the
number of triangles created by u+ is less than 16. Thus, the number of children
of u is also < 16. A bound of 14 holds for #u− and for the number of par-
ents of u. Finally, we assume that vertex coordinates can be described as 32 bit
floating-point numbers.

6 Encoding Dependencies

6.1 A Standard Encoding

The simplest way to encode the dependency relation is associating with each
node u the two sets parents(u) and children(u). For each such set, references
to all the updates in the set are stored as well as the cardinality of the set.

Under the assumption that a node has at most 13 parents and 15 chil-
dren, we need 8m bits to store the cardinalities of the two sets parents(u) and
children(u), and 2a · log(m) bits for referencing all the nodes in parents(u) and
in children(u). For a vertex-based MT, the above cost reduces to 8n+6n·log2(n).

The implementation of operations parents and children is straightforward,
and both operations have a time complexity linear in the number of the output
nodes.

6.2 A More Compact Encoding

Klein and Gumhold [16] propose a DAG encoding with a reduced memory cost.
However, this is paid with a non-optimal complexity for operation children.

Given an update u, they consider all the updates {u1, . . . , uk} on which u
depends. They encode a cyclic linked list with u, called a loop. The loop has k+1
elements: the k parents of u and u itself. Figure 4 shows a DAG and the loops
needed to encode it. Thus, an update u with j children belongs to j + 1 loops:
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Fig. 4. A DAG (on the left) and the loops needed to encode it (on the right).

the first one (l0) starts at u and includes the parents parents(u); the remaining
j loops are those starting at the children of u. Thus, node u has j + 1 pointers
for the j + 1 loops traversing it. In order to distinguish the loop each pointer
belongs to, each pointer has an index attached to it, which represents the loop
identifier. For each node u, they also store the number of loops in which the
node appears. If a node u has k parents, the corresponding loop l0 has k + 1
elements, each consisting of a pointer and an index.

The total number of links to describe an MT is thus a + m. Since each node
has at most 15 direct ancestors or descendants, we need four bits for indices and
four bits to count the loops to which a node belongs; a pointer to a node requires
log2(m) bits. The whole DAG encoding requires 4m + (4 + log2(m)) · (a + m) =
8m + 4a + (a + m) · log2(m) bits. In our special case of vertex-based MT, this
reduces to 20n + 4n · log2(n) bits.

This DAG encoding supports operations parents and children as follows.
For a node u, parents(u) is obtained by scanning l0, in linear time in the size
of set parents. The result of children(u) is obtained by scanning the j loops
l1 . . . lj passing through u: the last element of each loop is a child of u. The time
complexity is

∑
(#li) ' O(j2), which is not optimal.

7 Encoding the Updates

In this Section, we briefly describe a general way to encode updates in an MT,
which is suitable for any type of mesh updates, not necessarily for vertex inser-
tions only. The data structure, that we will call in the following the explicit data
structure, is described here just as a term of comparison. It is a is a more econom-
ical version (in terms of space) of the explicit data structure with zero-adjacency
described in [6].

Next, we present compact data structures for MTs based on vertex insertions,
which exploit the specific properties of such type of updates in order to reduce
space complexity.

7.1 A Data Structure for General Updates

In the general case, we represent an update u by explicitly listing the triangles
belonging to sets u− and u+. The data structure directly represents the triangles
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as triplets of vertices, and the updates as sets of triangles. Both triangles and
nodes are stored in arrays. For efficiency, the triangles introduced by a given
update are encoded in consecutive positions in the array, and, if nodes ui and uj
are stored at consecutive positions in the node array, then the triangles of ui

+

are stored next to the triangles of uj
+ in the triangle array. For each vertex, we

store its coordinates. For each triangle, we store references to its three vertices.
For each node u, we store the number of triangles in u− plus references to all
triangles in u−, and a reference to the first triangle in u+.

Given a node u, all the triangles of set u+ are retrieved by scanning the
triangle array starting at the first triangle (explicitly stored) and stopping at
the first triangle of the update following u in the node array. This requires a
linear time in the cardinality of u+.

The explicit structure needs 96n bits for encoding vertices. The information
stored in the triangle array requires 3t·log2(n) bits. We need 4m bits for encoding
the number of triangles in u−, over all updates u; t · log2(t) bits for storing all
sets u− (since each triangle appears in just one set); and m · log2(t) bits for
encoding the reference to first triangles in u+.

This leads to a cost of 96n bits for geometric information and of 4m + (t +
m) · log2(t) + 3t · log2(n) bits for the updates and the triangles, which, under the
assumptions made for vertex-based MTs, is bounded from above by 25n + 25n ·
log2(n).

Operations refine and abstract can be performed on the current mesh Σ by
simply deleting the triangles of u− (u+ for abstract), and replacing them with
the triangles of u+ (u− for abstract). This requires a time complexity linear in
the number of elements involved in the modification: the modified triangles plus
their adjacent triangles (if the current mesh stores them), i.e., a time linear in
(#u−) + (#u+).

7.2 Compact Encoding of Vertex-Based Updates

The encoding scheme for an update u must support operations refine and
abstract.

If u is a vertex insertion/removal, operation refine(u, S, ΣS) reduces to lo-
cating a polygon πu on the current mesh ΣS , which bounds the set of triangles
of u−: all triangles internal to such polygon must be deleted. The triangles
of u+ are created by simply joining each vertex of πu to vertex vu. Operation
abstract(u, S, ΣS) consists of deleting all triangles incident in vu from ΣS (such
triangles form u+), and re-triangulating the resulting polygonal hole without
using any internal point. In general, polygon πu admits more than one triangu-
lation: we must recreate the one corresponding to u−.

Thus, a family of encoding structures for vertex-based updates can be devel-
oped that do not store all the triangles in u− and u+ (as in the explicit data
structure), but just those information, that are sufficient to perform the following
two tasks:

1. Given the current mesh ΣS and an update u, such that u− ⊂ ΣS , recognize
the triangles of u− among those of ΣS .
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2. Given the polygon πu bounding u−, generate the triangles of u−.

All structures that we present share a common framework that is described
below. They all store the vertices of the MT, each as a triplet of coordinates,
with a cost of 96n bits. Since each update u corresponds to a vertex vu, updates
and vertices are re-numbered in such a way that a node u and its corresponding
vertex vu have the same label. Thus, the relation between u+ and vu is encoded
at a null cost. All structures describe u− in a compact way and encode, for
each update u, one edge of polygon πu, which is used as the starting point for
performing tasks 1 and 2 mentioned above (polygon recognition and polygon
re-triangulation). Such edge, that we denote as eu, is encoded by storing the
references to its two vertices, which a cost equal to 2m · log2(n) = 2n · log2(n)
bits. The remaining information, i.e., the encoding of the triangulation u−, are
specific of each data structure, and are described in the following subsections.

In order to perform operations refine and abstract, the current mesh ΣS

needs to be encoded encoded into an indexed structure with adjacencies. In
addition, in order to locate the initial edge eu on the mesh, starting from its
vertices, we need to encode a pointer from each vertex to one of its incident
triangles in the current mesh. Under this assumption, the time for locating eu =
(v1, v2) is linear in the degree of vertex v1 in ΣS (which is equal to 6 on average).

Update Encoding 1. The technique, proposed by Taubin et al. [27] in the
context of progressive transmission of large triangle meshes, encodes the trian-
gulation of a polygon by using a code of two bits for each triangle.

The construction of the bitstream B is performed through a recursive pro-
cedure, that encodes one triangle σ ∈ u− at a time. At each recursive call, the
algorithm maintains a current triangulation TB and a current edge eB on its
boundary, and generates the code for a triangle σ bounded by eB . Note that
TB must be represented by its triangles and their mutual adjacencies along the
edges. At the beginning, the current triangulation TB is initialized as u− and
the current edge eB as eu, which is the stored edge of polygon πu. Triangle σ is
the triangle of u− lying on the left side of eB . The algorithm looks at the two
edges of triangle σ different from eB and at the two parts in which such edges
partition the current triangulation, in order to assign a code to σ and to decide
about recursive calls to be made:

– If both parts are non-empty, then code 00 is added to the bitstream B for
σ.

– If only the left part is non-empty, then code 01 is added to B.
– If only the right part is non-empty, then code 10 is added to B.
– If both parts are empty, then code 11 is added to B.

Then, a recursive call is performed on each of the non-empty parts, starting from
the boundary edge it shares with triangle σ. On each branch, the recursion stops
when a code 11 is generated. Figure 5 shows the codes generated for a sample
mesh u−.
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Fig. 5. Codes assigned by Taubin’s method to the triangles of a mesh u−. The thick
edge is the starting triangle e = eu.

Encoding an update u, such that u− contains h triangles, requires 2h bits.
Note that the value of h does not need to be encoded. In fact, the structure of
the bitstream (basically, a preorder visit of the recursion tree, where leaves are
characterized by code 11) can be exploited to reconstruct its length. Thus, the
total cost of encoding all updates is equal to 8n bits.

In order to perform task 1 in operation refine, we run the same recursive
procedure described above, starting from edge eu on the current mesh ΣS . In
this case, bitstream B is known, and we need to recover u−. At each call, we
consider the current edge eB (initially, eu), and recognize the triangle σ, adjacent
to eB , as belonging to u−. Then, depending on the code found in B, we decide,
for each edge of σ, different from eB , if a recursive call must be invoked on that
edge. The recursive calls progressively “consume” stream B, so that each call
always reads the next code in B which has not been read by any call executed
before it (either at a deeper or at an outer recursion level).

Task 2 in operation abstract is performed in a very similar way. In this
case, at each step, we generate a triangle σ, instead of recognizing it on the
current mesh. Note that this procedure allows reconstructing just the topology
of triangle mesh u−: when we create a triangle σ, we do not know which vertex
of πu must become the third vertex of σ. However, when the topology of u− has
been built, it is easy to map the vertices of πu onto it. This simply reduces to
a synchronous traversal of πu and of the boundary of the triangulation, starting
at one of the two vertices of eu (for which the mapping is known). For each node
u, the computational cost of performing both tasks 1 and 2, with the procedures
described above, is linear in the number of triangles of u−.

Update Encoding 2. The basic idea of this method consists of enumerating
all the triangulations of a k-polygon in such a way that the rank of a given
triangulation can be computed and, conversely, the retrieval of a triangulation
corresponding to a given rank can be efficiently performed by using a divide-
and-conquer approach. The number of different isomorphic triangulations of a
k-polygon, called the Euler number Ek, is known to be equal to the Catalan
number Ck−2, where Cj = (2j)!

j!2(j+1) , and, thus, dlog2 Eke is a lower bound on the
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Fig. 6. (a) A triangulated polygon with 10 vertices labeled from 1 to 10. (b) Its left
and right parts with respect to edge (1,6). (c) The canonical tree.

number of bits required for coding the triangulation of a k-polygon. The method
achieves such lower bound.

Given a simple polygon π, a triangulation Γ of π is completely defined by
listing its internal edges. If π has k vertices, then Γ has k − 3 internal edges. We
define a canonical representation of the edges of Γ as follows.

We assume to label the vertices of π from 1 to k. Thus, each internal edge
of Γ is described as a pair (i, j) of indexes such that 1 ≤ i < j ≤ k. We define
the first edge of the triangulation as the one described by the least pair (i, j) in
lexicographical order. The first edge divides the triangulation in two parts: we
call left part the one including vertices from i to j, and right part the other one
(see Figure 6b). Thus, the canonical representation canon(Γ ) of triangulation
Γ is defined recursively:

– if k = 3 (no internal edges), then canon(Γ ) is the empty list;
– otherwise, canon(Γ ) is equal to the concatenation of the first edge, of

canon(ΓL), and of by canon(ΓR), where ΓL and ΓR denote the left part
and the right part, respectively, of Γ .

For each polygon size k, the canonical representations of all possible trian-
gulations of a k-polygon are sorted lexicographically. A specific triangulation is
represented by storing its rank in the sorted sequence of canonical representa-
tions.

In [1], algorithms are given to compute the canonical representation of a tri-
angulation Γ and to compute its rank. Computing canon(Γ ) reduces to building
a binary tree of edges, where root at the first edge of Γ , and each node represents
the first edge of the various parts in which Γ is recursively divided (see Figure
6c). The canonical representation of Γ is obtained through a preorder traversal
of such tree. This can be done in O(k) time. The rank of the canonical represen-
tation can be computed in O(k · log(k)) by using look-up tables for storing the
catalan numbers Ek and some other useful quantities derived from them.

Given a polygon π with k vertices, and a predefined enumeration of its ver-
tices from 1 to k, the triangulation of π corresponding to a given rank R can
be recovered in two steps. First, the canonical representation having rank R is
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Table 1. Number of bits necessary to encode the Euler number Ek, for k = 4, . . . , 15.

k 4 5 6 7 8 9 10 11 12 13 14 15
log2(Ek) 1 2 3 5 7 8 10 12 14 15 17 19

reconstructed, and, then, π all diagonals listed as edges in the canonical repre-
sentation are inserted into π. The first step can be done in time O(k · log(k))
through an algorithm described in [1], the second step is done in O(k).

For each node u of the MT, we store the size k of πu, and the rank R of the
canonical representation of u−. Assuming k < 16, this requires 4+log2(Ek) bits.

The total space required to represent all updates of an MT is influenced by
the size of its updates. The value of log2(Ek) for various k is tabulated in Table 1.
If all updates have size k = 6, which is the average case, then the cost is 7n bits.

For an update u, task 1 (i.e., recognizing the triangles of u− on the current
mesh ΣS in operation refine) is performed in the following way. We first use the
rank R, stored with u, to generate a triangulation Γ of a k-polygon, in a purely
topological way. Then, we associate edge (1, 2) on Γ with the starting edge eu
of u on ΣS . Starting from eu, we traverse mesh ΣS according to the structure of
Γ , and detect its only sub-mesh of ΣS which is isomorphic to Γ . Such sub-mesh
defines u−.

In order to perform task 2 (i.e., triangulating polygon πu), in operation
abstract, we use the rank R to generate a triangulation of a k-polygon, which
is mapped onto πu by setting edge (1, 2) to coincide with the starting edge eu.

The cost of both operations refine and abstract is dominated by the recon-
struction of the canonical sequence from its rank, and thus they can be performed
in O(k · log(k)) time.

Update Encoding 3. In [16], Klein and Gumhold face the problem of efficiently
encoding an MT based on vertex removal and propose an encoding for u− based
on the remarks that the number of triangles in u− is usually small and that
many triangulations of polygons with the same number of vertices are isomorphic
and can be obtained from one another by rotation. Thus, they encode all the
equivalence classes of the possible triangulations of u− in an MT. By constraining
the degree of each vertex vu corresponding to an update u to be, for instance,
less or equal to 10, the number of such classes have be proven to be equal to
7147 [13].

For an MT for which q equivalence classes are needed, storing the index
K to the equivalence class of u− requires dlog2(q)e bits for each update u. By
assuming the maximum degree of a vertex to be equal to 10 (and hence q = 7147),
13 bits are necessary, which leads to a total of 13n bits. Moreover, space must
be allocated to store all the equivalence classes, that Klein and Gumhold claim
to be negligible with respect to the cost of storing the entire multiresolution
structure.
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In order to perform Task 1 in operation refine, we first use the triangulation
index K, stored with u, to retrieve the triangulation Γ corresponding to K.
Then, we map such purely topological triangulation Γ onto a subset of the
current mesh ΣS in a similar way as described in Section 7.2: we associate the
first edge of Γ with the starting edge eu of u, and traverse ΣS , starting from eu,
in order to find its only sub-mesh which is isomorphic to Γ .

In order to perform task 2 in operation abstract, we retrieve triangulation
Γ as before, and we generate the unique triangulation of πu, which is isomorphic
to Γ , by identifying the first edge of Γ with edge eu. Both operations are done
in O(k) time.

8 Comparisons

In this Section, we compare the two DAG representations of Section 6, the
three compact encoding for updates, and the explicit data structure discussed
in Section 7 in terms of storage cost and performance of the selective refinement
operators defined in Section 5.

We also compare the storage cost of two compact representations for a vertex-
based MT, resulting from the combination of a specific DAG and of a specific
update encoding, with the storage cost of the reference mesh, i.e., the mesh at
the maximum resolution. To this aim, we assume that a plain triangle mesh
is encoded with a is the winged data structure, which stores, for each triangle
t, references to the three vertices of t and to the three triangles adjacent to t
along its edges. The adjacency information stored in such data structure gives the
possibility of navigating on a surface, which is fundamental for various operations
such as contour extraction, collision detection, etc. Since, according to Euler
formula, a triangle mesh with r vertices contains nearly 2r triangles, then the
cost of storing a mesh with r vertices in the winged structure is equal to 96r bits
for vertex coordinates plus 6r + 12r · log2(r) bit for connectivity information.

In Table 2, the storage cost of the standard DAG encoding and the DAG
encoding proposed by Klein and Gumhold are compared by considering MTs
with 10K, 100K, 500K, 1M and 2M vertices. The costs are expressed in number
of bits per vertex. The method by Klein and Gumhold encoding allows saving,
on average, 20.6% of storage cost.

In Table 3, the costs of encoding the updates with the various techniques
discussed in Section 7 are compared for MTs with 10K, 100K, 500K, 1M and
2M vertices. The costs are expressed in number of bits per vertex. Compression

Table 2. Costs of DAG encoding expressed in number of bits per vertex. n denotes
the number of vertices.

10K 100K 500K 1M 2M Average comp.
Standard 8 + 6log2(n) 92 110 122 128 134
Compact 20 + 4log2(n) 76 88 96 100 104 20.6%



Compressing Multiresolution Triangle Meshes 361

Table 3. Costs of the update encodings expressed in number of bits per vertex. n
denotes the number of vertices.

10K 100K 500K 1M 2M Average comp.
Explicit 25 +25log2(n) 375 450 500 525 550
1 8 + 2log2(n) 36 42 46 48 50 90.7%
2 7 + 2log2(n) 35 41 45 47 49 90.9%
3 13 + 2log2(n) 41 47 51 53 55 89.6%

Table 4. Comparison among the costs of encoding the full resolution mesh and of the
three MT encodings. Costs are expressed in number of bits per vertex.

10K 100K 500K 1M 2M Average ratio Average comp.
Winged Explicit MT

Winged 174 210 234 246 258
Explicit 467 560 622 653 684 2.66
MT1 451 538 596 625 654 2.55 4.0%
MT2 133 157 173 181 189 0.74 72.1%
MT3 111 129 141 147 153 0.61 77.1%

with respect to an explicit representation of triangles in the MT varies between
89% and 91%. Note that the technique proposed earlier in [6] has not been
considered, since it would have a cost of 40 + 2 log2(n) bits per vertex, hence
much higher than the cost of any technique considered here.

In Table 4 the cost of the reference mesh encoded through the winged data
structure is compared with three different MT encodings:

– The explicit MT, which uses the standard DAG encoding and the explicit
representation of updates, referred as explicit;

– An MT with explicit updates and compact DAG encoding, referred as MT1;
– An MT based on update encoding 3 and explicit DAG representation, re-

ferred as MT2; and
– An MT based on update encoding 2 and compact DAG, referred as MT3.

The costs are expressed in number of bits per vertex.
The Explicit MT has of course the highest cost. However, the compact DAG

encoding in MT1 saves only a 4% with respect to the Explicit MT, thus showing
that the storage cost is dominated by the explicit coding of updates. Indeed, MT2
has a compression of 72.1% over the Explicit MT, and MT3 has a compression
of 77.1% over the Explicit MT, saving an extra 5%. Hence, MT3 results to be
the most economical structure.

The Explicit MT and MT1 are more expensive than the winged edge storing
just the reference mesh (2.66 and 2.55 times, respectively), while MT2 and MT3
are cheaper. MT2 has a compression of about 26%, while MT3 achieves an even
better compression of about 39% over the winged data structure encoding just
the reference mesh.
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Table 5. Time complexity of selective refinement operators in the various data struc-
tures. In (a), j denotes the number of parents/children of a node. In (b), k denotes the
number of triangles involved in an update.

DAG encoding parents children
Standard O(j) O(j)
Compact O(j) O(j2)

(a)

Update encoding refine, abstract
Explicit O(k)
1 O(k)
2 O(k log k)
3 O(k)

(b)

Table 5 compares the time complexities of the four primitive operations for
selective refinement, in the two DAG encodings and the four update encodings.
We have that the explicit MT and the MT2 exhibit the lowest cost for the
primitive operations: such cost is also the optimal one. Thus, both static and
dynamic extraction algorithms on such structures achieve a time complexity
linear in the size of their input and output.

For MT1, the cost of children becomes quadratic, which affects the perfor-
mance of procedure Contraction. Structure MT3 has the same drawback as
MT1 as far as the cost of children, and, in addition, the cost of performing
refine and abstract is higher than in the other three structures.

9 Concluding Remarks

In this paper, we have considered a specific class of two-dimensional multiresolu-
tion models, called a Multi-Triangulation (MT), built based on a vertex-removal/
insertion simplification strategy, and we have described and compared compact
encoding structures for such MTs. MTs built through vertex removal from the
mesh at the maximum resolution, or through vertex insertion from a mesh at a
coarse resolution are extensively used in applications to surface modeling.

The resulting data structures are particularly interesting since we have shown
that they achieve a compression of almost 80% with respect to a general-purpose
structure for encoding the MT and a compression of almost 40% with respect to
the mesh at the maximum resolution. Some techniques allow for selective refine-
ment in time linear to the size of the output mesh, without performing heavy
numerical computations (as it would be the case for an update u− defined by a
specific rule like being a Delaunay triangulation of the corresponding boundary
polygon).

It would be interesting to compare, in terms of performances, a vertex-based
MT described as a compressed data structure with hierarchical data structures
based on regular recursive subdivisions even if these latter have a more restricted
applicability since they can be used only with regularly distributed data points
and not for free-form surfaces.

Further developments of the research described in this paper are the design
of compact data structures for a three-dimensional MT for fast rendering of large
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volume data sets and the investigation of issues related to developing out-of-core
data structures for a vertex-based an MT as well as out-of-core algorithms for
selective refinement.

Another related issue is the compression of geometry (coordinates and other
information associated with vertices), which has not been considered in this
paper.
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Abstract. The need to access spatial data at multiple levels of detail is a 
fundamental requirement of many applications of geographical information, yet 
conventional spatial database access methods are based on single resolution 
spatial objects.  In this paper we present a design for multi-scale spatial objects 
in which both spatial objects and the vertices of their component geometry are 
labelled with scale priority values. Alternative approaches to database imple-
mentation are considered in which vertices are organised into scale-bounded 
layers. Access times for spatially-indexed vertex block schemes (comparable to 
the PR-File) were superior to a BLOB scheme where only entire multi-scale 
objects were spatially indexed. The use of a 3D R-tree to integrate scale and 
space indexing was found to improve considerably on using either R-Tree 
indexing of space only or B-tree indexing of scale. Techniques are also 
presented for client-side reconstruction of cached multi-scale geometry. Imple-
mentations are compared in a client-server environment using the Informix 
object relational database system. 

1   Introduction 

A characteristic of spatial objects in most geographical and geoscientific databases is 
that they represent a view of reality at some particular level of semantic and geo-
metric abstraction. Many applications of geographical data however require access at 
several levels of abstraction, for purposes of information browsing as well as scale-
specific analyses. These needs are met typically by storing distinct representations 
that refer to the same real world phenomena. Typically these representations are simp-
ly digital versions of the scale-specific map series produced by topographic mapping 
agencies. The approach suffers from inflexibility of scale, imposed by the source data, 
in combination with data duplication and with problems of integrity maintenance of 
the multiple versions.  

In theory it is possible to envisage storing in a spatial database a single detailed 
representation of the phenomena of interest and then applying map generalisation 
algorithms online to retrieve the scale-specific representation that suits the user's 
interests. For applications requiring large spatial databases that may be applied across 
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a wide range of levels of detail, there appears to be little immediate prospect of such a 
scenario being realised. The reasons relate to the computational overheads of 
processing potentially very large volumes of data in order to retrieve a small subset, 
as well as the functional and performance limitations of existing map generalisation 
procedures.  

A pragmatic solution is one of pre-computation that strikes a balance between the 
use of digitised manually generalised map data and the exploitation of existing map 
generalisation procedures where they are appropriate. The most widely investigated 
area of map generalisation is that of simplification of linear features. These proce-
dures can be used to attach scale-related priority values to the vertices of linear fea-
tures. If these values are stored, it is possible to retrieve subsets of the vertex geo-
metry that can be re-assembled into simplified versions of the line. This principle 
underlies several multiresolution data structures and database storage schemes. Ex-
amples are the strip tree data structure [1] and its variants such as the arc-tree [2], the 
BLG-tree (employed in the reactive data structures of [3]), the binary tree structure of 
[4] and layered schemes such as the Multi-Scale Line Tree [5], the Multi-Scale 
Implicit Triangulated Irregular Network [6], which both used quadtree indexing, and 
the PR-File [7] which used a type of R-tree for spatial indexing.  

An issue not addressed in the above schemes is that of topological consistency of 
the simplified spatial objects. All of these schemes employed point selection tech-
niques that can result in simplified lines that overlap themselves and neighbouring 
features. An approach that maintains topological integrity of polygonal maps at mul-
tiple scales was presented in [8] while [9] have described a scheme to maintain topo-
logical integrity between complete spatial objects of different types. An important 
related development is the design of line generalisation procedures that are inherently 
topology-preserving, in that all realisations of the line that can be generated by the 
procedure are guaranteed topologically consistent. Examples of such procedures are 
those of [10, 11 and 12], the latter being employed in the progressive transmission 
scheme of [13]. The presence of topologically consistent generalisation techniques 
introduces the possibility of database storage of multi-scale spatial objects that have 
explicit degrees of consistency with themselves and with other objects in the database 
[14]. Pre-computation of topological consistency, for limited ensembles of stored 
objects, may then be combined with online generalisation procedures for purposes of 
i) graphical conflict resolution due to arbitrary selection of map symbols [15, 16] and 
ii) topologically-consistent generalisation of sub-sets of objects that do not have pre-
computed consistency. 

In this paper we focus on several multi-scale spatial database implementation 
issues, in particular: scale-range coding of vertices; clipping-support for multi-scale 
geometry; strategies for client-side reconstruction of cached multi-scale geometry; 
and the relationships between indexing on scale and indexing on geometric space. It 
should be noted that the paper deals primarily with issues concerning access to the 
geometry of individual multi-scale spatial objects, primarily lines and polygons. It is 
assumed that these objects store data that covers a specified range of scale. The 
geometry of an object may have been derived from larger scale objects in the course 
of map generalisation operations, such as amalgamation and dimensional collapse, 
and it may itself be a source of more generalised spatial objects through similar trans-
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formations. The scale values attached to vertices are assumed to be scalars that are 
functionally related to map scale. 

The remainder of the paper is set out as follows. In Section 2 we show how scale 
can be associated with spatial data. Section 3 introduces scale-coding methods that 
can be used to partition geometry into scale-specific intervals. In Section 4 we present 
alternative storage schemes for maintaining the geometry of multi-scale geometry 
objects. The issue of clipping multi-scale linear and polygonal features is addressed in 
Section 5 as a precursor to the definition in Section 6 of client-side functions for 
panning and zooming with multi-scale geometry. Two methods for object-recon-
struction from cached geometry are presented. Section 7 introduces alternative 
approaches to indexing on scale. In Section 8, experimental results of spatially 
indexing different sized blocks of vertices in an extended relational environment are 
compared with object-level spatial indexing in a BLOB implementation. The results 
of applying the two cached-object reconstruction techniques are described, as well as 
the results of using both B-tree and 3D R-tree indexing on scale. The paper concludes 
in Section 9 by summarising the relative merits of the various implemented 
techniques. 

2   Spatial Objects and Scale 

An observation of a spatial phenomenon is made at a certain time from a certain point 
of view reflecting the degree of abstraction, or scale of the observation. In the general 
case a spatial object may be located in 3D space and refer to a specific time span. 
Here we confine ourselves to 2D space and assume that all data relate to single period 
of time. A spatial object SO can therefore be defined as a function in a 3-dimension 
space SV on ,́ consisting of two spatial dimensions and the scale dimension. Thus 
SO =  f(s, x, y), where f is a function to map point p(s, x, y) in SV to SO. 

We define a snapshot of a spatial object at scale s as SOs = (oid, Rs(Gs)), where oid 
is an unique identity of the spatial object, Gs = (GID, {gi | i = 1, n}) is a geometry set 
with identity GID and Rs is an operator to assemble all geometry objects g in G into 
the spatial form of SO at scale s.  

Each geometry object g consists of one or several vertices, which may be  a point; 
an open curve (a polyline) or a closed curve (a polygon). A vertex vs has a unique 
identifier vid, a sequence number vsn indicating the position of the vertex in the 
parent geometry object, and spatial coordinates x, y. The scale property s of the spatial 
object snapshot is inherited by its geometry set and in turn by all the geometry and 
vertices. 

2.1   The Scope of an Observation  

The validity of a snapshot of a spatial object may be extended to cover a scale 
interval, i.e. SOs = (oid, Rs(Gs)), s ˛  [sc, sd]   where  sc £ sd. Following standard carto-
graphic terminology, we regard a larger scale (e.g. sd > sc) as the scale corresponding 
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to a more detailed map while a smaller scale is for a map with less detail. A 
cartographic scale can then be any value in (0, ¥ ). 

We define a scale range as the collection of one or more scale intervals that may 
be continuous, adjacent or disjoint. In the following discussion, the term scale range 
and scale interval are used interchangeably when no confusion will be caused. Also, 
we refer to the smallest scale value in a scale range/interval as its lower scale bound 
and the largest scale value as its higher scale bound. 

2.2   The Scale Range of a Spatial Object 

A spatial object may be defined as a collection of all of its snapshots, which consist of 
all spatial information that we have on the object SO = {SOsi | i = 1, n}. We denote 
the scale range of SO as S, the union of the individual scale ranges [sc, sd]i  for i= 1..n. 

The collection of geometry sets of all snapshots Gg = {gj | j = 1, m} forms the entire 
geometry set of SO.  Thus a spatial object contains one geometry set only and a 
geometry object g may be referenced by more than one geometry set Gi of different 
spatial objects. It will inherit scale properties from all these geometry sets. A geo-
metry object g is specified as g = (gid, Sg, {vj | j = 1, m}) where Sg are scale properties 
of the geometry inherited from all geometry sets referring to this geometry. Assuming 
there are k geometry sets referring to this geometry, Sg  =  ̈si  for i =1..k. Note that si 
may be an interval. 

In the general case a vertex v(x, y) may be referred to by more than one geometry 
object belonging to the same or different spatial object. The specification of a vertex 
then becomes v = (vid, Sv, vsn(s, gid), x, y). Sv are the vertex scale properties inherited 
from all geometry that refers to it. Assuming k geometry objects refer to the vertex,  
Sv =  ̈Sgi for i =1..k. The vertex set of a spatial object is  V = {vi | vi ˛  gj; gj ˛  Gg}. 

2.3   Continuous, Subsetting, and Non-subsetting Vertices  

When scale priority values are attached to the constituent vertices of a linear or 
polygonal feature, several possibilities arise regarding the ranges of scales to which an 
individual vertex may be applicable. Here we distinguish between different types of 
scale-labelled vertex.  

Let S' be the intersection of the scale range Sv of a vertex vi and the scale range S of 
a spatial object SO referring to the vertex. If S' = Sv ˙  S = [sa, sb], sa £ sb is a 
continuous scale interval, we regard a vertex vi as a continuous vertex of spatial object 
SO. If sb = smax ˛  S (smax is the higher scale bound of the scale range of SO), we regard 
vi as a continuous subsetting vertex of SO, reflecting the fact that the vertex is present 
in the most detailed representation of SO. If S' is not continuous then the vertex is a 
non-continuous vertex of SO. Similar subsetting concepts apply to geometry objects.  
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3   Scale Coding 

A multi-scale spatial database should be able to support scale change in a continuous 
manner across the entire scale range of the stored data.  Due to the fact that the 
number of vertices in any dataset is limited, storage of a finite set of discrete scale 
intervals within the database is sufficient to support queries made at any scale. In 
practice the number of intervals required is normally quite small, unless an 
application demands very minor distinctions  to be made between scale values. 

A query on a multi-scale spatial dataset may be defined as: given a query scale sq 
and a query window QW, find all spatial objects SO (with scale range S) in map M 
where SO.MBR ˙  QW „ ˘  and sq ˛  S and MBR refers to the minimum bounding 
rectangle of the spatial object. A group of vertices {vi | sq ˛  Svi Ù  (xi,yi)˛ QW} will be 
retrieved to form this representation. A map is a finite set of spatial objects and hence 
a finite set of vertices. The scale range of a vertex is a set of scale intervals: 

Svi = {[sa, sb] | sb‡sa;sa+1>sb} 
Here sa+1>sb is used because if sa+1 = sb the two intervals can be merged.  Therefore 
the scale range  for  the map  is: 

Smap=  ̈Svi = {[sc, sd] |sd‡sc;sc+1‡sd} 
which is a finite set of scale intervals. Note that these intervals are merged in the 
following manner: for [s1, s2] ˝  Svi and [s3, s4] ˝  Svj and s1<s3<s2<s4, three intervals 
will be formed in the scale range of the map: [s1, s3] ,[s3, s2]  and [s2, s4]. In the above 
expression sc+1‡sd is used because the intervals are created by bounding scale values 
coming from different vertices. If all scale values defining these intervals are unique, 
there are at most r-1 intervals for r different scale values between 0 and ¥ . In this 
case, the scale range for the map is continuous and all scale intervals defined above 
can be merged to a single interval [smin, smax].  

Clearly for each of these intervals [sc, sd] in Smap, the scale range of a vertex Sv_i 
either covers it or not covers it. Consequently for any sq ˛  [sc, sd], the same set of 
vertices (where [sc, sd] ˝  Sv_i) will be retrieved. As there is no restriction on the 
possible value of sq (if sqˇSmap, an empty representation is retrieved), we can conclude 
that we are able to classify vertices in a finite set of scale intervals to support queries 
based on continuously varying query scale values.  

When all intervals in a scale range are stored,  as: SR = {[si, sj]|i,j=1, n; si £ sj}, the 
test for inclusion of a query scale value in a range is "If sq ˛  [si, sj] ˛  SR Then SR 
covers sq Else SR does not cover sq". The scheme will work for all three vertex types 
of continuous, continuous subsetting and non-continuous. For the two continuous 
cases, the scale range has a single interval form: SR = [Smin, Smax]. For the continuous 

subsetting case, we have: SR = [Smin, Smap max
]. Indeed, in practice only the Smin value 

is needed and the test can be further simplified to "If sq ‡ Smin ˛  SR Then SR covers sq 
Else SR does not cover sq". For the non-continuous case, the resulting scale range will 
have a length-varying form that will certainly increase the complexity of storage and 
query process.  

In practice, nominal variables (bit coding, C-style enumeration etc) may be used to 
represent bounding scale values or scale intervals to improve storage efficiency. 
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4   Database Access Schemes for Multi-scale Geometry Objects 

In this section we introduce database storage structures that allow us to evaluate 
alternative approaches to implementing the geometry objects introduced in previous 
sections. A geometry object is denoted in the database as an MGEO (Multi-Scale 
Geometry Object) and it is referenced by an MSO (Multi-Scale Spatial Object). For 
purposes of experimentation we introduce the following constraints on the previous 
data model: 
Constraint A: A vertex belongs to only one MGEO; 
Constraint B: All vertices of the same geometry object are continuous subsetting.  

The representation REPM of a map at scale sq and with a query window QW is: 
  REPM(sq, QW) = {MGEOi,Sq | sq ˛  Smgeo; MGEOi.MBR ˙  QW „ ˘ } and                    
  MGEOSq = {vi | sq > svmin_i}.  

The part of the multi-scale database that stores MGEOs may be represented 
conceptually by the relations MGEO(MGEOID, SMGEO) and VERTEX(MGEOID, VID, 
Sv, vsn, x, y). As the multi-scale geometry objects are the basic building blocks for 
implementing the whole model described above, in the remainder of this section we 
focus on methods for organising the storage of vertices within individual MGEOs.  

4.1   Vertex Layer 

If the VERTEX relation above were to be used directly in a real database implemen-
tation, the resulting vertex table would normally consist of a huge number of rows, 
making database queries very inefficient. It is desirable therefore to use structures 
larger than a single vertex as the storage unit. Hence we introduce the concept of a 
vertex layer VL as the set of all vertices which belong to the same MGEO and whose 
scale ranges share the same lower scale bound:  

VL = (lsn, SVL, {vi  | vi ˛  MGEO; svmin_i =svmin_j=sVLmin, i „ j;  vsni< vsnj,  i<j}) where 
lsn is the identifier and SVL is the scale range of the vertex layer. Applying the 
assumption of continuous subsetting within an MGEO, all vertices inside a vertex-
layer have the same scale range, leading to the simplification:  

VL = (lsn, SVL, {vi  | vi ˛  MGEO; Svi = SVL, ; vsni < vsnj, i < j}) 

4.2   Grouping Vertices in Geometry 

As explained in Section 3.1, the scale range of a MGEO can be decomposed into a 
finite set of scale intervals {[sn, sn-1], ..., [s3, s2], [s2, s1]}, (si < si-1) where the scale 
range of a vertex is [si, s1] (n ‡ i > 1). Therefore, we may group vertices into several 
vertex layers corresponding to the following predefined set with n scale intervals  
{[sn, s1], ..., [s3, s1], [s2, s1]}. We can then define an MGEO with n vertex layers as 
follows: 
  MGEO = (SMGEO = [sn, s1], {VLi | i = 2, n}) 

VLi = (SVL_i=[si, s1], {vj | Sv_j = [si, s1]}) and "vk(Sv_k = [si, s1]) Þ  vk ˛  VLi. Given a 
query scale sq £ s1, a subset of vertex-layers {VLi | si £ sq} forms a legible 
representation of the MGEO at this scale. 
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4.3   Storage Schemes with Explicit Vertex Sequence Numbers 

Since vertex-layers are a scale-based decomposition of the vertex set of a MGEO, the 
ordering of vertices, relative to the original sequence, can be preserved inside each 
layer but not among different layers. When a subset of vertex layers is used to form a 
legible representation of the geometry, the original order of all selected vertices 
should be restored. One simple solution is to use an explicit sequence number (vsn) in 
the vertex data structure. Vertices in the subset of vertex-layers will then be sorted 
according to their vsn at the stage of object reconstruction. It should be remarked here 
that, alternatively, it is possible to maintain vertex ordering implicitly, without 
sequence numbers, by using references between vertices at different levels in 
combination with local ordering within layers [5]. A further option, which 
corresponds to most existing implementations of multiple scale data, is of course to 
store complete versions of the geometry at each scale-specific layer.  We now 
introduce two approaches to storing sequence-numbered vertices that are organised in 
vertex layers. 

4.3.1   Single Entity Geometry (BLOBSN) 
As the binary large object data type (BLOB) is widely available in modern DBMS, a 
MGEO with many vertices may be stored as a single entity in the database. A BLOB-
based representation of a MGEO has the following structure:   <(sn, end_offsetn), ..., 
(s1, end_offset1)><VLn, ..., VL1>. Thus vertex layers are stored after a head section 
(the length of which, fixed or varying, is known). Inside the head section, the end 
offset of each vertex layer is stored as an index used by application programs to read 
vertex layers from the BLOB object. Note that the starting offset of a vertex layer is 
the same as the ending offset of the layer preceding it. In this scheme spatial indexing 
is performed on the complete BLOB and hence refers to the entire geometry object 
represented by the MGEO. 

4.3.2   Multi-segment Geometry (VBSN) 
If spatial indexing is to be performed on parts of a geometry object then the vertex 
layers of a MGEO can be divided into multiple segments. If we set a limit to the size 
of each segment, they may be implemented as an extended data type in the DBMS 
and stored as fields of a record or row. The limit on size can either be the number of 
vertices in a segment or the total data volume of the segment. In the current treatment, 
we will use the number of vertices (bsz) as the size constraint. We regard such 
segments as vertex blocks (VB) where 

VB = (bsn, SVB,{vi | i=1,n; n£bsz; vi˛ MGEOk; Sv_i =SVB; vsni < vsnj, i <j}) 
and the block sequence number bsn is the identifier of the vertex block. Each vertex 
block is indexed by a minimum bounding rectangle and for two blocks VB1 and VB2 
belonging to the same vertex-layer, if vi ˛  VB1 and vj ˛  VB2 , and bsn1 < bsn2 then we 
have vsni < vsnj. 
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5   Dynamic MBR and Object Clipping 

In this section we address the problem of defining the extent of bounding rectangles 
that can be used for spatial indexing of vertex blocks. An important issue in querying 
a spatial database is to maintain topological consistency of objects overlapping the 
boundary of the query window. To do this it is necessary to retrieve vertices outside 
the query window that are neighbours of vertices of the same MGEO that are inside 
the query window. The associated edges can then be clipped to the window boundary. 
In an MGEO it important that the retrieved external vertices are at a level of detail 
equivalent to that of the neighbouring internal vertices 

A simple solution is to retrieve the entire set of vertices of the object at the query 
scale. This is the approach adopted with the BLOBSN storage scheme. However, this 
approach may result in significant data redundancy as an object with many vertices 
may have only a small intersection with the query window. A solution to the problem 
is to associate with each vertex, or vertex block, a dynamic minimum bounding 
rectangle (DMBR) that includes the location of neighbouring vertices at the same or 
lower levels of detail, plus all intermediate vertices. The principle underlying the 
DMBR was introduced originally in [6] to support proximity queries. 

5.1   Dynamic MBR of a Vertex 

For vertex vi=(vsni, Sv_i=[sj, s1], x, y) in a MGEO, the DMBRv_i = (xmin, ymin, xmax, ymax). 
It covers: 1) the vertex itself, 2) the two neighbouring vertices that have a lower scale 
bound equal to or smaller than the lower scale bound of the vertex (i.e. having 
equivalent or less detailed scales), and 3) all other vertices between these two vertices 
that have a greater lower scale bound (and hence represent greater detail). Note that 
for closed curve geometry, the search for the two neighbouring vertices should be 
extended beyond the beginning or the end of the vertex sequence when necessary. For 
the case where there is only one vertex with the scale range of the MGEO, its DMBR 
is the MBR of the MGEO. 

5.2   Dynamic MBR of a Vertex-Block and Object Clipping 

With the above definition of DMBR for an individual vertex, we can define the 
DMBR for a vertex-block  as VB.DMBR = MBR({vi.DMBR | vi ˛ VB}). This is the 
MBR of the DMBRs of all its vertices. 

When a vertex vi = (Sv_i=[sk, s1]) is retrieved by a query Q(sq‡sk, QW), its adjacent 
vertex vr with equal or lower scale bound, if outside the QW, should also be retrieved. 
However, this can not be achieved by a conventional query of the form: 

Q(sq, QW) ‹ {vi = ([si, s1], x, y)| si £ sq Ù  Overlap(QW, (x,y)) 
as vr is outside QW. With the help of the DMBR, we can amend the query to: 

QDMBR (sq, QW) ‹ {vi = ([si,s1],DMBR,x, y) | si£sq Ù  ( Overlap(QW, vi.DMBR)} 
In this case an externally adjacent vertex vr will be retrieved because its DBMR will 
include the location of the internal neighbour and hence overlap QW. In general, most 
vertices outside the query window will not pass this test, thereby avoiding redundant 
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retrieval. Note that the definition of DMBR is simply an alternative to conventional 
MBR so it will not introduce any storage or performance overhead. 

 
             Fig. 1.  DMBRs of vertices                     Fig. 2. The real dataset and query windows    

 
The above convention also applies to the situation when vertex-blocks are used. If 

the vertex vi mentioned above is a boundary vertex of its block VBi (i.e. the first or 
last in the vertex sequence of the block), the vertex-block (say, VBr) containing vr 
should be retrieved. Since the DMBR of a vertex-block covers the DMBRs of all its 
vertices, if vr.DMBR overlaps QW then so will its vertex block VBr.DMBR.  

The query for a vertex-block based dataset is therefore: 
QDMBR(sq,QW)‹{VBi=([si,s1],DMBR,{vj|j=1, n}) | si£sq Ù  Overlap(QW, VBi.DMBR))} 

For example, in Fig. 1, a vertex vi_j refers to a vertex with lower scale bound i and 
sequence number j. According to the definition of DMBR of vertices, the DMBRs of 
v1_1 and v1_8 are defined by rectangles (1, 2, 3, 4), v2_2 (1,5,6,7), v2_6 (8,9,10,11) and 
v2_7 (12,13,3,14). When a query (QW, Sq <=2) is made, v2_2 is inside QW and retrieved 
directly and v1_1, v2_6, v1_8 are also retrieved because their DMBRs intersect QW. 
Therefore the intersection of the object with the boundary of QW is represented 
correctly by segment v1_1-v2_2 and v2_2-v2_6. As already mentioned, there will still be 
some redundant vertices retrieved (v1_8). However, v2_7 is not retrieved so that the 
redundancy rate is reduced. Note that the three unlabelled vertices in the figure have a 
larger lower scale bound and make no impact on the query result. 

6   Object Caching for Zoom-In, Zoom-Out, and Panning 

Querying a multi-scale spatial database is rarely a one-off operation. Users may want 
to zoom-in, zoom-out or pan around the entire dataset. Here we define these basic 
operations in the context of the vertex block storage scheme, before introducing some 
procedures to facilitate their implementation with cached data on the client. 

In what follows each local windowing operation results in a new client-side result 
set RSm_1 of the multi-scale data that supplements the existing client-side result set 
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RSm_0. We start by retrieving an initial representation RSm_0 using a window QW0 and 
a query scale of sq_0: 

  RSm_0 = (QDMBR (sq_0, QW0) ‹  
  {VBi=([si,s1],DMBR,{vj | j = 1, n }) | si£sq_0 Ù  Overlap(QW0, VBi.DMBR))}  
We may define a panning operation with a new window QW1 as: 

  RSm_1 = RSm_0  +  (QDMBR (sq_0, QW1) ‹ 
  {VBi=([si,s1],DMBR,{vj|j=1,n})|si£sq_0 Ù  Overlap(QW1, VBi.DMBR) Ù                             

                                                                         Ø Overlap(QW0, VBi.DMBR) )}   
Note that those vertex-blocks that are retrieved by the previous queries and are 

outside the new query window QW1 become redundant for the current map.  
A zoom-in operation is with a window QW1 is defined as: 

RSm_1 = RSm_0 +  (QDMBR (sq_1, QW1) ‹                                              
{VBi=([si,s1],DMBR,{vj | j=1, n}) | sq_0 < si £ sq_1  Ù  Overlap(QW1, VBi.DMBR)} 

Implementation of this operation retrieves some additional vertex-blocks of 
MGEOs that have been partially retrieved in previous queries and plugs the new 
vertex blocks into the previous representation. Note that QW0 is normally but not 
necessarily larger than QW1. 

Finally, a zoom-out operation to scale sq_1 may be defined as  
  RSm_1=RSm_0 +  (QDMBR (sq_1, QW1) ‹ 
  {VBi=([si,s1],DMBR,{vj|j=1,n})| si £ sq_1 Ù  Overlap(QW1, VBi.DMBR) Ù       
                                                                       Ø Overlap(QW0, VBi.DMBR) }         
In this case, some new vertex-blocks outside QW0 may be retrieved while some 

existing vertex-blocks with a larger low scale bound (si > sq_1) become redundant to 
the current map. 

These three operations are defined relative to the operation immediately preceding 
them. In a more general situation, the initial result set is the result of a series of 
previous queries {Q0, Q1, …, Qn}. In this case, a new query Qn+1 will generate a new 
result set as RSn+1 = RSn + {VBi | VBi ˛  (Qn+1 Ù  Ø (Q0Ú Q1Ú …Ú Qn))}. Obviously, such 
an expression could generate a very long and inefficient query statement. Therefore in 
practice a balance must be found between the increased complexity of the query 
statement and reduced retrieved data volume.  

The purpose of supporting object caching is to make use of data that have already 
been retrieved and reduce the overall data communication between client and server. 
Although the method of supporting object caching is highly implementation 
dependent, we would like to address some relevant issues here. 

6.1   An Enlarged Query Window 

If panning operations are to be expected, then there are benefits to be gained from 
retrieving a larger query window than that requested by the user. We assume that in 
the application program there will be a mechanism to map a query window of 
particular size, say QW0, to a query scale, say sq, and that objects with [si £ sq, s1]  that 
overlap QW0 will be retrieved. When si < sq, we can map si back to a window QW'0 
which is larger than QW0 and shares the same geometric centre with QW0. By using 
this enlarged query window QW'0 to make the query, the retrieved dataset will remain 
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relevant when subsequent panning or zoom-out operations are restricted to being 
within QW'0 and no new queries will need to be carried out. The size of QW'0 will 
depend upon the storage resources of the system. In addition, we may use a larger 
query scale (say, s'q > sq) to retrieve more detailed data of objects so that zoom-in 
operations  to scales smaller than or equal to s'q can also be supported.  

6.2   Object Reconstruction with Cached Geometry 

Both the BLOB and Vertex Block storage schemes have the potential to support 
object caching in a graphic presentation system. For a one-off query, the normal 
sequence of actions is: 

1) retrieve vertices in server representation; 
2) reconstruct client-side representation of vertices from their server 

representation, put vertices into a linear data structure, which can be sorted 
efficiently, and delete the server representation; 

3) sort vertices in the linear structure; 
4) convert vertices to logical/device coordinates for graphic presentation. 

If an associative data structure (such as the map template in C++ standard library) 
is used, steps 2 and 3 may be merged. In step 4, a new linear data structure which is 
compatible with the graphic presentation system might have to used and new vertices 
compatible with the graphic system have to be created. In this case, the original 
linear/associative structure may be discarded. 

To support object caching in a multi-query situation, there are some alternatives for 
zoom-in/panning: 

a) keep the original server representation and repeat steps 2, 3, 4 when new data 
are added; 
b) keep the linear structure in 2 and 3, add new data directly into it and then carry 
out step 4 after re-sorting (for which there will be no need in the case of an 
associative structure). 

For zoom-out, if the original server representation is not preserved, the scale range of 
each individual vertex has to be stored in the data structure for client-side vertices, in 
order to eliminate extra vertices in step 4. 

7   Indexing the Scale Ranges 

A technique for indexing on scale in combination with spatial indexing was intro-
duced in [17]. We pursue a related idea here with scale values associated with 
individual vertices as well as complete objects. We consider several alternative ap-
proaches. At one extreme it is possible to index simply on scale. For the continuous 
subsetting cases, a B-tree may be used to index the scale range field in a multi-scale 
spatial database. One way to index and query non-subsetting data is to use two fields 
for the scale range and to build a B-tree on the higher scale bound in the scale range 
and use an extra expression to compare the query scale value and the lower scale 
bound of the range. Alternatively, if a generic R-tree is available, a 1-D R-tree index 
may be built for the scale range column by defining necessary operations on the scale 
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range values. An integrated approach is to combine the scale range with the spatial 
extent of objects (i.e. MBR) in a multi-dimensional R-tree index. For the non-
continuous case, the above technique also applies but extra value testing is needed. 
Further design and implementation details are given in section 8.2 and in section 
8.5.4 in which we perform a comparison of the three approaches of a B-tree index 
on scale, an R-tree index on space and a 3D R-tree that integrates indexing on scale 
with space. 

8   Implementation and Experimental Results 

8.1   Database Schemas 

For purposes of evaluation four database schemas have been implemented. The first 
two, referred to as VBSN and VBSN_NONCLIP, are based on the vertex block 
design introduced in Section 4.3 and respectively include and omit clipping support 
on vertex blocks. The third uses blob storage (BLOBSN), as described in Section 4.3. 
The fourth is a blob based multi-version schema (BLOBMV) under which a complete 
representation for each scale interval is stored. Thus in the latter case all vertices 
present, at each of the multiple scales, are stored in correct order, with no need for a 
reconstruction step. In all implementations there are two primary tables: an MSO 
table and an MGEO table. 

8.1.1   BLOBSN and BLOBMV 
For these implementations a row in the MSO table is represented by a tuple (mso_id, 
lsb, hsb, geomtype, mbr). The value geomtype indicates whether the object is an open 
or a closed curve. lsb and hsb  are the lower and higher scale bounds of the scale 
range of the object. A row in the MGEO table has the form of (mso_id, lsb, hsb, mbr, 
blob_vertices). Here blob_vertices is a handle to the blob object in the database 
storing all vertices of this MGEO. The internal structure of the blob object for 
BLOBSN has been described in section 4.3.1. The blob for BLOBMV is simply a 
succession of the multiple versions in ascending order of their lower scale bound. 

8.1.2   VBSN_NONCLIP and VBSN 
The MSO table for VBSN_NONCLIP has the same structure as for BLOBSN. The 
form of its MGEO table is (mso_id, lsb, hsb, bsn, mbr, opaque_vertices). bsn is a 
sequence number assigned to a vertex-block and  opaque_vertices is an Informix 
opaque data type containing vertices of this vertex-block.  

The MSO and MGEO tables of VBSN have the same structure as those for 
VBSN_NONCLIP except that dynamic MBRs of vertex-blocks instead of 
conventional MBRs are stored in the mbr column. 
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8.2   Spatial-Scale Indexing 

8.2.1   Indexing on Scale 
Using the generic B-tree and R-tree utilities in Informix, we tested three methods to 
create indices for MSO/MGEO tables on their scale/spatial extent columns to support 
efficient query executions. The first method is to generate a B-tree index, referred to 
here as mso_scale_index, on the lower scale bound column lsb. A query statement on 
the mso_table generated from a query Q(sq, QW) has the following form: 

Select {+index(mso_table mso_scale_index)} mso_id, geomtype from mso_table 
                  where lsb <= sq AND sq <= hsb AND overlap(mbr, QW); 
where the directive {+index()} forces the query parser to use the specified index 
whenever possible.  

The query above refers to data that are encoded with continuous vertices. To 
handle scale bounds of non-continuous scale ranges, we can create an extended data 
type, ScaleRange{Scale lsb, hsb;}, to contain the two bounds and define a group of 
operations (such as Overlap, Contains, Within, Equal) which are, in Informix terms, 
R-tree strategy and support functions on this data type. Creating a 1-d R-tree index on 
columns sr (scale range) using this data type, the query becomes: 

Select {+index(mso_table mso_scale_index)} mso_id, geomtype from mso_table 
                 where overlap(sr, ‘sq, sq’::ScaleRange) AND overlap(mbr, QW); 

As the overlap operation will take two parameters of the type ScaleRange, we have 
to convert the query scale sq to a zero-extent scale range in the query statement. 

8.2.2   Spatial Indexing 
All mbr/dmbr columns have the type GeoRect, which is an extended data type 
representing a rectangle with R-tree strategy/support functions defined for it. With an 
R-tree index (mso_spatial_index) created on the mbr column the  query statement is: 

Select {+index(mso_table mso_spatial_index)} mso_id, geomtype from mso_table 
            where lsb <= sq AND overlap(mbr, QW) 

8.2.3   Integrated Spatial-Scale Indexing 
In order to index spatial and scale dimensions integrally, we defined an extended data 
type GeoCube {Scale lsb, hsb; Coord minx, miny, maxx, maxy;}. R-tree 
strategy/support functions, including overlap, are also defined for this type. With this 
data type, we can merge the scale range column(s) and the spatial extent column into 
a single column (say, mbc, the minimum bounding cube). The schema of the MSO 
table then becomes (mso_id, geomtype, mbc) and we can create a 3-D R-tree index 
(mso_integrated_index) on the mbc column and the query statement becomes: 
Select {+index(mso_table, mso_integrated_index)} mso_id, geomtype  
  from mso_table 
  where overlap(mbc, ‘sq, sq, QW.minx, QW.miny, QW.maxx, QW.maxy’::GeoCube); 
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8.3   Generation of Sample Datasets 

We regard the process of generating a multi-scale map dataset from a source dataset 
at a single large scale as one of calculating scale ranges for map objects and vertices 
and then, if necessary, classifying them according to a set of predefined scale 
intervals. From the viewpoint of map generalisation, this requires a mapping between 
various parameters of generalisation algorithms and the predefined scale interval set. 
It should be remarked that in theory the process of creating a multi-scale dataset could 
be based on several source datasets at different base scales, but for the sake of 
simplicity, we do not consider that possibility further. 

As the generalisation of a map dataset with multiple geometric feature types 
remains a challenging task, that has yet to be fully automated, we restrict ourselves to 
handling map datasets with a single geometric feature category, namely open or 
closed polylines. One real map dataset and two simulated map datasets were used to 
test various multi-scale schemes presented in this paper.  

The real map dataset (Fig. 2) consists of contours extracted from a 1:5000 
topographical map which covers a region of about 50 km2 with 627 contour lines and 
48478 vertices. An amended Douglas-Peucker algorithm was used to generate scale 
range values of vertices taking account of the "extending beyond endpoint" situation 
[2]. Also, four selection levels decided by experiment were set to eliminate entire 
contours with certain elevation values as scale decreases. A base-2 scale interval set 
was used (i.e. {1:2i· 1000|i = 0, n}) in this process and the values of tolerance in the 
Douglas-Peucker algorithm were mapped to this scale interval set. 

Since the size of the real dataset is fairly small for the purpose of performance 
testing and the data points/lines inside this dataset are distributed unevenly, we used a 
Koch curve (order = 3) along with the Douglas-Peucker vertex selection criterion to 
create two simulated map datasets (see extracts in Fig. 4) in a "central place" style 
(and hence with some degree of geographical reality). A base-3 scale interval set was 
used (i.e. {1:3i· 1000|i = 0, n}). Datasets created in this way result in a similar density 
of retrieved objects on the presentation medium for various scales, which conforms to 
the geometric presentation of a real map series. In addition, using this method, a 
dataset of arbitrarily large size can be generated easily. 

The first simulated dataset covers a 10km by 8km region at 1:5000 base scale with  
17,187 objects and 1,335,534 vertices. The second set is much larger, at 40km by 
32km, with 273,996 objects and 21,073,087 vertices. In order to eliminate objects of 
very small size, curves with less than three levels are not created. Consequently, the 
smallest object has an extent of about 25m with 48 vertices. 

8.4   Test Environment and Query Generation 

Our experiments were carried out on a PIII-600MHz PC with 128MB RDRAM 
running Windows NT Workstation 4.0. The extensible object-relational DBMS used 
here was Informix Dynamic Server 2000 ver.9.20.TC3. All application programs to 
generate and process test datasets, load data to database server and make queries on 
the server were written in C++ with Informix Object Interface for C++ v.2.6. 
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The location of query windows on the real dataset was determined arbitrarily as 
covering a “region of interest”. For the two simulated map datasets, a series of query 
windows was generated automatically with each window having the size of one 
quarter of the area of the window at a higher level. The query scale value was 
calculated by the query program according to the size of the query windows and an 
input value for  “screen resolution”, assuming a fixed display device area. In the 
results presented here, we used resolutions of 0.2mm, 1mm and 5mm respectively. 
Fine screen resolutions result in retrieving more detailed representations, while 
coarser resolutions lead to a smaller query scale value and hence less detail. 

In our application programs, a query to the map database is carried out in two 
steps. First a set of MSO objects is retrieved and then in the second step their 
associated geometry objects are retrieved and reassembled. The results shown are the 
average of several runs when applicable. 

8.5   Results 

We carried out various measurements on different aspects of the query and object 
reconstruction process. In the following discussions, we refer to “retrieval time” (RT) 
as the interval between when the query is issued and the result set is returned (for blob 
object based schemes, the time to read data from the blob object should be added). 
“Process time” (PT) is the interval between the return of the result set and completion 
of reconstruction of the representation of the map dataset (for the blob object based 
scheme, the time to read data from blob objects should be excluded). “Client-side data 
redundancy”(CDR) is the ratio of the number of retrieved vertices outside the query 
window (Vout) to the number of vertices inside the query window (Vin). 

8.5.1   Multi-version vs. Multi-scale 
Our results (Table 1, 10k by 8k simulated dataset, where Rscr is the "screen resolution" 
used and Q_Res is the actual field resolution) shows that the multi-version scheme, 
understandably, usually has a better process time than the sequence number based 
scheme, which needs to carry out a sorting operation after retrieval in order to 
perform object reconstruction. However, its advantage on this aspect is typically no 
better than about 10%. 

             Table 1. Process time of BLOBSN and BLOBMV schemes (in seconds) 

Relative 
QW Area 

Rscr = 0.2mm Rscr = 1.0mm Rscr = 5.0mm 

 SN PT MV PT Q_Res SN PT MV PT Q_Res SN PT MV PT Q_Res 

0.39%    0.431 0.37 1 0.28 0.23 9 
1.56%    0.952 0.942 3 1.162 0.921 9 
6.25% 3.742 3.497 1 3.496 3.234 9 1.422 1.274 27 
25% 16.004 15.92 3 15.763 15.833 9 0.741 0.822 81 

100% 89.701 89.501 3 20.998 19.625 27 3.025 3.357 81 

The main disadvantage of the multi-version scheme appears to be the server side 
data redundancy (SDR). Theoretically, we would expect the data redundancy to be: 

379Design and Implementation of Multi-scale Databases



  

Nrud
n

R 1lim =
¥fi

 where N is the average number of vertices inserted between two 

vertices at a higher level and n is the number of vertex layers (proof is omitted here). 
In practice we encountered much higher redundancy rates which implies a very small 
N. Table 2 shows the data volumes of the real map dataset using the two schemes: 

 Table 2. Data volume of blob schemes in bytes(the real dataset) 
 BLOBSN BLOBMV SDR 
No-selection 969,560 4,131,664 3.261 

Selection 969,560 2,624,688 1.707 

When the selection generalisation operator is used (to eliminate some entire 
contours as scale decreases), the number of vertex layers is relatively small and the 
redundancy is lower. However, a redundancy rate of 1.7 is still significant. Indeed, the 
result shown above is based on a predefined scale interval set with only a few 
intervals (similar to an ordinary topographical map series). If the multi-version 
method is used to support continuous scale change, the number of versions will be 
much higher. Another difficulty associated with the multi-version scheme is the 
preservation of information on scale range of individual vertices. If this information is 
to be stored for each vertex, the redundancy rate will be even higher. It is also 
difficult to maintain efficiently the identity of a vertex that is present in multiple 
vertex layers, which may be important for some analytical purposes. This may be 
solved by introducing an explicit identification number (or indeed, a sequence 
number) for each vertex, which, however, will turn the scheme into a sequence 
number based one with multiple versions. Finally, the multi-version scheme does not 
provide support for efficient client-side object caching operations other than panning. 

8.5.2   BLOB vs. Vertex-Block 
The main difference between the two implementation strategies of blob based and 
vertex-block based schemes is that vertices are stored in-row under the vertex-block 
scheme (VBSN) while vertices in blob objects are stored separately in a different 
“dbspace”. To open a blob object and read data from it is a relatively expensive 
operation. On the other hand, a MGEO table based on a blob scheme will have fewer 
rows which will result in a better query performance (reflected in our “retrieval 
time”). However, under our software/hardware environment, this advantage on query 
execution did not result in a better overall performance, as the operation of opening 
blob objects and reading data from blob objects is the bottleneck of the whole process. 
Table 3 below shows the average timing results of 4 runs on the first simulated dataset 
with a query window of 10km by 8km (i.e. the extent of the dataset) and a query scale 
1:15000 (the second largest in the bounding scales of the scale interval set). Rblob is to 
the time to retrieve the content of blobs. Note that the application programs have been 
optimised using customised memory management schemes. 

                                          Table 3 (The 10k by 8k simulated dataset) 
BLOBSN (in seconds) VBSN (in seconds) 

RT' + Rblob PT'-Rblob Rblob Overall RT PT Overall 
55.541 61.701 50.556 117.242 60.828 14.805 75.633 
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8.5.3   Non-clipping vs. Clipping 

When object clipping is not supported, all vertices in a geometry object that are 
visible at the query scale have to be retrieved in order to maintain topological 
consistency with the boundary of the query window. In some cases, this can result in 
large client-side data redundancy. Although the approach of sending all vertices may 
be useful for a client-side object caching scheme, it may generate an unstable query 
response performance. With DMBR-based clipping support, we are able to reduce the 
data redundancy significantly. Fig. 3 shows the graphic presentations of some of the 
datasets retrieved from queries without clipping support and queries with clipping 
support and different block sizes. As shown in the figures, when the vertex block size 
increases the data redundancy of the retrieved dataset will increase as well.  

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 3. Data retrieved without and with vertex-level clipping. The spurious line cross-overs 
outside the query window are due to arbitrary variations in detail of redundant data beyond the 
immediate vicinity of the window. Data inside the window are at consistent levels of detail.  

The reduction of data redundancy results in a much better performance. In our 
experiment with 14 queries on the real dataset (block size = 1, not optimised), the 
average query time with clipping was 87% (SD=25%) of that of non-clipping, while 
the vertex process time was only 33.4% (SD=22.4%) of the non-clipping scheme. 

8.5.4   Scale Indexing, Spatial Indexing, and Integrated Indexing 
Here we compare experimental query response times using B-tree indexing on scale, 
R-tree indexing on space and integrated 3D R-tree indexing on space and scale. Fig. 5 
shows the results of queries for all three types of index across a wide range of sizes of 
spatial window, with corresponding change in the computed scale value (retrieval 
resolution), for a screen resolution of 5 mm. The results show that indexing on scale 
alone gives very poor results for small window sizes while the R-tree indexing on 
space alone gives poor results for large window sizes. The reason is that in both cases 
the intermediate result sets returned by the indexed query directive in the composite 

Retrieval without clipping 
(blobsn and vbsn_nonclip) 

Retrieval with clipping 
(block size = 12) 

Retrieval with clipping        
(block size = 36) 
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query statements (described in Section 8.2) are very large and subsequently the other 
query directives are executed sequentially on these large result sets. The integrated 
(3D R-tree) indexing method strikes a balance between space and scale resulting in 
overall superior performance (which applies for all screen resolutions though the 
other results are not presented here).   
 

     Fig. 4. Part of a simulated map              Fig. 5. Comparison of indexing with R-Tree (space), 
        dataset based on Koch curve                       B-Tree (scale) and space-scale 3D R-tree 
 

The results indicate that when the query window is very large, the B-tree generates 
a slightly better performance than the 3D R-tree. We believe this is due to the uneven 
distribution of spatial objects on the scale dimension (conforming here to Topfer's 
“radical law”). Thus, when the query window is large, the B-tree index filter retrieves 
a very small result set and a subsequent spatial extent check can then be done quickly. 
On the other hand, the 3D R-tree treats the three dimensions equally which may result 
in a decomposition of space whose configuration is not optimal when the query 
window is large and the query scale is small. It appears that if at the top level (or a 
few levels at the top) of the 3D R-tree the decomposition were to be carried out with a 
scale priority instead of a spatial priority, the overall performance of the integrated 3D 
R-tree could be further improved. 

8.5.5   Client-Side Object Caching 
So far the results presented have been based on single queries. We implemented the 
two client-side object caching schemes described in Section 6.1.2, with the VBSN 
storage scheme, to test the performance of a series of zoom-in, zoom-out and panning 
queries, with and without object caching. The first scheme maintains an indexed data 
structure (we used C++ map template) for vertices. When new vertices are retrieved, 
they are added into this data structure and sorted. At the stage of linear feature 
reconstruction, prior to display, all vertices in the indexed structure are examined and 
those with a lower scale bound smaller than the query scale are selected. The second 
scheme keeps a list of retrieved vertex-blocks for each object. When a linear feature is 
to be reconstructed, the block list is scanned. Selected vertices are then put into a 
linear data structure and sorted according to their sequence number. 

Query using three index methods 
(40k_32k dataset, Scr_Res = 5mm)
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For each action of zoom-in, zoom-out and pan, an initial query is carried out to 
construct a client-side result set. Subsequently two zoom-in/zoom-out/panning opera-
tions are carried out and new objects/vertices are merged into the initial result set. 
Table 4 illustrates the data volume reduction of caching in comparison to non-caching 
using the 10k by 8k dataset. Ver_Num is the number of vertices added into the result 
set after two operations and Data_valume is the total volume of vertex data retrieved 
from the server over the two operations. In all these operations, one level of caching is 
used (i.e. the query statement of the previous query is used to optimise the new query 
statement). The percentage is simply the cached data divided by the non-cached data. 
Our results show that the vertex-block list based scheme provides a better perfor-
mance for on-line reconstruction for the retrieved objects. In addition, this scheme has 
the potential of supporting client-side clipping at the stage of constructing the graphic 
presentation if we store the DMBR of vertex-blocks on the client-side. We may do the 
same for the other scheme but that would involve storing the DMBR of each vertex.  

Table 4. Caching vs. non-caching after two operations  

Operation Scheme Ver_Num Data_Volume (bytes) 
Caching 141,449 2,828,980 Zoom-In 
Non-caching 190,966 

74.07% 
3,781,200 

74.82% 

Caching 162,574 3,253,920 Zoom-out 

Non-caching 212,483 

76.67% 

4,227,900 

76.96% 

Caching 23,044 482,640 Panning 
Non-caching 32,998 

69.83% 
684,720 

70.49% 

9   Conclusions 

The need to access spatial data at multiple scales provides a strong motivation to 
develop efficient strategies for implementation of and access to multi-scale spatial 
objects. In this paper we have addressed several practical issues in implementing 
multi-scale data access schemes in which vertices of geometric objects are associated 
with scale-priority values and explicit sequence numbers. In the context of scale 
range-coding of geometry, we have shown that, because of the discrete nature of scale 
ranges attached to vertices, scale-specific layers of vertices can be used to maintain  
scale-range attributes of the vertices, and hence support queries on arbitrary scale 
values. The implemented multi-scale storage schemes were based on blob storage of 
scale-specific layers, in which only the entire geometric object was spatially indexed, 
and on extended relational storage of spatially-indexed vertex blocks (in the manner 
of the PR-File) respectively. These were compared with a conventional multi-version 
approach to storage of geometry in blobs at multiple levels of detail. In our implemen-
tation, the multi-version storage scheme had significant storage overheads compared 
to the multi-scale geometric object schemes, while providing no more than about 10% 
improvement in timings for reconstruction of scale-specific geometric objects. In a 
comparison of the spatially-indexed vertex block based scheme with the blob multi-
scale scheme, the former was found to be clearly superior, demonstrating the merits of 
spatial indexing of subsets of vertices. Varying the resolution of this spatial indexing 
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(with different block sizes), the results confirm the expectation that larger block sizes 
combine faster retrieval with greater redundancy of retrieved data.  

Following on from the work of [17] we have compared R-tree spatial indexing, B-
tree scale-indexing and a 3D generic R-tree that integrates space and scale. The 
integrated method was found to outperform the other two methods.  

Two approaches to client-side reconstruction of linear features from cached 
geometry have been presented. The advantages in object reconstruction of both multi-
resolution caching strategies were demonstrated relative to a non-caching scheme. 
The best performance was obtained with client-side maintenance of geometry in the 
form of vertex blocks, as opposed to insertion into an index list of scale-coded 
vertices.  
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Abstract . ESRI® ArcIMS® is an Internet Map Server software that facilitates 
authoring of maps, designing of Web sites using them, and their publication on 
the Internet. Its distributed architecture offers customization of server, 
plugability of components, scalability, load balancing, and fail over/recovery 
and facilitates 24x7 operations. This paper describes the architecture of ArcIMS 
3, its components, and some of the live Web sites that use it. The paper also 
discusses some considerations for the next version of ArcIMS.  

1  Introduction 

GIS technology has historically been developed and deployed on monolithic (i.e., 1-
tier) systems, such as ESRI's ArcInfo™ software [5], that have applications and geo-
graphic data installed on them. On such systems, if users want to view a map or make 
a query, they need to walk to the host machine. Network file servers enabled the 
sharing of data between machines on LANs within an enterprise. Geographic data is 
usually massive, expensive, requires powerful computers to host it, and requires its 
management by GIS experts. The above methods of hosting geographic data on a 
stand-alone machine or on an LAN are suitable only for GIS-centric high-end users. 
There are numerous users whose core businesses are not GIS-centric, but who are 
interested in making use of geographic information to enhance their business. For 
example, a toy company's marketing department would like to study people's prefer-
ences based on geographic regions and their household incomes. Although geographic 
information is not the mainstream business for these users, it is an important piece in 
the puzzle of decision-making.  

Client/Server (i.e., 2-tier) architecture offers a separation between GIS users and 
GIS hosts. For example, ESRI's ArcSDE™ software (http://www.esri.com/sde) allows 
clients to access spatial data both from machines other than the Server machine and 
from different networks. The separation makes such systems more distributed than 1-
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tier systems, but they still may not be well suited to occasional users of geographic 
information, whose users need to have custom client applications on their machines.  

Most geographic information users, experts, and novices; individuals and 
organizations; and occasional as well as frequent users, have access to the Internet 
(a.k.a. World Wide Web) and Web browsers. This makes the Web the vehicle of 
choice to serve people's GIS needs. The Internet also offers the advantage of existing 
networking protocols and languages, specifically HTTP, TCP, IP, and HTML. The 
separation and connectivity between hosts and users provided by the Internet enable 
the hosting of massive geographic data on powerful computers managed by Internet–
GIS professionals. A data set can be shared and viewed by many people using their 
Web browsers, which makes it economically feasible to host expensive, accurate, and 
up-to-date data. Three-tier architecture, including the Web tier, has significant 
performance improvements over 2-tier architecture [1]. In order to provide scalability, 
fail over/recovery, and load balancing, ArcIMS is designed as a distributed multitier 
(i.e., n-tier) system.  

Section 2 of this paper describes the architecture and components of ArcIMS 3. 
Section 3 discusses the advantages of the architecture. Section 4 briefly describes 
some Web sites that are live using ArcIMS. Section 5 discusses the technological and 
architectural issues under consideration for the next version of ArcIMS. Section 6 
presents concluding remarks. 

2 The Architecture of ArcIMS 3 

ArcIMS can be divided into three parts on the basis of their functionality: Spatial 
Server, Middleware, and Client-tier (Fig. 1). Middleware and Spatial Server have 
multiple tiers within themselves.  

Spatial Server has five components: Image Server, Feature Server, Query Server, 
Geocode Server, and Extract Server. The Image Server generates images corre-
sponding to the requests from clients. Feature Server streams vector features to the 
clients. Geocode Server provides geocoding services such as locating an address on a 
map. Query server handles spatial and attribute queries for Image services. Extract 
server responds to feature subset extraction requests. 

ArcIMS Middleware has Connectors, Application Server, Monitor, and Tasker. 
Application Server receives requests from clients through Connectors; it responds to 
site-information requests and forwards the requests meant for Spatial Server to 
respective Spatial Servers. Once Spatial Server sends back the response, it conveys it 
back to the client that sent the request. A Monitor starts Spatial Servers and makes 
sure that Spatial Servers are always running. The Tasker cleans up the images 
generated by Image Server after a predefined time interval so that the Web site does 
not run out of disk space. 
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Fig. 1. An ArcIMS site has Client tier, Middleware, Spatial Server, and data sources. 

 
ArcIMS introduces the concepts of MapServices, MapNotes, and EditNotes, which 

are defined below: 
• A MapService is a configured map that is published on an ArcIMS Web site. A site 

can have multiple MapServices running concurrently.  
• A MapNote is a text and/or graphic annotation(s) on published MapServices. 
• An EditNote is an edited (i.e., deleted, changed, or inserted) spatial feature on a 

published MapService.  
Client tier has stand-alone Java™ applications—Author, Designer, and 

Administrator—which are used for authoring MapServices, designing Web sites using 
MapServices, and administering the ArcIMS site, respectively. Client tier talks to 
Middleware using ESRI's ArcXML [2], which is a language developed on top of 
extended markup language (XML). ArcXML requests from Client tier are sent over 
HTTP or secure-HTTP (S-HTTP) connections, and responses from Middleware to 
clients also come back in ArcXML. Users can view published MapServices over the 
Internet using their Web browsers, which are complemented by viewers on the server 
side.  

ArcIMS facilitates collaborative mapping using MapNotes and EditNotes. For 
example, a user may want to indicate the extent of a forest fire on a prepublished map 
by drawing a polygon or a circle and annotate the graphic elements with text labels. 
Users can converse with each other using phone or e-mail while viewing the 
MapNotes drawn by other users across the Internet. EditNotes allow editing of feature 
data and their sharing across the Internet. A MapService can have more than one layer 
of MapNotes and EditNotes; users can choose to see the layers of their interest. 
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In order to provide platform independence, the middleware uses Sun's Java 
technology  
(http://www.javasoft.com/) for most components. In order to use existing libraries and 
to provide connectivity to third party data sources, Spatial Server is developed in 
C++. To provide choices to ArcIMS developers, a family of viewers is developed in 
Dynamic HTML (DHTML), Java, Microsoft's (http://www.microsoft.com/) Active 
Server Pages (ASP), and Allaire's (http://www.allaire.com/) ColdFusion® 
technologies. 

2.1 Spatial Server 

The ArcIMS Spatial Server, a stand-alone application, is composed of Container, 
AXLParser, Data Access Manager, and five standard components: Image Server, 
Feature Server, Query Server, Geocode Server, and Extract Server (Fig. 2).  

 
Fig. 2. Components of Spatial Server 

 
A Container is launched by a Monitor and managed by the Application Server. 

After starting, the Container creates two controlling threads, which keep it connected 
to the Monitor and Application Server during the whole session. If Container crashes, 
then Monitor is able to detect the crash and restart it. Container's communications 
with Application Server and Monitor are realized in an XML-based protocol and per-
formed via the Weblink module. The main tasks of the Container are to register, start, 
and stop Server Components. Every instance of each Server Component is launched 
within the context of a separate thread inside Container and works independently of 
all other threads. All the components use Data Access Manager to access ESRI's 
shape (SHP) files, ArcSDE databases, and Raster databases. The Manager also 
provides an interface to plug in a custom database 

. 



  The Architecture of ArcIMS, a Distributed Internet Map Server         391 

 

Five standard Server Components are available out of the box. Each of them serves 
a particular purpose, and together, they cover a wide range of GIS users' needs. A 
request is parsed by AXL Parser and processed by Components that produce proper 
outputs in the forms of images and binary and ArcXML streams.  

Image Server processes data extracted from Data Access Manager and produces 
map images in JPG, GIF, and PNG formats, which may be downloaded by a thin 
client such as HTML viewer. Query Server runs in the background of Image Server 
and handles all spatial and attribute queries. Feature Server is used by thick clients, 
such as Java viewers, to get raw data in the form of a highly compressed binary 
stream. It is up to the client to unpack, store, and render the data. Feature Server is 
able to serve a client with a significantly fewer number of interactions. Extract Server 
extracts data and packs it in the form of zipped SHP/DBF files. The data may be 
downloaded in the same way as images generated by Image Server. Geocode Server 
can be used with both Image and Feature Servers to find the location for a street 
address and/or street's intersection. This component is built on top of the ArcView® 
GIS 3.2 geocoding engine and works with both SHP and ArcSDE data sources. The 
Container's internal structure makes it possible to use Custom Server Components. 
The RouteMAP™ IMS extension is one such example. 

2.2 Middleware  

Middleware, as the name suggests, is the "junction-box" of ArcIMS. Interactions 
between clients and Spatial Server pass through Middleware (Fig. 3). Middleware 
works closely with Web servers. The most common Web servers are Netscape® 
iPlanet™ (http://www.iplanet.com/), Microsoft® IIS (http://www.microsoft.com/iis/), 
and Apache Foundation (http://www.apache.org/) Apache Web server. Sections 
2.2.1–4 describe the four parts of Middleware, and Section 2.2.5 describes the concept 
of Virtual Servers used for grouping Servers.  
 
2.2.1   Connectors. A client request is received by a Web server, which conveys the 
request to Application Server with the help of a Connector. A Connector is a software 
program that runs on the machine that runs the Web server and works closely with it. 
It is configured to work with the Application Server of an ArcIMS site. It connects to 
the Connector Port of the Application Server, which uses a Server type Socket (Fig. 
3). The Application Server assigns it a new Socket on which it can send the request 
and receive the response from the Application Server. ArcIMS has four types of 
Connectors: Servlet Connector, WMS Connector, ActiveX Connector, and ColdFusion 
Connector (Fig. 1). The Servlet Connector works with both Image and Feature 
MapServices, whereas the remaining three Connectors work with only Image 
MapSevices. Sections 2.2.1.1–4 describe the four types of Connectors.  
2.2.1.1 Servlet Connector. The ArcIMS Servlet Connector is a Java Servlet, which is 
a serverside Java applet [4]. We have chosen the Servlet API to develop a Connector 
because Servlets have better request handling capabilities than a Web server's native 
scripts or Common Gateway Interface (CGI) scripts. To run a Java Servlet, a Web 
server needs a Servlet Engine, which can be either native or external to the Web 
server. For example, iPlanet has a native Servlet Engine. IIS can be configured to use 
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an external Servlet Engine such as New Atlanta's Servlet Exec 
(http://www.servletexec.com/) or Allaire's JRun (http://www.jrun.com/). 

 

 
Fig. 3. ArcIMS Middleware. 

 
Servlet Connector can serve requests for Feature as well as Image MapServices; 

therefore, it can interact with both HTML and Java viewers. The Servlet Connector 
supports the Basic and Digest authentication [3] for controlling user access. For 
content security, it supports S-HTTP, which is essentially HTTP over Secure Socket 
Layer (SSL) [7].  

 
2.2.1.2 WMS Connector. The ArcIMS Web Map Server (WMS) Connector is a Java 
Servlet, which serves WMS requests that come from WMS compliant browsers/ 
clients. The Connector converts a WMS request into an ArcXML request and sends it 
to the Application Server. There are three types of WMS requests: map, capability, 
and feature_info [6]. A map request specifies the image format (Fig. 4) and the 
Connector responds back with an image of the map to the client. For a capability 
request, the connector returns back information that includes WMS version, supported 
formats for images, and text responses. The response to a feature_info request 
includes information about the queried geometric feature, which is returned as either 
XML or HTML text. 
 
2.2.1.3 ActiveX Connector. The ActiveX Connector Object Model has built-in objects 
that allow developers to create custom ASP or Visual Basic® Applications. Each 
object in the Connector creates its own piece of ArcXML, which is sent to the Spatial 
Server through the Application Server. All client requests are handled on the server 
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side, which has the following advantages: (1) the responses are lightweight and 
browser independent and (2) business logic code is not exposed to Web pages, which 
enhances security. Some basic functionalities available with the ActiveX Connector 
are panning, zooming, individual layer rendering, adding or removing layers from 
local data sources, and changing attribute data. 
 

 
http://mapserver.esri.com/servlet/ArcImsWMT1?WMTVER=1
.0&REQUEST=map&LAYERS 
=layer1&STYLES=style1&BBOX=10.1,20.5,12.4,23.6&SRS=EP
SG:4326&WIDTH=400& 
HEIGHT=300&EXCEPTIONS=INIMAGE&FORMAT=JPEG&TRANSPARENT
= TRUE&BGCOLOR=0x45ffff& 

Fig. 4. A sample WMS request to get a map. 

 
 
2.2.1.4  ColdFusion Connector. The ColdFusion Connector allows developers to 
work with ArcIMS directly through a set of defined ColdFusion tags specific to GIS 
and mapping. The ColdFusion connector provides a design-time control inside Cold-
Fusion Studio, which facilitates the use of GIS mapping and database functionality on 
Web sites due to the flexibility of adding tags. It requires significantly less 
programming expertise than conventional programming languages. Like ActiveX 
Connector, ColdFusion Connector also handles requests on the server side, which 
offers lightweight and browser-independent responses and enhanced security. 

 
2.2.2 Application Server. The ArcIMS Application Server is central to the 
functioning of an ArcIMS site (Fig. 3); it can serve many Web server/connectors, and 
it provides brokering of Spatial Servers. When Monitors, Spatial Servers, and the 
Tasker start, they register themselves with the Application Server on the Registry 
Port. A client request comes through the Client Port. If it is a site-administration 
request, the Application Server executes it. If it needs to be processed by a Spatial 
Server, the Application Server forwards it to an available Server. For example, 
ArcXML client requests GET_IMAGE, GET_FEATURES, and GET_SERVICE_ 
INFO need processing by the Spatial Server. 

Application Server keeps information about Monitors, the Tasker, Spatial Servers, 
MapServices, and Virtual Servers (Section 2.2.5) of an ArcIMS site in its catalog. The 
catalog is serialized into a file. It also stores MapNotes and EditNotes as Cookies in 
another serialized file. If the Application Server is restarted, it will restore its state 
from the Catalog and Cookies serialized files.  

 
2.2.3  Monitor. The ArcIMS Monitor process ensures that all Spatial Server instances 
on a machine keep running. It is also responsible for starting and stopping all the 
Spatial Servers on a machine. Upon starting, it registers with the Application Server. 
If the Application Server is not on, it tries to register at a regular interval until it 
succeeds. Monitor receives requests from the Application Server and Spatial Server 
via its Listener Port (Fig. 3). While an ArcIMS site can have more than one Monitor, 
a machine that runs Spatial Server(s) needs only one Monitor, because it can monitor 
all Spatial Servers on a machine. It sends pings to each Spatial Server at a regular 
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interval; if a ping fails it launches a Spatial Server process for the crashed Spatial 
Server (Fig. 5). 

 

 
Fig. 5. Resurrection of a Spatial Server following its crash: At time t1, Monitor launches a 
Spatial Server process, which registers with the Application Server. At t2, Monitor pings the 
Spatial Server and receives a reply. After t2 and before t3, Spatial Server crashes. At t3, when 
Monitor sends a ping, it does not receive a reply, because the Spatial Server is dead. Monitor 
immediately (i.e., at t4) launches a Spatial Server, and the new Spatial Server registers with the 
Application Server. 

 
2.2.4   Tasker. The ArcIMS Tasker process is responsible for cleaning up images that 
are generated for MapServices on Image Servers. After starting up, it registers with 
the Application Server. While creating a MapService on an Image server, an admini-
strative user specifies an image output directory and a cleanup interval for the 
MapService. Application Server sends this information to the Tasker on the latter's 
Listener Port (Fig. 3). The Spatial Server writes image files in the output directory. A 
client views images in response Web pages. As soon as an image reaches an age equal 
to the cleanup interval, Tasker claims it. Since the image output directory needs to be 
accessed by Spatial Servers, Web browsers, and the Tasker, it must be shared between 
them. This cleaning ensures that the Web server does not run out of disk-space. 

 
2.2.5   Virtual Server. A Virtual Server is a set of Server instances of a given type. A 
Server Instance on an ArcIMS site always belongs to one and only one Virtual Server. 
There are two types of public Servers: Feature and Image Servers. The member 
Servers of a Virtual Server can run inside one Spatial Server or many Spatial Servers. 
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They can reside on one machine or many machines. The following example shows 
some groupings for Virtual Server sets to illustrate the flexibility of Server grouping. 

 
Example 1. Fig. 6 has four machines—A, B, C, and D. Machines A, C, and D run 
Spatial Servers S1A, S1C, and S1D, respectively. Machine B runs two Spatial Servers 
S1B and S2B. Spatial Servers have Server instances running inside them. For example, 
S1B has a Feature Server instance F1B and an Image Server instance I1B. Virtual 
Servers VS1 and VS2 are groups of Feature Servers that run on different machines (Eqs. 
1–2). Virtual Server VS3 has only one Server instance of Image type (Eq. 3). Virtual 
Server VS4 has Image Server instances from Spatial Servers B, C, and D (Eq. 4).  

 
Fig. 6. Virtual Server groups. 

  

VS1= {F2A, F1B} (1) 

VS2={F1A, F2B} (2) 

VS3={I1B} (3) 

VS4={I2B, I1C, I2C, I1D} (4) 

The concept of Virtual Servers helps in making sets on the basis of the security and 
reliability of MapServices. When a MapService is added to a Virtual Server, Appli-
cation Server adds it to all Server instances that are members of the Virtual Server. 
When Application Server receives a request for a MapService, it looks for an avail-
able Server in the Virtual Server group on which this MapService was added and 
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sends the request to the available Server. Thus Virtual Server is an important concept 
in ArcIMS, which is used for brokering of Spatial Servers.  

2.3   Client Tier  

The client tier, also known as the presentation tier, provides a user interface for the 
end user of the system to interact with the Distributed GIS. This interaction ranges 
from displaying a map in a Web page to managing MapServices on the server. In 
ArcIMS, this tier uses ArcXML as the language of interaction with all components 
within the system over HTTP transport. The significance of ArcXML in ArcIMS is 
that any application that can read and/or write XML can be a client to ArcIMS. Client 
tier uses the following applications (Sections 2.3.1–5) for accomplishing its tasks. 

 
2.3.1   Author. The ArcIMS Author is a tool that enables an end user to author an 
electronic map for the Web. The tool allows a user to visually create a configuration 
file that can be used by the ArcIMS Administrator to create a MapService. Users can 
add spatial data, symbolize the data, set scale dependencies, and perform similar 
operations on a map window using a Java 2 application or applet running inside of the 
ArcIMS Manager Web pages. 
 
2.3.2 Administrator. The ArcIMS Administrator is a Java 2 Application and 
applet that enables the ArcIMS Administrator to manage MapServices, Spatial and 
Virtual Servers, and Folders (i.e., EditNotes and MapNotes). Creating and managing 
an ArcIMS site is simplified using this tool. 

 
2.3.3 Designer. The ArcIMS Designer is a tool that enables a user to generate a 
"ready-to-run" Web site using a wizard. The Designer is a Java 2 Application and 
applet that is run after a MapService is created. This enables a user to get up and 
running quickly with a Web site that can be modified to suit the project needs. The 
Designer outputs the three ArcIMS Viewers—HTML, Java Custom, and Java 
Standard. 
 
2.3.4 Manager. The ArcIMS Manager is a Web site designed for enabling a user 
to quickly begin using and managing an ArcIMS site. The Manager consists of the 
ArcIMS Administrator, Author, and Designer. The Manager uses the following three-
step approach to ArcIMS site management: 

 
1. Author a map for the Web. 
2. Create a MapService.  
3. Design a Web site. 

All are available using the HTML interface. 
 
2.3.5 HTML and Java Viewers. The three ArcIMS viewers—HTML, Java 
Custom, and Java Standard—use a Web site template to provide the functionality and 
graphic look of a Web site. Since these viewers are implemented as a template or a 
starting point, they can be modified to behave and appear according to the 
requirements of a project. The Java viewers are Java 2-based applets and require the 
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Java 2 plug-in to operate within the browser. The HTML Viewers use Dynamic 
HTML and JavaScript™ to interact with MapServices. 

HTML viewer is the thinnest client and serves maps by downloading a raster 
image from the server for each request. Java viewer downloads vector features, as 
well as raster images, and renders them on the client screen. In the case of vector 
features, a Java viewer only gets a particular feature set if the viewer does not already 
have it. The HTML viewer is a lightweight client, whereas the Java viewer is a fast 
client for repeated requests on the same data set. 

3   Advantages of the Architecture 

The distributed architecture of ArcIMS offers the separation between clients and data 
sources across the Internet, which makes it feasible to host expensive, high-accuracy, 
and up-to-date data. Sections 3.1–5 briefly describe some advantages of the 
architecture. 

3.1   Scalability 

One can start hosting an ArcIMS site on a single machine that runs all components of 
the site and then add more machines to the site for distributing computing load as the 
traffic on the site increases. One can gradually add machines for additional Web 
servers to handle increasing client load (Fig. 7). Spatial Server processes on a 
machine can be added when waiting time increases. Machines to run Spatial Servers 
can be added to further reduce waiting time for requests. It is possible to do these 
changes without taking an ArcIMS site out of service.  

3.2   Availability 

In order to take a machine (let us say A), running Spatial Server, offline without 
affecting the availability of Servers, one can do the following: (1) add another 
machine (let us say B) to run Spatial Server, (2) associate Servers on B to existing 
Virtual Servers, (3) disassociate the Servers on A, or (4) take A offline without 
affecting the availability of MapServices.  

In order to take a machine (let us say C) running Application Server offline, one 
can run Application Server on another machine (let us say D) with all the new Spatial 
Servers pointing to D. Following this the Connector can be set to point to D, and the 
Connector can be restarted to free machine C from the site.  

To avoid disruptions in the availability of an ArcIMS site due to man-made or 
natural disasters, one can host mirror sites that serve the same set of MapServices 
using the same data. 
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Fig. 7. Scalability of ArcIMS architecture 

3.3   Customizability 

ArcIMS architecture offers a high degree of customizability. One can customize 
servers to serve route maps, weather data, traffic data, and so on. Viewers and 
Connectors can be customized, which is evident from the family of Connectors and 
Viewers (Fig. 1). 

3.4   Fail Over/Recovery 

Application Server, Monitor, and Tasker run as background processes: on Windows 
NT® and Windows® 2000 platforms, they run as Services, and on UNIX® platforms 
they can be run as daemons. The advantage of running these processes in the 
background is that in the event of a power interruption, once the machines restart, the 
processes start on their own and resume their operations without human intervention.  

 

3.5   Platform Independence 

ArcIMS is supported on Windows NT, Windows 2000, Sun™ Solaris™, and IBM® 
AIX® operating systems, which is made possible by Java technology and the 
distributed architecture. 
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4 Example Web Sites 

Several large Web sites have been implemented on the ArcIMS platform. These sites 
serve thousands or even millions of maps and queries a day. Two great examples of 
sites using ArcIMSare Geography NetworkSM (Section 4.1) and National Geographic 
MapMachine (Section 4.2). These sites benefit from the distributed architecture of 
ArcIMS (Section 4.3). 

4.1   Geography Network 

Geography Network (Fig. 8) is a global network of geographic information users and 
providers. It provides the infrastructure needed to facilitate the sharing of geographic 
information between data providers, service providers, and users around the world. 
The Internet is used to deliver geographic content to the user's browser and desktop. 
Through Geography Network, one can access many types of geographic content 
including live maps, downloadable data, and more advanced services. Geography 
Network content is distributed at many locations around the world, providing users 
access to the latest information available directly from their sources.  

The openness of ArcXML facilitated the creation of Geography Network. Through 
the Geography Network, data providers can register their ArcIMS site and 
MapServices, and users from around the world can then search, find, and use this data 
directly off their site. Users will also be able to purchase access to commercial 
MapServices and use it in their browser or clients, thus enabling users to have access 
to the latest commercial data without having to maintain it themselves. Currently the 
site generates about 250,000 maps per day.  

 

 
Fig. 8. Geography Network (http://www.geographynetwork.com/) uses ArcIMS to serve and 
share geographic information. 
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4.2   National Geographic 

The National Geographic MapMachine (Fig. 9) was developed jointly by ESRI and 
National Geographic to serve a variety of maps to help people better visualize and 
understand the world around them. The site allows users to browse several different 
types of thematic data such as vegetation and population density anywhere in the 
world. It also provides maps of satellite imagery, political maps, and scanned plates 
from the National Geographic Atlas. Overall the site is serving about 100 different 
kinds of maps for any given area in the world. Currently, this site generates 300,000 
maps per day. 
 

 

 
Fig. 9. National Geographic's (http://www.nationalgeographic.com/) MapMachine uses 
ArcIMS for serving geographic information. 

4.3   The Architecture of the Site 

Both of the above sites are running on a Sun Solaris platform on several different 
machines (Fig. 10). To ensure high availability, two different ArcIMS systems are 
used. The National Geographic site was built with the ColdFusion Connector and uses 
ColdFusion exclusively to make database accesses and ArcIMS calls. The Geography 
Network site was built partly with ColdFusion to do database queries and partly with 
JSP/Java Servlets to do the ArcIMS mapping calls. The data server runs ArcSDE and 
Oracle® and contains over 120 GB of spatial data, ranging from detailed street 
databases to thematic data to satellite imagery. The site also hosts some other Web 
sites in addition to the above two Web sites, generating more than 1,000,000 maps per 
day on the current hardware. 
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Fig. 10. The architecture of the ArcIMS Web site that supports Geography Network and 
National Geographic portals. Web, Application, Spatial, and Data servers are labeled as W, A, 
S, and D, respectively. 

5   Considerations for the Next Version of ArcIMS 

ArcIMS 3.1 has the same architecture as ArcIMS 3; the former is an enhanced and 
internationalized version of the latter. For the next version of ArcIMS higher than 3.1, 
we are considering the following technological and architectural points: 
• Defining a modular procedure for writing business logic using .Net Framework 

(http://www.microsoft.com/net/) and Java 2 Enterprise Edition (J2EE) 
(http://java.sun.com/j2ee/) architecture. In the case of J2EE, we can leverage 
Model-View-Control 
(http://java.sun.com/j2ee/blueprints/designPatterns/MVC.html) design pattern. The 
View part will use Java Server Pages (JSPs) and JSP Tag-libraries; the Control part 
will use Servlets and JavaBean; and the Model part will use Enterprise JavaBean 
(EJB). 

• Migrating the middleware-server communication from synchronous to asynchro-
nous channel. 

• Defining a modular procedure to integrate data access logic into business logic. 
• Viewing business and data-access logic as a chain of objects with standard inter-

faces. 
• Defining mechanisms to maintain session-based stateful or stateless communi-

cations. This mechanism will give ArcIMS site developers an option to make this 
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choice at deployment time or leave it to different clients (users/applications), 
similar to the use of cookies in Web browsers. 

• Providing a standard directory of services, such as Universal Description 
Discovery and Integration (UDDI) (http://www-3.ibm.com/services/uddi/), for 
MapServices. 

• Providing mechanisms for tool-generated business logic customization. 
• Defining deployment classifications for the following:

- Basic services (SHP files and ArcSDE database accesses) 
- Business services such as vehicle breakdown locator and help dispatcher. 

OnStar (http://www.onstar.com/) is an example of such a business service.  
- Portal services, such as Realtor.com and GeographyNetwork.com 

6   Concluding Remarks 

ArcIMS 3 has successfully addressed the needs of GIS users by offering a distributed 
architecture. It has scalability, maintainability, and fail over/recovery. It balances the 
load between Spatial Servers to provide fast response to the user. It allows collab-
orative mapping between users across the Internet. It can be used for viewing maps, 
making spatial and attribute queries, and sharing data in a secured environment. It is 
platform independent and runs on Windows and UNIX operating systems. It has been 
deployed on the sites that generate millions of maps per day. To further expand the 
scope of the advantages of ArcIMS 3, the architecture of the next version of ArcIMS 
will offer greater distributivity and customizability.  
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Abstract. Spatial data in CAD/CAM and geographic information sys-
tems involve arbitrarily-shaped 2- and 3-dimensional geometries. Queries
on such complex geometry data involve identification of data geometries
that interact with a specified query geometry. Since geometry-geometry
comparisons are expensive due to the large sizes of the data geometries,
spatial engines avoid unnecessary comparisons by first comparing the
MBRs and filtering out irrelevant geometries. If the query geometry is
large compared to the data geometries, this filtering technique may not
be effective in improving the performance. In this paper, we describe how
to reduce geometry-geometry comparisons by first filtering using the in-
terior approximations of geometries (in addition to and after comparing
the exteriors, i.e., the MBRs). We implemented this technique as part of
the R-tree indexes in Oracle Spatial and observed that the query perfor-
mance improves by more than 50% (or a factor of 2) for most queries on
real spatial datasets.

1 Introduction

With the proliferation of spatial, CAD/CAM and multi-media databases in the
past decade and the success of knowledge discovery in such domain-specific
and inter-domain applications, scalable database servers for such non-traditional
data have become a necessary and vital backbone in business applications. Most
database vendors have aptly responded to this need to manage multi-domain
data efficiently. Oracle launched the Spatial Cartridge for spatial, and Visual In-
formation Retrieval (VIR) for image data; Informix introduced data-blade tech-
nology, and IBM developed the spatial extender for spatial data and the QBIC
[15] image retrieval engine for image data. These products employ specialized
techniques for processing queries on domain-based data. In this paper, we de-
scribe and study one such technique for the efficient processing of spatial queries.

Spatial data occurring in GIS, CAD/CAM applications consists of geometric
data that include simple primitive elements such as lines, curves, polygons (with
and without holes), and compound elements that are made up of a combina-
tion of the primitive elements. Oracle Spatial models its spatial data using an
sdo geometry data type which conforms to the OGC (Open GIS Consortium)
standard. Oracle Spatial supports two types of spatial indexes for indexing spa-
tial data: an R-tree [11,19,2,3,13,10], and a Quadtree [18] index. These indexes
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are implemented using the extensible indexing framework of Oracle and incor-
porate and enhance some of the best proposals from existing spatial indexing
research. Spatial data in Oracle can be queried in one of the following ways.

– window queries with different “interaction” criteria [8,7]
• intersection: identify data geometries that intersect a specified query

geometry
• inside: identify data geometries that are “completely inside” the query

geometry
• coveredby: identify data geometries that “touch” on at least one border

and are inside the query geometry otherwise
• contains: reverse of inside
• covers: reverse of coveredby
• touch: identify geometries that only “touch” the query geometry but

disjoint otherwise
• equal: identify geometries that are exactly the same as the query geom-

etry
– within-distance (or epsilon [14]) queries: identify geometries that are within

a specified distance from the query geometry
– nearest-neighbor queries: identify the k nearest neighbors [12,17] for a spec-

ified query geometry.

To efficiently process the above queries on complex spatial data, most vendor
and research engines including Oracle Spatial use a 2-stage query filtering model
as shown in Figure 1. In the first stage exterior approximations for data geome-
tries such as minimum bounding rectangles (MBRs) and convex hulls [4,5,6], or
quadtree tiles [18], which completely enclose the data geometries, are used. This
first stage, usually referred to as the primary filter , typically involves a spatial
index. Candidate geometries that may satisfy a given query criterion are iden-
tified in the primary filter stage with the help of (the exterior approximations
in) the spatial index. In the second stage, referred to as the secondary filter, the
identified candidate geometries are compared with the query geometry and the
exact result set is determined and returned to the user.

R−tree

Primary  Filter

Geometry−
Geometry
Comparator

Result GeometriesCandidate Geometries

Secondary Filter 

Query

Fig. 1. Query Processing in Oracle Spatial.

In this paper, we study the performance of large spatial queries in the above
2-stage filtering model and propose new techniques to bypass the expensive sec-
ondary filter. In Section 2, we motivate the discussion and examine and ana-
lyze the bottlenecks in query performance. In Section 3, we propose a general
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methodology for improving query performance. In Section 4, we propose specific
techniques for improving query performance when the query window is a con-
vex polygon. In Section 5, we address concave query windows which are more
common in geographic datasets. Together, these techniques improve the query
performance by upto 50% for most queries. In the final section, we conclude the
paper with pointers to further research.

2 Analyzing the Performance of Large Queries

For most spatial datasets, the data geometries typically have hundreds or thou-
sands of vertices and are arbitrarily complex. Secondary filter computation for
such geometries takes a long time as opposed to the primary filter. Figure 2(a)
illustrates this by comparing the time taken for primary and secondary filters in
Oracle Spatial. The data consists of 230K polygons representing the US census
blocks. The queries correspond to an approximate geometry that represents a
circle of 0.25, 0.5, 1, 2, 5, 10, 25, 50, or 100 mile radius on the surface of earth.
Since arcs and circles are not easily representable on the surface of earth the cir-
cle queries are densified to regular convex polygons in geodetic and non-geodetic
domains. The center of the query is randomly-generated using locations of busi-
ness centers across the United States. Note that such queries, where the query
area is larger than those of the spatial features, are quite common in most GIS
applications and spatial analysis queries. The x-axis shows the radius in miles
from the query center and the y-axis plots the response time for each filter. The
figure illustrates that the secondary-filter time is at least twice that of the filter
time and dominates the overall computation time. This holds for all radii for the
query circle.

The high cost for secondary-filter is due to two reasons: (1) the loading cost
for geometries, or in other words, the cost of the table accesses that fetch can-
didate geometries, and (2) the comparison cost, which is the cost of comparing
complex data geometries with the query geometry. For point datasets, the load-
ing cost dominates and for polygon datasets, both costs contribute significantly.
Since there is no easy way to reduce these costs, in this paper we examine al-
ternate ways to improve performance: specifically by avoiding secondary filter
comparisons whenever possible. In this context, we revisit the experiment of
Figure 2(a). Interestingly, the number of geometries eliminated in the secondary
filter are quite small compared to the total number retrieved. Figure 2(b) shows
that in almost all the cases the difference in primary and secondary filter results
is less than 10%. Besides, the figure also indicates that as the query radius in-
creases a substantial number of the results are completely inside the query. From
this, it could be inferred that whenever the query window is large compared to
data sizes, checking for containment in the query may be a useful pruning strat-
egy for bypassing the secondary filter, i.e., if a data geometry is completely inside
a query geometry, then it could be accepted without passing it to the expensive
secondary filter.
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Fig. 2. Comparison of primary and primary+secondary filter queries on 230K-polygon
USBG dataset: (a) Response times plotted: Secondary filter time is more than 2 times
that of primary filter. (b) Secondary and Primary Filter results are plotted:The third
curve shows the number of geometries inside the query.

Based on this insight, we propose to use interior approximations for query
geometries to speed up the overall query time in Oracle Spatial. We primarily fo-
cus on R-tree indexes although the enhancements can also be made to quadtrees.
We describe how to use the interior approximations to bypass secondary-filter
comparisons. We then present novel techniques to compute the interior approx-
imations for convex and concave query geometries. We incorporate these tech-
niques in the Oracle-version of R-trees in Oracle Spatial. In experiments on real
data sets using Oracle Spatial, we observe that our approach achieves upto a
factor of 2 improvement in the execution speed of most queries.

Note that Badaway et al. [1] use interior tiles in quadtrees to speed up in-
tersection queries. Our work generalizes the concept to non-intersection-type
queries and examines its application in the context of R-trees. Unlike the work
of Badaway et al. [1], our approach does not store any additional information
to be maintained in the index. Instead, we compute the interior approximations
only for query geometries and at query time. This strategy ensures no structural
changes need to be made to the indexes of Oracle Spatial server. Since the inte-
rior is computed once per query, any additional overhead is amortized over the
number of geometries that are retrieved. Experiments with this approach sug-
gest that for some queries the time spent in the secondary filter reduces to less
than 10% of the overall time (and to 16% of the original secondary-filter over-
head). These results indicate that our approach requires little or no structural
changes to a commercial database server like Oracle but obtains the meat of the
performance enhancements from using interior approximations in a practical sce-
nario. In the next section, we describe the general methodology for using interior
approximations of a query to speed up query processing in Oracle Spatial.
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3 Intermediate Filter in Oracle Spatial

Since comparison of two geometries (query geometry and a candidate data ge-
ometry) in the secondary filter is expensive, in this section we introduce an
intermediate filter in Oracle Spatial to reduce the number of such expensive
comparisons. This intermediate filter uses interior approximations of geometries
to bypass the expensive secondary filter whenever the data geometry is inside
the query geometry . Figure 3 illustrates this concept.

G

Query Q

MBR(Q)

MBR(G)

Interior(Q)

Fig. 3. Interior approximations for geometries.

Consider the query geometry Q and data geometry G of Figure 3. We assume
the query is finding all geometries that intersect the query geometry (window
query with intersection-type of interaction). The exterior approximations, which
are MBRs for Oracle Spatial R-trees [16], are shown as dashed boxes and the
interior rectangles are shown as solid boxes for the geometries. The primary filter
determines that query Q may interact with geometry G using their exterior
approximations, the MBRs, which happen to intersect each other. Since the
exterior of the geometry G is inside the interior of the query Q, it follows that
the geometry satisfies the intersection criterion of the query. This eliminates the
need for the expensive loading and comparison of the geometry and query in
the secondary filter. As illustrated in this example, intermediate filtering using
interior approximations could enable some query-satisfying geometries to bypass
the secondary filter. The two-stage filtering process of Figure 1 is augmented
using such an intermediate filter as shown in Figure 4.

Next, we describe in detail how Oracle Spatial uses interior approximations
in its intermediate filter. We then describe how and when the engine computes
interior approximations. In the next section, we examine performance benefits
from adopting this approach.
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Fig. 4. Augmented primary Filter in Oracle Spatial.

3.1 Using Interior Approximations in Intermediate Filter

The R-tree index uses the MBRs of query and candidate data geometries to
determine whether or not they interact. If they do interact, then the query
and the geometry are passed on to the intermediate filter. The intermediate
filter takes the query q, and a candidate geometry g and returns true if the
geometry is to be included in the result set, false if not, and unknown if it cannot
determine the relationship, in which case the query-candidate pair is passed to
the secondary-filter to determine the exact relationship. These paths from the
intermediate filter are shown with unknown, true, false labels in Figure 4.

Next, we describe the operational behavior of the intermediate filter for differ-
ent queries. For the sake of notation, let I(g) denote the interior approximations
for a geometry g, and E(g) denote the exterior approximation (in our case, the
MBR) for the geometry g.

Window Queries

Intersection (g intersects q), inside (g inside q):
– If (I(q) contains E(g)) then return true
– Otherwise return unknown

Here, the interior approximation of the query is used to eliminate unneces-
sary comparisons in secondary filter as in the example of Figure 3. If the
above test evaluates to true, then the geometry is directly included in the
result set bypassing the comparisons in secondary filter. These are one of the
most-frequently used queries in practice. As such, this optimization impacts
a large gamut of user queries.

Contains (q inside g):
– If (E(q) is not inside E(g)) then return false
– Otherwise, return unknown (i.e., process using secondary filter)

Note that instead of passing directly to the secondary filter, the interior of
the geometry, if exists, could be checked against the exterior of the query.
However, in this case the primary filter would already test for the MBR of
query being inside the MBR of the candidate geometry before invoking any
such comparison. In most spatial applications, the number of such geometries
satisfying the primary-filter test would be quite few given the small sizes
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of data geometries (compared to the sizes of the query geometries). The
improvements would be limited in this case.

Other types of interaction (covers, coveredby, touch,..):
– If (I(q) contains E(g)) then return false
– Otherwise, return unknown

Here, the interior approximation of the query is used to eliminate “false hits”
that may otherwise propagate to the secondary filter.

Within-distance query can be implemented as a window query (query window
enlarged by the specified distance) checking for intersection with data geometries.

Nearest-Neighbor Queries. In addition to regular window queries, nearest-
neighbor algorithms too can benefit from the use of interior approximations.
Nearest-neighbor algorithms could use the interior of the query to obtain a more
precise estimation of the distances between query and a candidate geometry
MBR and use these distances in query pruning and reducing actual-distance
calculations. We briefly describe this process below.

Nearest neighbor queries retrieve a specified number, say k, of the data ge-
ometries that are closest to a query geometry. Nearest neighbor queries are eval-
uated by progressively refining the search area from a sphere of infinite radius to
a sphere of distance-to-kth-neighbor radius. In this context, the actual minimum
distance d(q, g) between a query geometry and a candidate geometry g satisfies
the following relation:

d(mbr(q),mbr(g)) ≤ d(q, g) ≤ d(I(q), I(g)) ≤ D(I(q), E(g))

Here d(a, b) denotes the minimum distance between objects a and b and
d(I(q), I(g)) denotes the minimum of the minimum distances between every pair
of rectangles qi and gi where qi ∈ I(q) and gi ∈ I(g). The distance D(I(q), E(g))
denotes the minimum of the maximum distance from any point in the interior
of I(q) to E(g). This distance serves as an upper bound on the distance from
query to data geometry.

The minimum distance between the MBRs, (d(mbr(q),mbr(g)), could be
used to prune away all geometries farther than the current k-nearest-neighbor
radius (see [12,17] for details). If a geometry falls within the current k-nn radius,
then current systems pass it to the secondary filter to determine the actual
distance and see if it needs to be included in the k-nn result set. Using the
interior approximations for the query geometry, one could get a good upper
bound on the actual distance, which can be used to determine whether or not to
include the geometry in the result set. The actual distance has to be computed
only when the interior-mbr distance is greater than the k-nn search radius, or
when it is greater than the distance to the (k-1) neighbor (i.e., the geometry is
being considered for the kth neighbor spot and for setting the k-nn radius). This
strategy may eliminate expensive computation of the “actual distance d(q, g)”
from query geometry to a candidate data geometry for candidate geometries
that fall inside the k-nn radius.
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In the rest of the paper, we primarily focus on window queries although
the techniques can be easily extended to nearest-neighbor and other queries
as described above. In the next two sections, we describe how to compute the
interior for convex and concave geometries and present experimental results to
illustrate the usefulness of the proposed techniques.

4 Interior Approximations for Convex Query Windows

Several algorithms exist in computational geometry literature for the fast com-
putation of a maximally inscribed rectangle for a convex polygon. We use the
approach of [9] to obtain a maximally inscribed rectangle for a convex polygon. A
maximal interior rectangle with 3 points on the polygon boundary, is computed
as follows: Divide the polygon boundary into 4 zones: south-west, north-west,
north-east and south-east using the extreme vertices in x and y-dimensions as
demarcators. In each zone, perform a binary search on the vertices in that zone to
identify the (vertex or) edge where the interior rectangles pivoted at either of its
vertices is maximum. (An interior rectangle pivoted at a vertex is computed by
drawing x-parallel and y-parallel lines to the polygon boundary in other zones).
Perform a binary search on the points on the edge to identify the maximum
interior rectangle for that zone. Repeat this process for the other zones and ob-
tain the interior rectangle that has maximum area. Likewise, interior rectangles
with 2 vertices on the polygon boundary are computed. The authors of [9] show
that the maximal interior rectangle is obtained by choosing the maximum area
rectangle of the two.

To further maximize the interior area captured for a convex polygon, our
approach is to divide a convex polygon into several pieces using the x or the y
dimension (whichever has the maximum span) and find the maximally inscribed
rectangle for each of these pieces. Our experiments on real data show that 4 pieces
obtain a good trade-off between interior computation time and the area captured.
Next, we describe a theorem which will be useful in improving the effectiveness
of these interior approximations in reducing secondary-filter comparisons.

Theorem 1. If the vertices of a candidate geometry G are inside a convex
polygon geometry Q, then the candidate geometry G is inside the convex polygon
geometry Q.
Proof Sketch: Since the geometry Q is convex, all points inside are to the right
of its edges when we traversed in a counter-clockwise order. If the edge (a, b)
of geometry G has a segment which is not inside the convex geometry Q, then
either a or b are not inside, which is not true, or an edge of Q intersects edge
(a, b). This again implies that either vertex a or b is not to the right of an edge
of Q (i.e., not inside in Q) which is a contradiction.

Corollary 1. If the vertices of the MBR of a geometry G (convex or otherwise)
are inside a convex polygon geometry Q then the geometry G is inside the convex
polygon Q.
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The above corollary allows us to use all the interior approximations of a convex
geometry together in determining if a polygon is inside. This rule, referred to as
combined-interior-acceptance rule could be used to accept candidate geometries
whenever their geometries are not inside any single interior MBR for a query ge-
ometry (i.e., the rules of the previous section fail). In such a case, we determine if
the four corners of the MBR of a candidate geometry are inside any of the interior
MBRs. To determine the usefulness of this rule, we ran the following experiment.
We considered the USBG dataset which has 230K polygon geometries. We picked
100 random counties from the US counties dataset and used the convex hulls
of these counties to query against the US Blockgroup dataset. The average of
the results for these queries are shown in Table 1. We note that on an average
20% of the results are eliminated due to the combined-interior-acceptance rule.
The query time improves by more than 35%, although the number of additional
geometries eliminated were only 20%. This is because the geometries that are
eliminated are larger in comparison to other geometries and their elimination
from secondary filter comparison improved the performance drastically.

Table 1. Comparison of interior optimization with and without combined-interior-
acceptance rule for convex polygons: The total number of results is 561.

Combined-Interior-Acceptance Interior
response time 3.06s 4.21s

# of secondary filter
comparisons eliminated 475 380

4.1 Experiments

In this subsection, we describe experimental results that support the use of inte-
rior approximations for query geometries in spatial processing. We used two
datasets: the US Blockgroup dataset consisting of around 230K arbitrarily-
shaped polygon geometries, and the US Business Area dataset consisting of
around 10M data points. For each of these datasets, we identified some of
the most-densely populated areas and randomly generated query center points
within the area. For instance, for the ABI dataset we used the New York Manhat-
tan center as one query center. Using such query centers, we generated a query
window of different radii from 0.25 miles width to 100 miles width. For each of
these datasets, we compared the query response time for each query window (i.e.,
each query radius) with and without an intermediate filter. This intermediate
filter computed the interior-rectangle for query geometries (or data geometries
in case of a contains query) and applies the combined-interior-acceptance rule
and other rules of Sections 3.1 and 4 whenever applicable. The primary filter is
an Oracle version of an R-tree index constructed using a fanout of 35. We con-
ducted the experiments on a Sun Ultra-1 166MHz machine with 256MB memory.
We implemented the R-tree and the intermediate and secondary filters on top
of Oracle server running a version of Release 9.0.1.
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Fig. 5. Intersection query performance for (a) USBG dataset: Interior curve shows
query times using for secondary+intermediate+primary filters, Regular curve shows
times using secondary+primary filters, and Primary curve shows times for primary
filter; Interior curve as good as Primary curve and (b) ABI dataset: Interior curve is
nearly twice as fast as Regular and matches the performance of primary filter as almost
all data are accepted using the interior optimization.

Figure 5 shows the results of comparison for the average query time with
and without the intermediate filter that uses interior-rectangles for the query ge-
ometries. The queries identify all geometries that intersect the query windows.
In the figures, the query window radius (in miles) is plotted along the x-axis
and the query response (in milliseconds) is plotted along the y-axis. Note that
both scales are logarithmic. Figure 5(a) shows the results for the USBG dataset.
Three time curves are plotted: the time for the primary filter (Primary curve),
the time for primary+secondary filter (Regular curve), and the time for pri-
mary+intermediate+secondary filter (Interior curve). The last one reports the
total time for a query when processed using interior rectangles. We observe that
using interior rectangle approximations improves query response times by around
25% for a query radius of 1 mile and 50% (or a factor of 2) for a query radius of 2
miles. At a radius of 2 miles, a query on the USBG dataset returned around 350
geometries. The performance gain improves as query windows become larger.
For instance, at larger radii of 10-100 miles, the performance improves by nearly
70% (in other words, by a factor of 3). This is because as the query window be-
comes large, more and more candidate geometries fall inside the query interior
and are straight away included in the result set bypassing the secondary-filter.
This is verified by the fact that Interior curve is quite close to the Primary curve
which implies the time is spent in secondary-filter is less than 10% of the overall
query time (which is less than 16% of the original secondary-filter overhead).

Similar performance enhancements are also obtained for the ABI dataset as
shown in Figure 5(b). Notice that for the ABI dataset, even the smallest size
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query shows an improvement unlike the USBG dataset. This is because ABI
dataset contains point data and potential candidates can be accepted right away
using the interior rectangles for even the smallest-size query. This excludes the
need for a secondary-filter comparison where the points (geometries) are loaded
again from the database table and re-compared with the query. Note also that
the overall performance matches that of the primary filter as most of the result
data fall inside the interior rectangles and are therefore accepted right away.
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Fig. 6. Performance for USBG dataset: (a) Inside queries: Interior rectangles are used
for returning satisfying geometries (b) Touch queries: Interior rectangles are used for
eliminating “false hits”.

Next, we present the results for inside-type window queries. The results for
the USBG dataset are plotted in Figure 6(a) and indicate gains similar to those
for intersection queries. In these queries, the interior approximations are used
to identify candidate geometries that satisfy the query and to include them in
result set thereby bypassing the secondary filter. The interior approximations
are also useful in eliminating “false hits” for other-type of interactions such as
touch, covers, or coveredby. Figure 6(b) shows the results for touch queries. We
observe that the performance gains for 2 mile radius query is around 50% (a
factor of 2), and for 10-100 mile radii it is around 84% (a factor of 6). Similar
results are also obtained for other masks and for the ABI dataset.

5 Interior Approximations for Concave Queries

The above technique for computing the interior approximation could be extended
to concave polygons as follows: divide the concave query window into convex
pieces at concave vertices and compute interior rectangles for each of them. This
approach has the following drawbacks: (1) the number of concave vertices for
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most practical concave query windows is quite large: of the order of hundreds.
This might result in a large number of interior rectangles – requiring a lot of
memory and possibly a spatial-searching mechanism for quick comparison with
candidate MBRs. (2) Since the interiors of different pieces of the concave polygon
need not be contiguous any more, the combined-acceptance-rule could not be
applied. This means the query interior is treated as fragmented and it is not
possible to directly accept a data MBR that spans multiple pieces but is still
completely inside the combined interiors. To avoid these drawbacks, we propose
an alternate technique for finding the interior approximations for concave query
windows. The idea is to tile the concave geometry and identify tiles that are
interior to it. Candidate MBRs are also tiled and the tiles for the candidate
MBR are searched among the interior tiles for the concave query window.

5.1 Computing the Interior

We illustrate the process of computing the interior of a concave query using the
simple concave query polygon of Figure 7.

1. Compute the MBR of the concave window.
2. Using the MBR as the tiling domain, tile the concave geometry as in the case

of a quadtree. So, if level-1 tiling is chosen, then the MBR is divided into 4
quadrants, if level-2 tiling is chosen each level-1 quadrant is subdivided into
4 sub-quadrants and so on.
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Fig. 7. Interior tiling for concave query polygon: Query is shown in thick lines. Interior
tiles are shown as dashed boxes and are identified by their x- and y-positions with
respect to the lower-left corner of MBR of the polygon.
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3. Each tile is identified by (xcode, ycode), where xcode and ycode refer to the
tile coordinates along the x- and y-axes respectively. Specifically, in Figure 7
the tile at the lower-left corner has (xcode, ycode) values as (0,0) and the
tile at the lower-right corner has (7, 0).

4. Among the tiles that cover the concave window, identify the tiles that are
interior. In Figure 7, the interior tiles are shown as shaded boxes.

5. Store the interior tiles twice: once in an X-ordered array and a second
time in a Y-ordered array. The X-ordered array orders the tiles first by
the xcode value of the tile and if these match then using the ycode values.
The Y-ordered array orders the tiles first using ycode values and then using
xcode values for tiles with matching ycodes. For illustration purposes, the
X-ordered array (X-array for simplicity) for Figure 7 has the interior tiles in
the following order:

{(1, 4), (1, 5), (2, 3), (2, 4), . . . , (5, 2)}

5.2 Using the Concave Interior in Intermediate Filter

Whenever the query MBR intersects the data MBR, the data MBR is compared
with the interior tiles of the concave geometry. If the data MBR is inside or
matches the interior, then the data geometry is right away included or excluded
(based on the interaction criterion: see section 3 for details) in the result set
bypassing the secondary filter. Otherwise, the data geometry is passed on to the
secondary filter. Next, we describe how to determine whether a data MBR is
inside the interior of the concave query window.

Consider two data MBRs A and B that happen to intersect the query MBR
of Figure 8. To determine whether a candidate MBR is inside the query interior,
we search in the interior tile arrays of the concave query as follows:

1. Identify the tile corresponding to each corner of the candidate MBR. Let
these be the tiles (x0, y0), (x1, y0), (x1, y1), and (x0, y1). For instance, the
data MBR A has corners in the tiles (2,3), (4,3), (4,5) and (2,5). Likewise,
the data MBR B has corners at (4,0), (5,0), (5,2) and (4,2).

2. Next, we determine if all the 4 tile borders of the data MBR corresponding
to the 4 sides of the MBR are inside the interior of the query. If they are,
then the data MBR is inside the query window. For example in Figure 8, for
MBR A all the tile borders are inside the interior tiles of the query whereas
for MBR B only one is inside and the other 3 span non-interior tiles.
Each border of the MBR is searched in the tile array as follows.
– If the border is parallel to the x-axis (i.e., y-code values are same for both

endpoints), then search in the Y-ordered tile array, otherwise search in
the X-ordered tile array. The border (i.e., interval in tile domain) is used
to perform a range search in the appropriate interior (X-ordered or Y-
ordered) tile array. If the number of tiles retrieved is equal to the length
(i.e., difference in x-codes) of the border, then the border is said to be
inside; otherwise not. For example, the border joining tiles (2,3) and
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Fig. 8. Query processing using interior tiles: Candidate MBRs A and B are shown as
dashed rectangles. MBR A is inside interior tiles of the concave polygon, whereas MBR
B is not.

(4,3) is inside the query interior as all tiles between (2,3) and (4,3) are
also interior whereas the border joining tiles (4,0) and (5,0) of MBR B is
not inside as the tile (5,0) is not an interior tile of the query. Note that
each such border search involves 2 ∗ log n time where n is the number of
interior tiles for the query window.

Since binary searches are performed, the above searching takes at most
O(log n) time if there are at most n tiles. As will be seen in our experiments,
this time is quite negligible for most queries.

5.3 Choosing the Tiling Level

The next issue that needs to be addressed is how to choose an appropriate tiling
level for the query geometry. The amount of interior that is captured increases
with the tiling level and contributes directly to reduction in query time. At tiling
level 0 or 1, there will not be any interior tiles for any query window since all
relevant tiles for the query would intersect the query polygon border. At tilling
level 2, there are at most 4 interior tiles out of a total of 16 tiles; at level 3, there
are at most 36 interior tiles out of a total of 64 tiles (56% interior); at level 4 there
are at most 196 interior tiles out of a total of 256 tiles (78% interior). In general,
assuming the window to be a simple MBR for the best case, at level l, there will
be 4 ∗ (2l − 1) tiles that form the border (not interior) out of a total of 4l tiles.
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This indicates that for higher tiling levels, the amount of interior that could be
captured will be more and this may lead to higher gains in query performance
(due to elimination of secondary-filter comparisons). However, as the tiling level
increases, the cost of tiling the window to the specified level is an additional
overhead to the query time and may offset any gains from the interior-based
query gains. In what follows, we describe some experiments to identify the best
tiling level and the resulting performance gains from this strategy.

5.4 Experiments

First, we examine how query performance varies with the tiling level. For this
purpose, we experiment with both datasets: 230K USBG dataset of polygons,
and 10M ABI dataset of points. As concave query windows, we chose 100 ran-
domly selected counties from the set of 3200 counties in the United States.
Figure 9 shows the results for different tiling levels. The tiling level is plotted
along the x-axis and the query response time along the y-axis. For small tiling
levels (2 or 3), the number of interior tiles is also small and hence the perfor-
mance improvements will be negligible. As the tiling level increases from 3 to 4,
or 4 to 5 as in Figure 9(a), the number of interior tiles but the tiling time also
increases and may offset any gains in response time due to acceptance of interior
candidates.

Due to the conflicting effects of increasing or decreasing the tiling level on
the number of interiors and the tiling time, tiling levels 3 and 4 achieve good
performance for one of the two datasets and perform poorly for the other. This
is illustrated in Figure 9(a) and (b) using USBG and ABI datasets. Tiling level
3 achieves best performance for USBG data and performs relatively poorly for
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Fig. 9. Anyinteract-Query performance variation with tiling level for (a) USBG
dataset: Level-4 interior tiling obtains 25% improvement over regular approach and
(b) ABI dataset: level-4 interior tiling obtains 75% improvement over regular approach.
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Fig. 10. Touch-Query performance variation with tiling level for (a) USBG dataset:
Level-4 interior tiling obtains 30% improvement over regular approach and (b) ABI
dataset: level-4 interior tiling obtains 75% improvement over regular approach.

ABI data, whereas tiling level 5 achieves best results for ABI data and performs
poorly for USBG data. In contrast, tiling level of 4 achieves nearly the best
performance for both the point and polygon datasets: for the USBG dataset,
this level of tiling obtains 25% improvement, and for the ABI dataset, it obtains
around 75% improvement in query response time. For the ABI dataset, tiling
level 4 obtains nearly 75% improvement in performance, as nearly 2000 out of
2500 results are accepted using the interior optimization.

The results for a “touch”-type of query interaction for the two datasets are
shown in Figure 10. We observe that once again tiling level 4 obtains consistently
good performance gain: 30% for USBG dataset and nearly 75% for ABI dataset.
Similar results are also obtained for other interaction-type queries. From these
results, we conclude that a tiling level of 4 achieves good performance gains in
all cases. In all subsequent experiments, we work with a tiling level of 4.

Next, we examine the improvements for more rugged query windows such
as state boundaries. Tables 2 and 3 present the improvements from interior
approximations when the state of “Maryland” is used as the query window for
the USBG dataset and the ABI dataset respectively. We observe that the query
performance improves by 25-30% in both cases.

6 Conclusions

In this paper, we examined the performance of large spatial queries that fre-
quently occur in spatial databases. Most of the time spent in the query goes in
secondary-filter comparisons and such expensive comparisons can be reduced by
using interior approximations for query geometries. We proposed efficient and
effective techniques for computing and using interior approximations for both
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Table 2. Performance gains from interior optimization for USBG dataset using Mary-
land state as the query window: Improvement is around 25%.

Query Concave Interior Regular
interaction response time (s) response time(s)
Anyinteract 78 92

Inside 102 132
Touch 530 722

Table 3. Performance gains from interior optimization for ABI dataset using Maryland
state as the query window: Improvement is around 30%.

Query Concave Interior Regular
interaction response time (s) response time(s)
Anyinteract 450 600

Inside 413 612
Touch 390 580

convex and concave query windows. Experiments with real datasets inside Or-
acle server showed that using such approximations, query performance can be
significantly improved. For convex query windows, query times can be reduced
by 85% for point data and by a factor of 60% for polygon data. For concave query
windows, query times are reduced by 75% for point data and by 30% for poly-
gon data. In future, we plan to extend these performance-improving techniques
to other types of queries like nearest-neighbor and to other spatial indexes like
quadtrees. In addition, we would also like to investigate alternate mechanisms
for efficiently finding the interior of concave geometries.
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Abstract. The problem of mining spatiotemporal patterns is finding 
sequences of events that occur frequently in spatiotemporal datasets. 
Spatiotemporal datasets store the evolution of objects over time. Examples 
include sequences of sensor images of a geographical region, data that 
describes the location and movement of individual objects over time, or 
data that describes the evolution of natural phenomena, such as forest 
coverage. The discovered patterns are sequences of events that occur most 
frequently. In this paper, we present DFS_MINE, a new algorithm for fast 
mining of frequent spatiotemporal patterns in environmental data. 
DFS_MINE, as its name suggests, uses a Depth-First-Search-like approach 
to the problem which allows very fast discoveries of long sequential 
patterns. DFS_MINE performs database scans to discover frequent 
sequences rather than relying on information stored in main memory, which 
has the advantage that the amount of space required is minimal. Previous 
approaches utilize a Breadth-First-Search-like approach and are not 
efficient for discovering long frequent sequences. Moreover, they require 
storing in main memory all occurrences of each sequence in the database 
and, as a result, the amount of space needed is rather large. Experiments 
show that the I/O cost of the database scans is offset by the efficiency of the 
DFS-like approach that ensures fast discovery of long frequent patterns. 
DFS_MINE is also ideal for mining frequent spatiotemporal sequences with 
various spatial granularities. Spatial granularity refers to how fine or how 
general our view of the space we are examining is. 

 

1   Introduction 

In this paper, we consider the problem of finding frequent patterns of change in 
spatiotemporal datasets. Spatiotemporal datasets store the evolution of objects over 
time. Figure 1 presents an example dataset that contains the temperatures in the 
United States The discovered patterns are sequences of events that occur most 
frequently. The importance of the knowledge of such patterns is obvious.  

The task of discovering such frequent patterns is extremely challenging, since the 
search space is extremely large. The problem becomes even more challenging when 
the sequences to be discovered are rather long. Despite the ubiquity of spatiotemporal
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data, the problem of mining such data has not received a lot of attention. Previous 
approaches include finding frequent sequential patterns in sequence data ([3], [8], 
[14]), finding spatial association rules ([1], [2], [7]), clustering spatial datasets ([9], 
[10]) or answering statistical queries in spatial datasets ([12], [13]). Most current 
algorithms use a Breadth-First-Search approach. This has the disadvantage of 
exhausting all sequences of length k before moving on to examining the sequences of 
length k+1. Moreover, some of the existing solutions attempt to speed up the process 
of discovery by minimizing the number of database scans and by storing all necessary 
information in main memory. When the sequences to be mined are rather long, the 
amount of space required is enormous.  

In this paper, we present DFS_MINE, a new algorithm for discovering frequent 
spatiotemporal sequences. The key features of our approach are: (1) DFS-MINE 
uses the lattice-theoretic approach to decompose the original search space. (2) It 
follows the concept of Depth-First-Search, that is, it tries to discover frequent 
sequences of length k without exhausting all the frequent sequences of length k-1. It 
uses information about frequent sequences already discovered to mine sequences of 

greater length. It 
backtracks, like 
DFS, to sequences 
of smaller length 
when all longer 
sequences of the 
chosen lattice path 
turn out to be non-
frequent, thus, en-

suring, fast discovery of long frequent patterns. (3) DFS_MINE does not enumerate 
all frequent sequences in the database. It discovers very fast only the maximal 
frequent sequences. (4) DFS_MINE determines the support of some sequences by 
using the theoretical background of the lattice (5) DFS-MINE does not aim at 
minimizing the database scans. It performs database scans to determine the 
frequency of a set of sequences. Despite that fact, it achieves fast discovery of the 
frequent sequences thanks to its DFS-like strategy. (6) It also does not require 
enormous amounts of memory. It only needs minimal space to store just two 
structures (the list of maximal frequent sequences and the list of minimal non 
frequent sequences) that allow an efficient representation of the search space. 
Experiments prove that DFS_MINE outperforms all existing solutions, as far as 
both time and space are concerned, especially when the sequences to be discovered 
are rather long. 

Finally, we study the problem of mining spatiotemporal patterns in 
environmental data in various levels of spatial granularity. Spatial granularity 
refers to how fine or how general our view of the given space is. Whether we are 
mining in the very fine level of the cities or counties in the US or the very 
general level of the fifty states, DFS_MINE’s strategy is ideal for mining in 
various spatial granularity levels, because, as we will show, it uses the results of 
the previous level in order to discover faster the frequent sequences of the next 
level.  

Fig. 1. Example spatiotemporal dataset (temperatures in the US) 
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The rest of this paper is organized as follows: in section 2, we define the problem 
of mining frequent spatiotemporal sequences in environmental data. Section 3 
presents the necessary background on the concept of ‘the lattice’, which is used by 
DFS_MINE. In section 4, we present in detail the DFS_MINE algorithm. In section 5, 
we define the problem of mining in various spatial granularities and show how 
DFS_MINE is easily extended to address this problem as well. Section 6 briefly 
discusses related work on the subject and section 7 presents the results of the 
experiments we performed to evaluate DFS_MINE. Finally, we conclude in section 8. 

2   Mining Spatiotemporal Patterns in Environmental Data 

2.1   Definitions 

The problem of mining sequential patterns in spatiotemporal data can be stated as 
follows: Let A={A1, A2, ..., Ad} be a set of distinct spatiotemporal attributes. For 
example, atmospheric pressure P and temperature T are two distinct attributes. A 
spatiotemporal item Ij is a pair (Aj , Vj) where Aj is an attribute in A and Vj is a 
value assigned to it. For example (T, 90) is an item, meaning that temperature 
T=90F. 

A spatiotemporal itemset IS is a non-empty set of items of distinct attributes. An 
itemset is denoted (I1, I2, ..., Ik) where Ij is an item (Aj, Vj). All attributes Aj of the 
items Ij must be distinct. For example, itemset IS1=(H=60, P=1000, T=90) is a valid 
itemset, while itemset IS2=(T=70, T=90) is not. An itemset with k items is called k-

itemset. A specific spatiotemporal event is a 
spatiotemporal itemset IS associated with some 
location Lidj and some point in time tk.  

A sequence S is an ordered list of itemsets ISi, i.e. 
an ordered list of spatiotemporal events, denoted as 
S= (IS1fi IS2fi …fi ISn) where IS1, IS2, ..., ISn are 
itemsets. A sequence with k items is called a k-
sequence. For example ((T=70)fi (T=90, P=1.1)) is a 
3-sequence, which means that in a certain location, in 
one point in time the temperature T was 70 and some 
time later the temperature T was 90F and the pressure 
P was 1.1atm. An item can occur only once in an 
itemset, but it can occur multiple times in different 

itemsets of a sequence. In the rest, we will use the symbols: T1, T2, …, P1, P2, … to 
denote different values for temperature, pressure and humidity,  etc. 

A sequence S1= (IS1fi IS2fi ...fi ISn) is a subsequence of another sequence S2= 
(IS1fi IS2fi ...fi ISm), denoted as S1£ S2, if there exist integers i1<i2<…<in such that 
ISi˝  ISij for all ISi. For example, sequence (T1fi P1T2) is a subsequence of 
(H1T1fi P2fi H2P1T2), since the sequence elements T1˝ H1T1 and P1T2˝ H2P1T2. 
Sequence (H1P1fi T2) is not a subsequence of (H1P1T2) and vice versa. A sequence 
S1 is a supersequence of another sequence S2, denoted as S1‡  S2, if S2 is a 

Fig. 2. ‘Reverse-z’ enumeration 
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subsequence of S1. A specific event E has a unique identifier and contains a set of 
items. A location L also has a unique identifier (location-id or Lid). We use decimal 
representation for the location-id. The original space is partitioned in locations that 
are enumerated in a ‘reverse-z’ manner. Figure 2 depicts the concept of the ‘reverse-
z’ enumeration. Each location has associated with it a list of events {E1, E2, ..., En}. 

No location L has 
more than one 
event with the 
same time-stamp. 
This is because 
only one event 
can occur in a 
specific location 
in a specific point 
in time. The list 
of specific events 
associated with a 

location is sorted by time. Thus the list of events of a location is a sequence 
E1fi E2fi … fi En, called the location-sequence. A location-sequence is L is said to 
contain a sequence S, if S£  L, i.e. if S is a subsequence of the location-sequence L. 
The support or frequency of a sequence S, denoted s (S), is the total number of times 
the sequence is encountered. Given a user specified threshold called minimum support 
(denoted min_sup), we say that a sequence is frequent if it occurs at least min_sup 
times. The set of frequent k-sequences is denoted Fk.  

2.2   The Problem 

Given a database D of location sequences and min_sup, the problem of mining 
spatiotemporal patterns is to find all frequent sequences in the database. For example 
consider figure 3, which presents the location sequences and the frequent sequences. 
The database has nine items (H1, H2, H3, P1, P2, P3, T1, T2, T3), sixteen locations 
and three points in time. The figure also shows all the frequent sequences with 
min_sup=50% or 8 locations. The maximal frequent sequences are: H2fi T2fi T3 and 
T1fi H3P1fi P2.  

Fig. 3. Example Environmental Database 
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3   The Lattice-Based Approach 

Here we assume that the reader is familiar with basic concepts of lattice theory (see 
[4] for more). Zaki [14] formulated the frequent sequence mining problem as a search 
problem in a search space. In this section we follow his treatment. Let P be a set. A 

partial order on P is a 
binary relation £  on P that 
is reflexive: (X £  X), anti-
symmetric (X £  Y and Y £  
X imply X=Y) and  trans-
itive (X £  Y and Y £  Z 
imply X £  Z, for all X, Y, Z 
˛  P). A partially ordered 
set L is called a lattice if 
the two binary operations: 
join (denoted as XÚ Y) and 
meet (denoted as XÙ Y) 
exist for all X, Y ˛  L. L is 
a complete lattice if the 
join and meet exist for 

arbitrary subsets of L. 

Theorem 1 [14]. Given a set E of events, the ordered set S of all possible sequences 
on the items is a complete lattice in which join and meet are given by union and 

intersection, respectively:  { }Ú ˛ =
˛

A e E Ae e
e E

| � ,              

{ }Ù ˛ =
˛

A e E Ae e
e E

| �  

The bottom element ^  of the sequence lattice S is ^ ={}, but the top element is 
undefined since in the abstract the sequence lattice is infinite. However, in all 
practical cases it is bounded and sparse. Figure 4 shows the sequence lattice induced 
by the maximal frequent sequences T1fi H3P1fi P2 and H2fi T2fi T3 for our 
example database. Efficient algorithms for finding all frequent sequences are based on 
the fact that all susequences of a frequent sequence have to be frequent. 

4   DFS_MINE 

In this section we present DFS_MINE in detail. The algorithm uses the lattice-
theoretic approach to decompose the original search space. Its strategy follows the 
concept of Depth-First-Search: it tries to discover frequent sequences of length k+1 
without exhausting all the frequent sequences of length k. The main idea is that if we 
discover fast a frequent k-sequence, then we do not need to waste time examining all 
of its subsequences, because they are certain to be frequent. A frequent k-sequence is 

Fig. 4. Lattice induced by the maximal sequences 
T1fi H3P1fi P2 and H2fi T2fi T3 
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intersected with all frequent items to generate all candidate (k+1)-sequences, which 
are then scanned against the database. The only information DFS_MINE stores for 
each sequence is the ‘useless set’ of each sequence. It also stores two structures: a list 
of maximal frequent sequences (MaxFreqList) and a list of minimal non frequent 
sequences (MinNonFreqList).  

4.1   General 

Given the minimum threshold of support (min_sup), we scan the database once 
looking for occurrences of items. The frequent items are kept in the list of frequent 
items (FreqItems). The items are inserted in FreqItems in a specific order, not 
necessarily alphabetical. Whenever we scan and use the frequent items in FreqItems 
in later steps, we always respect that order. To generate all candidate 2-sequences, we 
intersect all frequent items with each other in all possible combinations. This set is 
also scanned against the database. The frequent 2-sequences are inserted in the list of 
maximal frequent sequences (MaxFreqList) and the non-frequent 2-sequences are 
inserted in the list of minimal non-frequent sequences (MinNonFreqList). The 
algorithm uses the frequent 2-sequences to mine frequent patterns. The non-frequent 
2-sequences are used for pruning of longer non-frequent sequences. The Useless Set 
of a k-sequence S (S.Useless) is a set of items that must not be intersected with k-
sequence S.  

4.2   Maximal Frequent Sequences List – Minimal Non-frequent Sequences List 

DFS_MINE keeps a list of all maximal frequent sequences in memory. We define 
‘maximal frequent sequence’ as a sequence that is frequent and all of its 
supersequences are non-frequent sequences or have not yet been found to be frequent 
sequences. This list serves many purposes. First, it is the final result of the algorithm, 
since, at the end, it contains all maximal frequent sequences discovered in the data-
base. Second, it is used for possibly determining whether a sequence is frequent or 
not. When a new candidate sequence S is generated, we check whether it is a sub-
sequence of any of the sequences in MaxFreqList. If there exists such a sequence in 
the list, then, according to Lemma 1, sequence S is also frequent. A sequence S is 
inserted in MaxFreqList when all three of the following conditions hold: (1) S is not 
already in MaxFreqList, (2) S is not a subsequence of some maximal frequent se-
quence already in MaxFreqList, (3) S was scanned in the database and was found to 
be frequent. In this case, we need to insert the new sequence S in MaxFreqList. After 
the insertion, we scan all sequences of length less than S.Length and check whether 
they are subsequences of S. If so, they are removed, since they are frequent but no 
longer maximal. The structure is kept as a list of lists of sequences of equal length. 
The list of the lengths is sorted in decreasing order of length. As a result, the longest 
maximal sequences are kept in the beginning of the list. The reason for this is that the 
longer a frequent sequence is, the more likely it is to be a supersequence of some 
sequence S’ which is currently under consideration. By keeping only the maximal fre-
quent sequences, instead of all frequent sequences (maximal or not), we save a lot of 
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space while maintaining all the necessary information to represent the lattice of 
frequent sequences.  

Dually, DFS_MINE also keeps a list of all minimal non-frequent sequences in 
memory. We define ‘minimal non frequent sequence’ as a sequence that is non-
frequent and all of its subsequences are frequent sequences. This list is used for 
pruning sequences. When a new candidate sequence S is generated, we check whether 
it is a supersequence of any of the sequences in MinNonFreqList, that is, if there 
exists any sequence in MinNonFreqList that is a subsequence of sequence S. If there 
exists such a sequence in the list, then, according to Lemma 1, sequence S is also non-
frequent. A sequence S is inserted in MinNonFreqList when all three of the following 
conditions hold: (1) S is not already in MinNonFreqList, (2) S is not a supersequence 
of some minimal non-frequent sequence already in MinNonFreqList (3) S was 
scanned in the database and was found to be non-frequent. In this case, we need to 
insert the new sequence S in MinNonFreqList. After the insertion, we scan all 
sequences of length greater than S.Length and check whether they are supersequences 
of S. If so, they are removed, since they are non-frequent but no longer minimal. The 
structure is kept as a list of sequences sorted in increasing order of length.  

4.3   Generating Sequences 

DFS_MINE generates (k+1)-sequences by using a k-sequence and intersecting it with 
all frequent items Ij that are in FreqItems but not in the useless set of k-sequence S (Ij 
˛  FreqItems - S.Useless). The intersection of an item Ij with a k-sequence S involves 

inserting the item in all 
possible positions in the k-
sequence. We use the sym-
bol SET(S+Ij) to express the 
set of candidate (k+1)-se-
quences that result from the 
intersection of k-sequence S 
with item Ij. There are two 
kinds of resulting sequences 
resulting: (a) the sequences 
in which the item is inserted 
as part of an existing itemset 
and (b) the sequences in 

which the item is inserted as a separate itemset. An itemset cannot contain more than 
one copy of the same item. As a result, some of the resulting candidate sequences are 
rejected. Figures 5a and 5b present an example. By performing intersection in this 
way though, we may generate duplicate sequences. Figure 5c presents a possible 
situation: from the same 3-sequence Afi Afi A, we can get the same 5-sequence 
ADfi Afi AD through two different paths. To avoid generating duplicate sequences, 
we redefine the way intersection is performed.  

Definition 1. Intersection of k-sequence S with item I 

Fig. 5. Generating Sequences 
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When we intersect sequence S with item I, we insert item I in all possible positions 
that follow its rightmost occurrence. If the item does not occur at all in the sequence, 
then it is inserted in all positions.  

In figure 5c, inserting D only in positions following its rightmost occurrence 
prevents the generation of duplicates.  

4.4   Examining the Candidate Sequences Generated 

After intersecting sequence S with item Ij and generating each new (k+1)-sequence S’, 
we check MinNonFreqList, looking for any minimal non-frequent sequence that may 
be subsequences of S’. If there exists such a sequence in MinNonFreqList, then 
apparently S’ is non-frequent as well, it is pruned directly and removed from 
SET(S+Ij). Otherwise, we check MaxFreqList, looking for any maximal frequent se-
quence that may be a supersequence of S’. If there exists such a sequence in 
MaxFreqList, then apparently S’ is frequent as well, and does not need be scanned in 
the database because it is already determined to be frequent. It remains, though, in 
SET(S+Ij), because it may generate longer frequent sequences. If no sequence in 
MaxFreqList was found to be a supersequence of sequence S’ then it remains in 
SET(S+Ij) and it has to be scanned against the database. 

4.5   List of Candidate Sequences – candList(S) 

We use the symbol �
UselessSFreqListIj

jISSETScandList
.

)()(
-˛

+=  to express the set of all 

sets SET(S+Ij).. In order to store candList(S) in memory we use a ‘list of lists’ 
structure. Each node of the list is associated with an item Ij and SET(S+Ij). This 
structure is used for determining more items to be inserted in the useless set of the 
sequence. The process will be explained in detail in a later subsection. 

4.6   Adding Items to S.Useless 

When intersecting k-sequence S with all items Ij in FreqItems-S.Useless, each iteration j 
produces SET(S+Ij). At the end of each iteration, after SET(S+Ij) has been generated, item 
Ij is inserted in the Useless set of the sequence S, because all possible candidate sequences 
that can result from the intersection have already been produced. As a result, during 
iteration j, when item Ij is intersected with sequence S, the Useless set of sequence S 
contains all items Ik with j>k‡ 1. This is very important for avoiding duplicates. 

4.7   Inheriting the Useless Set 

The Useless set of a k-sequence S contains important information that must not be 
ignored when we examine each one of the (k+1)-sequences that k-sequence S gen-
erated. The Useless set of k-sequence S is ‘inherited’ by the (k+1)-sequences gen-
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erated by S for two reasons: (1) to avoid generation of duplicates and (2) to avoid 
generation of sequences that are certain to be non-frequent.  

4.7.1   Inheritance against Duplicate Sequences 

Assume a k-sequence S that is intersected with item A which produces SET(S+A). Then 
each (k+1)-sequence in SET(S+A) is intersected with item B. We use the symbol 
SET(S+A,B) to express the set of these candidate (k+2)-sequences. Assume now we 

intersect the k-sequence S first with B to 
get SET(S+B), and then intersect each 
one of the resulting (k+1)-sequences with 
A to get SET(S+B,A). Apparently, 
SET(S+A,B)= SET(S+B,A). The reason 
for this is the way that (k+1)-sequences 
are generated from a k-sequence and an 
item, by inserting the item in all possible 
positions in the k-sequence. As a result, 
the two sets should not be examined 
twice. Figure 6 presents this argument 
visually. To avoid the above scenario, 
when intersecting a k-sequence S with an 

item Ij in FreqItems-S.Useless to produce the SET(S+Ij), then all items Ik with j>k‡ 1 that 
were before Ij in FreqItems must not be intersected with any of these (k+1)-sequences in 
SET(S+Ij). For this reason, the useless set of each one of the (k+1)-sequences in 
SET(S+Ij) must contain all items Ik with j>k‡ 1, To achieve this, we force all (k+1)-
sequences of SET(S+Ij) to inherit S.Useless from k-sequence S when they are created, 
since, during each iteration j, all items Ik, with j>k‡ 1, are in the S.Useless  

4.7.2  Inheritance against Non-frequent Sequences 

Assume we are intersecting 2-sequence S=Afi B with items D and E. Figure 7 shows 
all the 3-sequences that are produced. Column (a) shows the 4-sequences produced 
from the intersection of S with E. Column (b) shows the 3-sequences produced from 

the intersection of S with D. Let’s 
assume that all sequences of column (a) 
turn out to be non-frequent and that some 
of the sequences in column (b) are 
frequent. Assume we are now examining 
the frequent sequence S’=Dfi Afi B of 
column (b) and we intersect it with item 
E. We get the sequences in column (c). 
But as it can easily be seen from figure 7, 
all 4-sequences of column (c) have some 
3-sequence of column (a) as a 

subsequence and cannot be frequent. As a result, E is a useless item for all the other 

Fig. 6. Sequences generated more than once 

Fig. 7. Generated Sequences 
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(k+1)-sequences. To summarize, if SET(S+Ik)= Ø, for some item Ik, then item Ik is 
inserted in the useless set of all (k+1)-sequences in all the other sets SET(S+Ij).  

4.8   Correctness of the DFS_MINE Algorithm 

We present two theorems that ensure the correctness of the DFS_MINE algorithm. 
Their proofs are included in the full version of the paper. 

Theorem 2. DFS_MINE does not generate any sequence twice. 

Theorem 3. DFS_MINE does not miss any frequent sequence. 

4.9   DFS_MINE: Implementation – Putting It All Together 

DFS_MINE(min_sup, D) 
  FreqItems={Frequent Items or 1-sequences}; 
  Freq2Seqs={Frequent 2-sequences}; 
  //insert all non frequent 2-sequences in MinNonFreqList 
  MinNonFreqList={all non frequent 2-sequences}; 
  MaxFreqList={ }; 
  //calling DFS on the frequent 2-sequences 
  For all sequences S in Freq2Seqs do  
    DFS_VISIT(S, MaxFreqList, min_sup, D); 

Fig. 8. Pseudocode for DFS_MINE algorithm 

DFS_VISIT(S, MaxFreqList, min_sup, D) 
  CandList={ }; 
  //generate sequences from the intersection of S with Ij  
  For all frequent items Ij ˛  FreqItems-S.Useless 
    GenerateSequences(S, Ij , SET(S+Ij) ); 
    CandList=CandList ¨  SET(S+Ij); 
    S.Useless=S.Useless ¨  {Ij}; 
    If (there are sequences is CandList to be scanned) 
        ScanSeqs(D, min_sup, CandList); 
    MoreUseless={ }; 
    For all sets of sequences SET(S+Ij) in CandList 
       //checking for more useless items 
      if (SET(S+Ij))==˘ ,  MoreUseless=MoreUseless ¨  {Ij}; 
      else for all sequences Si in SET(S+Ij) 
         //if frequent, insert it in MaxFreqList 
         if (Si.freq>=min_sup)MaxFreqList=MaxFreqList¨ {Si};          
         //if not, insert it in MinNonFreqList 
         else  MinNonFreqList=MinNonFreqList ¨ {Si};  
    //call DFS_VISIT recursively on all frequent sequences 
    For all sequences Si in CandList 
       Si.Useless=Si.Useless ¨  MoreUseless;  
       DFS_VISIT(Si, MaxFreqList, min_sup, D); 

Fig. 9. Pseudocode for function DFS_VISIT 
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Figure 8 shows the pseudocode for the DFS_MINE algorithm. Figure 9 shows the 
pseudocode for function DFS_VISIT. This is the function that performs the recursive 
DFS-like mining process. Sequence S is intersected with all items in FreqItems-
S.Useless. We create candList to store the sets SET(S+Ij). After each iteration j, item Ij 
is inserted in S.Useless. If there are any SET(S+Ij)=Ø, item Ij is an additional useless 
item that needs to be inherited by all the resulting (k+1)-sequences. We keep all these 
items in list MoreUseless. We scan against the database all sequences in candList that 
are not known to be frequent. We update MaxFreqList and MinNonFreqList accord-
ingly, in case we have discovered some maximal frequent or minimal non-frequent 
sequence respectively. Each sequence S’ in all SET(S+Ij), for all Ij, inherits all the 
items in MoreUseless. Finally, we call function DFS_VISIT(S’) on each one of them 
to continue the recursive DFS-like process.  

 
 

  

Fig. 10. DFS_MINE example 

4.10   DFS_MINE Example 

In this subection we present an example of how the algorithm works. Let’s assume 3 
frequent items (A,B,C) and a k-sequence S with S.Useless=˘ . MaxFreqList and 
MinNonFreqList are also available. We intersect with A to get SET(S+A) which 
inherits S.Useless=˘ . We check MaxFreqList and MinNonFreqList for each sequence 
in SET(S+A) to determine whether it is frequent or not. Item A is added to S.Useless 
to reflect the fact that the intersection with A has been completed. The same process is 
repeated for B and C and S.Useless is updated each time. When S has been intersected 
with all items, we scan the database for the sequences whose support is unknown. 
Let’s assume that all sequences in SET(S+C) turn out to be non-frequent. Item C is 
then inserted in the Useless set of all sequences in SET(S+A) and SET(S+B) to reflect 
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the fact that the intersection with C will yield only non-frequent sequences. 
MaxFreqList and MinNonFreqList are updated accordingly with any new maximal 
frequent or minimal non-frequent sequences, respectively, that may have been dis-
covered in this step. We then pick the first (k+1)-sequence S’ in SET(S+A) and repeat 
the same process. All steps of the procedure described above can be seen in figures 
10a through 10e. 

5  Mining Frequent Spatiotemporal Sequences with Various 
Spatial Granularities 

In this section, we are studying the problem of mining spatiotemporal sequences in 
various spatial granularities. So far, we have been studying the mining of frequent 
sequences in the given space. In the example database of figure 2, the given area had 16 
distinct locations. It is very interesting, though, to generalize spatially the results we 
have found so far and mine frequent sequences in a higher level of spatial granularity. 
For example, we may have environmental data for all cities in the US. As a first step, 
we can discover frequent sequences, by mining the data considering each city 
independently from the others. But it is also interesting to examine the problem more 
generally by mining frequent sequences in the counties of the US, or even more 
generally, in the states of the US. We say that mining sequences by city is mining in 
level 0 of spatial granularity, mining sequences by county is level 1 and mining by state 
is level 2. Therefore, the concept of spatial granularity level can be defined as the 
number of times we have generalized the original space we are examining. The way to 
change spatial granularity level is by joining certain subregions into one region and by 
considering the data that belonged to each subregion to belong to the new region we just 
created. We can apply the same algorithm (with certain modifications) in order to 
determine frequent sequences in these greater regions. The sequences that were found to 
be frequent in a lower level will still be frequent. In addition to these, we will show that 
other sequences, which were not frequent before, may also turn out to be frequent.  

5.1   The Problem 

Given a database D of environmental data, a minimum support threshold min_sup and 
the level of spatial granularity gran_lev, the problem of mining frequent spatio-
temporal patterns in various spatial granularities is to find all frequent sequences in 
the database for each level of spatial granularity, from level 0 to level gran_lev. 

The key observation in mining in various spatial granularities is that the sequences that 
are frequent in level j-1 will also be frequent in level j. Also, sequences that were not 
frequent in level j-1, may now turn out to be frequent in level j. As a result, when moving 
in a higher level of spatial granularity, we can benefit a lot by using the frequent sequences 
that we just discovered in level j-1 as starting points and build on them to discover even 
longer frequent sequences in level j. DFS_MINE’s strategy is ideal for taking advantage of 
that observation, exactly because it forms candidate (k+1)-sequences by intersecting a k-
sequence with all frequent items in all possible positions in the k-sequence.  
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5.2   Joining Subregions 

To create a new region we join subregions together. We assume that we always join 
four subregions. We also assume that the 
original space contains a number of 
original regions that is a power of four. To 
join subregions into one, we use the 
following formula 
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i=0,1,2,…N, where i stands for the i-th 
distinct location-id of spatial granularity 
level 0 and N is the total number of 
locations we have initially. Lidk

j  stands 

for the k-th distinct location-id of spatial 
granularity level j. As a result, k=0,1,2,… N j/ 4 . Also, j=0,1,2…gran_lev. By using 
the above formula, we can calculate the location-ids of the new regions that we have 
in level j. For example, figure 11a shows the original space in the example database 
with the 16 distinct locations. Figure 11b shows how these 16 distinct locations are 
joined into groups of four to form the new four regions.  Figure 11b also shows that 
the ‘reverse-z’ enumeration is preserved.  

5.3   Implementation 

As we said, the environmental data does not change; it is just its locality that changes. 
By joining four subregions of level j-1 into a new greater region in level j, the events 
that occur in each one of these subregions are now considered to occur in the same 
location. As a result, all events of those four subregions need to be included in the 
location sequence of the new greater region. The location sequence of the new region 
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yields the same value. Now that we are merging the events of the 

(a) Level 0              (b) Level 1 
Fig. 11. Two different spatial granularities 

Fig. 14. Maximal Frequent Sequences in level 1 

Fig. 13. Location sequences in level  

Fig. 12. Mining in level 1 
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four subregions together, we may have in the same itemset more than one items with 
the same attribute but with different values, which was against the valid definition of 
itemset (section 2). We need to relax this requirement and allow a location sequence 
to consist of itemsets containing items with the same attribute but with different 
values for the same attribute. Figure 12 shows the original space when we mine in 
spatial granularity level=1. Figure 13 shows all new four location-sequences.  

As we mine in a higher level of granularity, the number of locations decreases by a 
factor of 4. min_sup, of course, does not change as a percentage. But the actual number of 
locations that an event must occur in to be considered frequent changes. For example, in 
the example database of figure 12, in level 0 with min_sup=50%, event P3 occurred in 
only 3 out of the 16 locations and was not frequent. But in level 1 with min_sup=50%, the 
same event P3 occurs in 3 out of the 4 locations, so it is frequent. This is an event that 
must from now on be intersected with frequent sequences to produce longer candidate 
sequences. For this reason, in level 0, when we scan the database for the first time, to 
discover the frequent items, we keep all items in list FreqItems, even the ones that are not 
frequent in level 0, because they may become frequent in higher levels. In each level we 
only use those items that have support greater than min_sup. 

As we have said, the main 1 idea is to discover even longer frequent sequences in 
level j by using the frequent sequences of level j-1 as starting points and by building 
on them. As a result, when mining in level j, we call function DFS_VISIT on all 
maximal frequent sequences of level j-1 and intersect them with all frequent items to 
produce all candidate sequences of greater length. This way, it is much faster to 
discover even large frequent sequences in the current level. Moreover, at the end of 
level j-1, MinNonFreqList contains all the minimal non-frequent sequences of level j-
1. When we move to level j, some of these minimal non-frequent sequences may now 
be frequent, for the same reasons that individual items may now be frequent. For this 
reason, we scan all sequences in MinNonFreqList against the database and determine 
the frequent ones. These along with the maximal frequent sequences of the previous 
level j will be the starting points for the mining process. 

Finally, we must clear the Useless set of each sequence S of the sequences of level 
j-1 that will be used as starting points in level j. This is because the whole process 
starts all over again and, as a result, even the items that were in S.Useless may now 
yield longer frequent sequences in level j.  

5.4   Putting It All Together in DFS_MINE 

We have shown what modifications are necessary to mine in multiple levels. Everything 
else remains the same. In the main function, we include a for-loop to implement the 
repeated procedure of mining in each level from level 0 to level gran_lev. MaxFreqList is 
the list of maximal sequences of the current level. SpatialList contains the maximal 
frequent sequences of each level. When mining in level j-1, we store the maximal frequent 
sequences in MaxFreqList. After finishing level j-1, we insert MaxFreqList in SpatialList, 
clear MaxFreqList and move to level j. In level j, we scan in the database the sequences of 
MinNonFreqList of the previous level j-1 to determine which ones of those are now 
frequent. We will use as starting points of level j the maximal frequent sequences 
(MaxFreqList) of the previous level and the sequences of MinNonFreqList that were 
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now found to be frequent. Finally, we need to slightly modify function DFS_VISIT 
too, as we need to pass the current level of spatial granularity as an input parameter.  

6   Related Work 

In this section, we briefly discuss some related work that has been done in the field 
([1], [2], [3], [5], [6], [7], [8], [9], [10], [11], [12], [13], [14]). One approach is given 
by Agrawal-Srikant in [1] and by Mannila et al. in [8]. Other mining techniques for 
spatial data are given in [12] and [13] but they do not consider evolution in time. 
Similarly, the spatial association rules introduced in [9] also mainly consider data that 
does not change in time. Techniques for mining spatial and temporal data were also 
given by [5], [6], [11]. 

Out of the very few approaches proposed so far, SPADE[14] seems to be the most 
efficient one. Its key features are: (1) it uses a vertical id-list database format, where 
each sequence is associated with a list of locations in which it occurs along with the 
time stamps. The id-lists for each sequence are kept in main memory. (2) It uses a 
lattice-theoretic approach to decompose the original search space (lattice) into smaller 
lattices (equivalence classes [X]q k) which can be processed independently in main-
memory. (3) To generate a (k+1)-sequence, SPADE intersects two k-sequences with 
the same (k-1)-length prefix (4) all frequent sequences can be enumerated via simple 
id-list intersections. (5) SPADE minimizes I/O costs by reducing database scans. 

7   Experimental Results 

In this section, we compare the performance of our DFS_MINE with SPADE. 
SPADE was implemented exactly as described in [11]. Experiments were performed 
on a Quad Xeon 550Mhz processor with 2GB RAM. 

7.1   Synthetic Datasets 

The synthetic datasets mimic real world 
scenarios, in which locations have various 
values for attributes such as temperature, 
atmospheric pressure, humidity etc. The 
datasets are generated using the following 
process. First NI maximal itemsets of average 
size I are generated by choosing from N items. 
Then NS maximal sequences of average size S 
are created by assigning itemsets from NI to 
each sequence. Next, a location, in which an 
average number of C events (C points in time) 
occur, is created. Sequences in NS are assigned 
to different locations. We make sure at least 

Fig. 15. Synthetic Databases 
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one sequence has support 75% and one sequence has support 50%. The generation 
stops when D locations have been created. We set NS=5000, NI=25000, N=10000. 
Figure 15 shows the datasets with their parameter settings. The columns for ‘Length 
75%’ and ‘Length 50%’ specify the length of the longest sequence that had support at 
least 75% and 50% respectively. 
 
 
7.2   Comparison of DFS_MINE with SPADE 

Figure 16 shows the results for DFS_MINE and SPADE. ‘OOM’ stands for ‘out of 
memory’. Figures 17a and 17b compare DFS_MINE with SPADE on the synthetic 
datasets for two values of minimum support: 75% and 50%. Both of these graphs are in 

logarithmic scale. 
Figures 17a and 17b 
clearly indicate that 
the performance gap 
increases as the 
length of the se-
quence to be mined 
increases. The reason 
for this is the DFS-
like strategy that 
DFS_MINE uses. As 
soon as a k-sequence 
is found, DFS_ 
MINE intersects it 
with all frequent 
items and generates 

all candidate (k+1)-sequences, in an attempt to discover a frequent (k+1)-sequence. 
DFS_MINE, exactly because it works in DFS-like manner, does not enumerate all k-
sequences before moving on to the (k+1)-sequences. This way, it skips examining all 
subsequences of some maximal frequent sequence, because they are certain to be frequent 
too, and achieves faster discovery of longer maximal sequences. DFS_MINE does not 
store the occurrences of sequences in id-list. Instead, it performs database scans each time 
a new sequence is discovered. That obviously costs time because of I/O, but its DFS-like 
approach that discovers long maximal frequent sequences much faster compensates for the 
time spent on database scans. 

On the other hand, SPADE uses a DFS-like approach only to a very short extent, 
since it only decomposes the original lattice to the [X]q 1 equivalence classes. Apart 
from that, it uses a BFS approach and examines all sequences of length k before 
moving on to the sequences of length k+1. This is clearly inefficient, because SPADE 
takes too long before discovering long frequent sequences.  

In general, the sequence problem is CPU bound, rather than I/O bound. This is due 
to the fact that the number of id-list intersections we need to perform (assuming we 
use SPADE) is exponential to the number of frequent items we have in the dataset. 
On the other hand, the cost of performing a database scan each time to determine the 
support of a sequence (assuming we use DFS_MINE) is only linear to the number of 

Fig. 16. Experimental results for DFS_MINE and SPADE 
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frequent items in the database. As a result, as the frequent sequences grow longer, scanning 
the dataset, however large that may be, becomes less expensive than performing all possible 
id-list intersections between k-sequences. 

As the figures 
show, for large data-
sets (more than 10 
MB) and rather short 
maximal frequent 
sequences (of length 
approximately 3-6), 
SPADE performs bet-
ter than DFS_ MINE. 
This is due to the fact 
that the sequences are 
rather short. As a 
result, the cost of the 
id-list intersections 
that SPADE performs 
is less than the cost of 
scanning a large data-
set, which is what 
DFS_MINE does. 
We experimented 

with equally large datasets (more than 10MB) that contained much longer maximal frequent 
sequences (of length approximately 25-30) and SPADE ran out of memory. 

This is another very important observation. As far as space is concerned, 
DFS_MINE is much more efficient than SPADE, as figure 17c shows. This is because 
DFS_MINE, inlike SPADE, does not need to store any significant amounts of 
information for each sequence. Our experiments showed that SPADE may require up 
to 1.5GB of memory. DFS_MINE, on the other hand, rarely did it use more than 5MB 
of memory. Figure 17c is also in logarithmic scale. 

Finally, as far as scaling is concerned, we performed a set of experiments where we 
increased the number of locations from 50000 to 500000. Figure 17d presents the 
results. As it can be seen, DFS_MINE performs really well even in this aspect. When 
the number of locations increases from 50000 to 100000 (a factor of 2), the required 
time increases by a factor much less than 2. Moreover, when the number of locations 
increases from 100000 to 500000 (a factor of 5), the required time increases by much 
less than a factor of 5.  

8   Conclusions 

In this paper, we presented DFS_MINE, a new algorithm for fast mining of frequent 
spatiotemporal patterns in environmental data. First, we defined the problem of min-
ing frequent spatiotemporal sequences. We then discussed in detail our solution: 
DFS_MINE, It uses a DFS-like approach to the problem, which allows very fast 

Fig. 17. Comparison between DFS_MINE and SPADE 
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discoveries of long sequential patterns. DFS_MINE does not enumerate all frequent 
sequences. Instead, it aims at discovering only the maximal frequent ones. When a max-
imal frequent sequence is discovered, we do not need to examine all of its sub-
sequences, since they are certain to be frequent. DFS_MINE performs database scans 
discover frequent sequences rather than relying on information stored in main memory. 
This has the advantage that the amount of space required is minimal. We also defined 
the problem of mining spatiotemporal sequences in various spatial granularities. We 
defined the concept of spatial granularity and showed that DFS_MINE’s strategy of 
using the results of the previous level to discover faster the frequent sequences of the 
next level is ideal for addressing this problem as well. The experiments that we 
performed showed that the I/O cost of the database scan that DFS_MINE performs is 
offset by the efficiency of the DFS-like approach that ensures fast discovery of long 
frequent patterns. DFS_MINE discovered long maximal frequent sequences faster than 
SPADE. The experiments also showed that DFS_MINE outperformed SPADE even as 
far as space requirements are concerned. DFS_MINE also had excellent scale-up 
properties with respect to the size of the database.  
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Abstract. Spatial databases store information about the position of individual 
objects in space. In many applications however, such as traffic supervision or 
mobile communications, only summarized data, like the number of cars in an 
area or phones serviced by a cell, is required. Although this information can be 
obtained from transactional spatial databases, its computation is expensive, 
rendering online processing inapplicable. Driven by the non-spatial paradigm, 
spatial data warehouses can be constructed to accelerate spatial OLAP 
operations. In this paper we consider the star-schema and we focus on the 
spatial dimensions. Unlike the non-spatial case, the groupings and the hierar-
chies can be numerous and unknown at design time, therefore the well-known 
materialization techniques are not directly applicable. In order to address this 
problem, we construct an ad-hoc grouping hierarchy based on the spatial index 
at the finest spatial granularity. We incorporate this hierarchy in the lattice 
model and present efficient methods to process arbitrary aggregations. We 
finally extend our technique to moving objects by employing incremental 
update methods. 

1   Introduction 

Data warehouses are collections of historical, summarized, non-volatile data, which 
are accumulated from transactional databases. They are optimized for On-Line 
Analytical Processing (OLAP) [CCS93] and have proven to be valuable on assisting 
decision-making. The data in a warehouse are conceptually modeled as hyper-cubes 
[GBLP96] where each dimension represents some business perspective, like products 
and stores, and the cube cells contain a measure, such as sales. 

Recently, the popularity of spatial information, such as maps created from satellite 
images and the utilization of telemetry systems, has created repositories of huge 
amounts of data which need to be efficiently analyzed. In analogy to the non-spatial 
case, a spatial data warehouse can be considered, which supports OLAP operations on 
both spatial and non-spatial data. 

Han et. al.[HSK98; SHK00] were the first ones to propose a framework for spatial 
data warehouses. They considered an extension of the star-schema [K96] in which the 
cube dimensions can be both spatial and non-spatial and the measures are regions in 
space, in addition to numerical data. They focus on the spatial measures and propose a 
method for selecting spatial objects for materialization. The idea is similar to the 
algorithm of [HRU96], the main difference being the finer granularity of the selected 
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objects. In [ZTH99], an I/O efficient method is presented for merging spatial objects. 
The method is applied on the computation of aggregations for spatial measures. 

In this paper we concentrate on the spatial dimensions. The fact that differentiates 
the spatial attributes from the non-spatial ones is that there is little or no a-priori 
knowledge about the grouping hierarchy. The user, in addition to some predefined re-
gions, may request groupings based on maps which are computed on the fly, or may 
be arbitrarily created (e.g. an arbitrary grid in a selected window). Therefore the well-
known pre-aggregation methods [HRU96; G97; GM99; SDN98] which are used to 
enhance the system performance under OLAP operations, cannot be applied.  

Motivated by this fact, we propose a method which combines spatial indexing with 
the pre-aggregated results. We built a spatial index on the objects of the finer 
granularity in the spatial dimension and use the groupings of the index to define a 
hierarchy. We incorporate this implicit hierarchy to the lattice model of Harinarayan 
et. al, [HRU96] to select the appropriate aggregations for materialization. We study 
several algorithms for spatial aggregation and we propose a method which traverses 
the index in a breadth-first manner in order to compute efficiently group-by queries. 
Finally we employ incremental update techniques and show that our method is also 
applicable for moving objects.  

Storing aggregated results in the index for non-spatial warehouses has been pro-
posed by Jurgens and Lenz [JL98]. Lazaridis and Mehrotra [LM01] use a similar 
structure for on-line computation of approximated results which are progressivly 
refined. Yang and Widom [YW01] also employ an aggregation tree for incremental 
maintenance of temporal aggregates. None of these papers considers spatial objects. 

There are numerous applications that benefit from our method. Throughout this 
paper we use an example of a decision support system for traffic control in a city.  
Some of the queries that can be answered efficiently are “which is the total number of 
cars inside every district”, or “find the road with the highest traffic in a 2km radius 
around every hospital”. One could also use data from other sources, like a map which 
groups the city based on the pollution levels, and group the traffic data based on the 
regions of the pollution map. Other application domains include network traffic con-
trol and congestion prevention systems for cellular communications, meteorological 
applications, etc. 

The rest of the paper is organized as follows: Section 2 provides a brief overview 
of OLAP and a motivating example followed throughout the paper. Section 3 pro-
poses the aR-tree which keeps aggregated information organized according to the 
spatial dimensions. Section 4 describes algorithms for query processing and Section 5 
discusses update issues. Section 6 evaluates the approach experimentally, while 
Section 7 concludes the paper with future directions and potential applications. 

2   Related Work and Motivating Example 

In this work we assume that the multi-dimensional data are mapped on a relational 
database using a star schema [K96]. Let D1, D2, …, Dn be the dimensions (i.e. business 
perspectives) of the database, such as Product, Store and Time. Let M be the measure 
of interest; Sales for example. Each Di stores details about the dimension, while M is 
stored in a fact table F. Each tuple of F contains the measure plus pointers (i.e. 
foreign keys) to the dimension tables (Figure 1a). 



Efficient OLAP Operations in Spatial Data Warehouses        445 

 

There are O(2n) possible group-by queries for a data warehouse with n dimensional 
attributes. A detailed group-by query can be used to answer more abstract 
aggregations. [HRU96] introduce the search lattice L, which represents the 
interdependencies among group-bys. L is a directed graph whose nodes represent 
group-by queries. There is an edge from node ui to node uj, if ui can be used to answer 
uj (see Figure 1b). For instance the aggregated results per product (node P) can be 
computed from the results of product/store (node PS) or product/time (node PT). 

The aggregation functions are divided into three classes [GPLP96]: distributive, 
algebraic and holistic. Distributive aggregate functions can be computed by parti-
tioning their input into disjoint sets, aggregating each set individually and obtaining 
the final result by further aggregating the partial results. COUNT, SUM, MIN and 
MAX belong to this category. Algebraic aggregate functions can be expressed as a 
scalar function of distributive functions. AVERAGE, for example, is an algebraic 
function since it can be expressed as SUM / COUNT. Holistic aggregate functions 
(e.g. MEDIAN) cannot be computed by dividing the input into parts. The proposed 
techniques can be applied for distributive and algebraic functions.   

It is common in OLAP applications, to include hierarchies for several dimensions: 
for instance, various types of products for which we want aggregated statistical infor-
mation. Another example is time where at the finer granularity data are grouped by 
day, but the user may ask queries which involve grouping by week, month or year. In 
order to accelerate such queries, all or some [BPT97; HRU96; G97; GM99; SDN98] 
of these results can be precalculated and materialized. Extending the example to 
spatial dimensions, we could have pre-aggregated results for stores in specific regions 
of interest, e.g., cities, states, countries and so on. The motivation for this work comes 
from the fact that in the spatial case, these hierarchies are often not known in advance. 
In the example of Figure 1, for instance, assume that users ask for sales of stores in 
several query windows, which differ depending on their interests.  

As a more realistic application, consider a traffic supervision system that monitors 
the positions of cars in a city and the road traffic (for the following examples we 
assume that a car does not necessarily lie on a road segment, e.g., it can be in a 
parking lot). The goal of such a system can be: "find the road segments with the 
heaviest traffic near the center" or, given a medical emergency, "which is the hospital 
that can be reached faster given the current traffic situation". In both cases, it is 
statistical information, i.e., the number of cars, rather than their ids that is important. 
Furthermore, the extraction of this information can be time consuming. Consider that 
the positions of the cars are stored in an R-tree RC, and the extents of the line 
segments in a tree RR. Answering a query such as "give me the traffic for every road 
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(a) The star schema (b) The data-cube lattice 

Fig. 1.  A data warehouse schema with dimensions Product, Customer and Time 
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segment in an area of 1km radius around each hospital" would require a spatial join 
between RC and RR. The same system could also be used to answer queries involving 
fire emergencies, in which case the areas of interest would be around fire departments 
(police stations and so on).  

Even if the join result is pre-computed and stored for each segment, the existence 
of spatial conditions (area of 1km radius around each hospital), calls for some spatial 
indexing technique. Driven by the data warehouse paradigm, a spatial data warehouse 
can be constructed [HSK98; SHK00] to answer analytical queries more efficiently. A 
spatial warehouse can be represented by a star schema: Di is the set of dimensions of 
interest and F the fact table which contains the aggregated results for the spatial 
dimension at the finest granularity (in this case the number of cars per road segment). 
For ease of understanding assume that there is no other dimension except the spatial 
one (we will extend our model to many dimensions in a following section). In the rest 
of the paper we describe a data structure and associated query processing mechanisms 
for retrieval of spatial aggregated results. 

3   The Aggregation R-Tree Structure 

Let SD be a spatial database and C a spatial relation that stores the positions of cars. C 
is indexed by an R-Tree RC. Let R be a spatial relation that stores all the objects that 
belong to the spatial dimension (i.e. roads), at the finest granularity. R is also indexed 
by an R-Tree RR. Let AG(· ) be the aggregation function. Without loss of generality, we 
will assume that AG(· ) is COUNT, although any non-holistic function can be used.  

The aggregation R-Tre e (aR-tree) is an R-Tree which stores for each minimum 
bounding rectangle (MBR), the value of the aggregation function for all the objects 
that are enclosed by the MBR. The aR-tree is built on the finest granularity objects of 
the spatial dimension, therefore its structure is similar to that of RR (the trees can be 
different due to the smaller fanout of the aR-tree). Figure 2 depicts an aR-tree which 
indexes a set of five road segments, r1 … r5, whose MBRs are a1 … a5 respectively. 
There are three cars on road r2, therefore there is an entry (a2,3) in the leaf node of the 
aR-tree. Moving one level up, MBR A1 contains three roads, r2, r3 and r5. The total 
number of cars in these roads is six; therefore there is an entry (A1, 6) at level one of 
the aR-tree. The general concept can be applied to different types of queries; for 
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Fig. 2. The aR-tree 
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instance, instead of keeping aggregated results of joins the aR-tree could store such 
results for window queries. Furthermore we could employ the same idea to other data 
partitioning or space partitioning data structures (e.g., Quadtrees). 

In the rest of the paper, we make the distinction between an aR-tree node Xi and its 
entries Xi,1,.., Xi,CPi

, (where CPi£CP is the capacity of Xi) which correspond to MBRs 
included in Xi. Xi,k.ref points to the corresponding node Xk at the next (lower) level. For 
instance, at level 1 of the first tree, the entries of the root are A1 and A2, which point to 
nodes at level 0. The pre-aggregated result for each entry is denoted by Xi,k.agr. Each 
node Xi also has a pointer Xi.next, which points to the next node Xi+1 at the same level 
(we will justify the need for this pointer below).   

It is straightforward to extend the above definition to handle multiple aggregate 
functions. Instead of storing one result in each entry of the tree, we store a list of 
results for all the necessary functions. In our example, if the maximum number of cars 
in each road is also required, the entry for A1 will be (A1, 6, 3) since there are 3 cars on 
road r2. In this way, the aR-tree can also handle algebraic aggregate functions. If, for 
instance, we need the average number of cars in each road segment covered by a 
node, in addition to the total number of cars we need to store the number of road 
segments covered by the node.  

The value of AG( × ) for all leaf level entries (i.e., road segments) in the aR-tree can 
be computed by an R-tree spatial join algorithm [BKS93] if both datasets are indexed 
by R-trees, or by employing specialized spatial join indexes [R91]. Nodes can then be 
constructed in a bottom-up fashion by using information of the lower levels. An 
important property of the aR-tree is that every object at level l-1, belongs to exactly 
one MBR at level l. This fact allows us to store partial results and aggregate them in a 
further step to get more general results, which correspond to the roll-up operation in 
OLAP terminology. For instance, the total number of cars in all roads of Figure 2 is 
calculated by adding the materialized results for A1 and A2, i.e. 6 plus 4. Assuming that 
the many-to-one property didn’t hold, such operations wouldn’t be possible because 
some object could be counted multiple times. 

 
Lemma 1. The aR-tree defines a hierarchy among MBRs that forms a data cube 
lattice1 [HRU96]. 
Proof: (sketch) Let El be the set of materialized results for all entries of all nodes of 
the aR-tree at level l, i.e. El = {Xi,j.agr, " Xi in level l, " j ˛  [1, CPi]}. Following the 
notation of [HRU96], we say that Ei £ Ej if Ei can be answered by Ej. From the 
previous discussion it is obvious that an aggregation query El can be answered by 
further aggregating the materialized results of El-1. Therefore El+1 £ El " l ˛  [0, h-1], 
where h is the height of the tree. Eh contains only one member, which is the 
aggregated result of all objects. Thus, the aR-tree defines a hierarchy, which is a data 
cube lattice, since there is: 
1. An  operator £ which imposes a partial order to the sets El. 
2. A top element E0 upon which every set El is dependant. 

                                                           
1  Strictly speaking, a hierarchy is a lattice [TM75] if there is a least upper bound and a greatest 

lower bound for every two elements according to the £ ordering. Here we adopt the term 
“lattice” since it is standard in the OLAP literature. 
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Figure 3 depicts the lattice which corresponds to the aR-tree of the previous 
example. Notice that, in order to be compatible with the standard OLAP notation, the 
order of materialized results is inversed compared to the tree (i.e., E0, which 
corresponds to the leaf level is at the top of the lattice).  

 
E0 = (3, 1, 2, 0, 4) ” (AG(a2), AG(a3), AG(a5), AG(a1), AG(a4)) 

E1 = (6, 4) ” (AG(a2, a3, a5), AG(a1, a4)) 

E0

E1

E2

 
E2 = (10) ” (AG(a2, a3, a5, a1, a4)) ” all 

Fig. 3. The lattice for the aR-tree of Figure 2 

By incorporating the aR-tree to the lattice framework, we can take advantage of the 
extensive work that exists for non-spatial data warehouses, both on modeling and 
efficient implementation. We highlight some of these issues below: 
• Multiple dimensions: Until now we only considered the spatial dimension (recall 

that we model the n-D space that the spatial data belongs to, as one dimension in 
the warehouse). Assume that there are k dimensions represented by the lattices L1, 
…, Lk respectively, in addition to the spatial dimension which is represented by 
lattice L0. The data cube lattice is defined as the product of L0 × L1 × … × Lk (see 
[HRU96] for details). In Figure 4a, there is the spatial dimension from the aR-tree 
of Figure 2, and a non-spatial dimension Ct fi all which models vehicle types (i.e. 
truck, bus, small car, etc). Figure 4b depicts the resulting 2-D data cube lattice. The 
node E0Ct for example corresponds to the query that returns the number of vehicles 
in each road grouped by their type. At the physical level, the entries of the aR-tree 
must be extended to support multiple dimensions. In addition to the previous 
information, there is a pointer to a multidimensional array which contains the 
aggregated values for the whole domain of the other dimensions. It is also possible 
for a spatial data warehouse to have more than one spatial dimension. In our 
example, assume that for each car, we know its starting position (e.g. the address of 
the owner) and we want to group the cars both by the starting and the current 
position (e.g. in road r1 there are 3 cars which came from the east part of the city 
and 2 cars from the west part). The current position of each car is independent of 
its starting position; therefore we can model this problem by two orthogonal 
dimensions on the data cube. For each dimension we build a separate aR-tree.             

 

E0 

E1 

all 

Ct 

all 

 

E0Ct 

E1Ct E0 

Ct E1 

all 

 
(a) A spatial and a non-spatial dimension (b) The resulting data cube lattice 

Fig. 4. A data cube which includes both a spatial and a non-spatial dimension 
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• View selection: Although the materialization technique accelerates the OLAP 
operations, usually it is not practical to materialize all the possible aggregations 
because of storage and/or update cost constraints. A number of methods [HRU96; 
G97; GM99; SDN98] have been proposed which select a set of views to mater-
ialize based on a benefit metric. The lattice framework allows us to employ similar 
techniques for spatial dimensions. Selecting a view in the spatial case corresponds 
to selecting a set El (i.e., a level) of the aR-tree for materialization. Since some of 
the intermediate levels may not be materialized, we must assure that the structure 
of the tree is preserved. Assume that the set El is not selected. Let Xi,j be an entry at 
level l+1 and Xk, …, Xk+m be the nodes of level l-1 which are enclosed by the MBR 
of Xi,j. Then Xi,j.ref is changed to point to Xk and we create a linked list which 
contains all nodes from  Xk to Xk+m. This is repeated for all entries of level l+1. In 
Figure 5, a four-level tree is depicted, where only levels 0 and 3 are materialized. 
Observe that the first entry of level 3 points to the first node of level 0, and there is 
a linked list that connects this node to the following three that contain objects 
which are enclosed by the MBR of the entry at level 3. The remaining part of the 
tree is constructed in the same way. 

 

E0 

E1 

E2 

E3 

 

Fig. 5. Partial materialization of the aR-tree 

• Multiple spatial hierarchies: We stated above that the aR-tree is beneficial since the 
groupings at the spatial dimension are usually unknown. However, in some 
applications there may exist some default groupings in addition to the ad-hoc ones. 
In our running example there may be a grouping of the city roads based on the 
areas of responsibility of each police station, and another grouping for the areas 
that are covered by each fire station. Such cases are modeled as dimensions with 
multiple hierarchies. If the aggregations for the default groupings are materialized, 
the queries that involve these groupings will run faster than if the aR-tree were 
accessed. Ad-hoc groupings, however, still need the aR-tree. The multiple 
hierarchy lattice can be the input of the view selection algorithm. Therefore, a 
combination of default groupings and levels of the aR-tree are selected, based on 
the distribution and the cost of the queries. 
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• Spatial measures: In the previous discussion we dealt only with numeric measures. 
The aR-tree structure can be extended to support spatial measures (see Han et. al 
[HSK98; SHK00]). In this case, Xi,j.agr is substituted by a pointer to the aggregated 
object. Both spatial and numeric measures can coexist in the same aR-tree.  

4   Query Processing  

Lets start with a simple query of the form: "find the total number of cars on all road 
segments inside a query window". As an example consider Figure 2 and window q. 
Using only the transactional database, we should perform the query directly on the 
base relations, i.e., the cars and the road segments. As an alternative we could pre-
compute and store in a table the number of cars per road segment, in which case a 
sequential scan of the table is required; each road segment is compared with q, and if 
q contains the segment, its aggregated value is updated. For roads that partially 
overlap the query window, we may need to perform the joins with the base relations 
in order to compute the actual results. For instance, although we store that there are 
four cars in segment a4, we do not know which of these cars is inside the window. 
Alternatively, if precision is not vital, we could assume uniformity and estimate the 
number of cars depending on the percentage of the road segment inside the query 
window.  

Using aR-trees, the processing of this query starts from the root of the tree and 
proceeds recursively to the leaves. For all entries one of the following three 
conditions may hold:  
• The entry is disjoint with the query window; thus, the corresponding node cannot 

contain any cars contributing to the answer and is not retrieved. 
• The entry is inside the query window (e.g., A1 in Figure 2) in which case all 

aggregate information is stored with the entry and the corresponding node does not 
need to be accessed. 

• The entry partially overlaps the query window in which case the corresponding 
node must be recursively followed.  

For leaf entries that partially overlap the query window, we could either use 
estimations (as described above), or compute the actual results using the base tables. 
The pseudo-code for aggregated window queries is shown in Figure 6. 

The algorithm is similar to the window-query algorithm for common R-Trees. 
There is, however, a fundamental difference. For common window queries, if  the 
query window is very large the use of the index does not pay off and the optimizer 
uses sequential search on the MBRs of the objects. For aggregate queries, on the other 
hand, there are two cases: 
1. The query window q is large; then many nodes in the intermediate levels of the aR-

tree will be contained in q so the pre-calculated results are used and we avoid 
visiting the individual objects. 

2. The query window is small. In this case the aR-tree is used as a spatial index, 
allowing us to select the qualifying objects. 

Now assume that there are multiple query windows and the goal is “for each query 
window, find the total number of cars on all road segments inside it”. We define Q as 
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a set of k query windows, i.e. Q = {q1, q2, ..., qk}. Each window qi defines a grouping 
region where the aggregation function AG( × ) must be evaluated. In the example of 
Figure 2, the plane is divided in two windows, q1 and q2. There are 6 and 4 cars in the 
q1 and q2 region respectively, therefore the result of the above query contains two 
tuples: {(q1, 6), (q2, 4)}. Note that the union of all grouping windows doesn’t 
necessarily cover the entire space, and the grouping windows may intersect with each 
other. 

If there are no pre-aggregated results available, this query can be modeled and 
processed as a multiway spatial join [MP99]. In particular, the sets to be joined are the 
cars, the roads and the query windows. Similar to the case of single window, if we 
have pre-aggregated results in the form of a table, each row is compared with every 
window qi, and if qi contains the segment, its aggregated value is updated. Partial 
containment can be handled again by estimations or computation using the base 
relations.  

In the presence of aR-trees, the query is modeled as a pairwise spatial join between 
the set of query windows and the aR-tree. Any algorithm for joining an indexed with 
an non-indexed set (query windows) could be used [LR94; PRS99; MP99]. Actually 
since in most cases the number of windows is expected to be rather small, we can 
assume that this set can fit in memory. Under this assumption, we can traverse the aR-
tree in a top-down fashion, and recursively follow only entries that partially intersect 
some window. We call this algorithm Join Group Aggregation (JGA); the pseudo-
code is illustrated in Figure 7. 

Both types of queries can be easily extended to retrieve aggregated results at the 
finer resolution, i.e., "for each road segment inside the query window, find the 
number of cars". In this case, even nodes contained inside the window(s) should be 
traversed all the way to the leaves, in order to find the qualifying road segments; thus, 
the aR-tree acts as a spatial index on the fact table.  

1 function Single_Aggregation(Xi, q) { 
2 // X

i
 is a pointer to a node of the aR-tree. 

3 // Initially it points to the root 
4 // q is the query window 
5  for every entry x ˛  X

i
 do { 

6   if q contains x then result := AG(result, x.agr) 
7   // use the pre-aggregated result 
8   else if q intersects x then { 
9    partial_result := Single_Aggregation(x.ref, q) 
10    // visit recursively the subtree 
11    result := AG(result, partial_result) 
12   } // end if 
13  } // end for 
14  return result 
15 }  

Fig. 6. Query processing for one window 
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5   Updates 

When the data in the spatial database changes, the updates must be propagated to the 
data warehouse. Here, we assume that the dimensions do not change (i.e. the map of 
roads is not altered), which is true for most applications. Therefore we only consider 
changes to the raw data (the positions of the cars in our example). For efficiency 
reasons, the updates of the warehouse should not occur during its normal operation. It 
is common practice [GM95; MQM97] that the warehouse goes off-line in regular 
intervals, when the updates are propagated to it and any required reorganization takes 
place. The off-line period should be minimized; in practice, mainly because of this 
constraint it is impossible to materialize all the possible aggregations [GM99]. 

The naïve updating method is to recalculate the whole aR-tree. The cost of this 
operation is unacceptably high, since it involves a spatial join between the raw data 
and the dimensions. Better performance can be achieved by incrementally updating 
[GMS93] the aR-Tree. The idea is that we keep a record dC of the changes in C. Such 
information is usually available in the log file of the database. In our example, dC 
contains the set of cars that change position. For each of these cars, dC stores a tuple 
containing the car id together with its old and new position. The size of dC is ex-
pected to be smaller than C. The aR-tree can then be updated as follows: For each 
tuple in dC, perform a search in the aR-tree to find the road with the old position of 
the car. Update the aggregated value (in our case decrease the car counter by one) and 
propagate the change to the higher levels of the tree. Then search the aR-tree for the 
road of the new position of the car. Update the aggregation and propagate the 

1 function JGA(X
i
, Q) { 

2 // X
i
 is a pointer to a node of the aR-tree. 

3 // Initially it points to the root 
4 // Q is the set of grouping windows q

1
, ..., q

|Q|
 

5  for every entry x ˛  X
i
 do 

6   Q' := ˘  // Q' is the set of group windows q
i
 that  

7        // partially intersect x 
8   for every grouping window q

i
 ˛  Q do { 

9    if q
i
 contains x then  

10     result
i
 := AG(result

i
, x.agr)  

11     // use the pre-aggregated result 
12     else if q

i
 intersects x then Q' := Q'  ̈q

i
 

13   } // end for 
14   if Q' „ ˘  then { 
15    partial_result[] := JGA(x.ref, Q’)  
16    // visit recursively the subtree 
17    for every q

i
 ˛  Q' do  

18     result
i
 := AG(result

i
, partial_result

i
)  

19   } // end if 
20  } // end for 
21  return result[] 
22 } 

Fig. 7. Query processing for multiple windows 
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changes. We call this algorithm Individual Incremental Update (IIU). Observe that 
the procedure that propagates a change in the leaf nodes to the higher levels of the 
tree, essentially visits the same nodes with the search procedure. The reason we don’t 
update the intermediate levels while searching, is that an object may not belong to any 
leaf node of the tree (e.g., a car may be in a parking lot). This complication, however, 
does not necessarily increase the I/Os. The searching algorithm sends a hint to the 
cache to pin all the pages (i.e. nodes) which are visited. Therefore, these pages are not 
evicted from the cache until search and all necessary updates are complete. In most 
cases the height of the aR-tree does not exceed 4-5 levels, thus no more that 5 pages 
need to be pinned.  

The above algorithm has the following drawback: if k cars enter a road rm, then the 
corresponding entry am in the aR-tree must be accessed k times by following the same 
path in the tree. It is obvious that only one access is needed, given the aggregated 
information for the objects in dC. In order to overcome this problem, we employ an 
algorithm, called Batch Incremental Update (BIU) which is similar to [MQM97]. In a 
pre-processing step, BIU performs a spatial join between dC and the set of roads. The 
result of the join is a relation dF which contains the set of roads that need to change 
their aggregated value, together with the difference of the value. For instance, if 3 cars 
enter the road rm and 5 leave it, there will be a tuple (rm, -2) in dF. Note that during the 
computation of dF, the aR-tree is still on-line. In the second step of the algorithm, the 
aR-tree goes off-line and the update is performed as in IIU, by using the data of dF.  

By implementing an efficient incremental update method, the aR-tree can support a 
wide range of real-time applications. The traffic supervision system for example, can 
be extended to store both spatial and temporal information about each car (i.e. the 
position of every car at different timestamps). Visualization tools use this information 
to create real-time maps about traffic congestion. Clearly, the size of the spatio-
temporal database is even larger than the spatial one; therefore it is impractical to 
answer such queries without pre-aggregated results. As another example, in cellular 
telecommunications it is also important to have real-time summarized information, in 
order to adjust the capacity of each cell in a way that maximizes the utilization of the 
network. 

6   Experiments 

In this section, we evaluate the proposed methods by simulating the scenario of the 
traffic supervision system that was discussed in the previous sections. We employed 
the TIGER/Line 1990 dataset which contains around 130,000 line segments corre-
sponding to roads of California (Figure 8a). Using this map, we generated the 
positions of the cars in the following way: We randomly selected 5,000 seed points 
which were located on roads. For each seed point pi, we generated a cluster whose 
centroid was pi and contained 250 points (i.e. car positions) with Gaussian distri-
bution; therefore the total number of cars was 1,25M. By using this method to 
generate the points we attempted to reflect the fact that cars tend to be clustered 
around areas with dense road network. 

We implemented the aR-tree, by modifying an R*-Tree [BKSS90] implementation. 
We set the page size to 1,024 bytes resulting to a fan-out of 42 for the aR-tree. In our 
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experiments, the aR-tree contained 4 levels. In all experiments, we compared the 
various methods in terms of node accesses. 

First, we evaluated the performance of the aR-tree for single window aggregation 
queries. At a pre-processing step, we populated the aggregated values in the aR-tree 
by joining the roads with the cars datasets. We generated a set of workloads each 
consisting of 200 window queries with the same size. In the first workload every 
window covers 0.0001% of the total space, in the second one 0.001% and so on. The 
distribution of the queries follows the distribution of the roads on the map, thus avoid-
ing meaningless queries that fall into empty areas (e.g., the sea). Figure 8b depicts an 
example workload where the size of each query is set to 1% of the total space. 

We employed the Single_Aggregation algorithm of Figure 6 for querying the aR-
tree and we compared it against two alternatives: (i) querying the raw data: We 
executed the queries by performing a select-and-join operation on the roads and the 
cars datasets, using the algorithm of Brinkhoff et.al. [BKS93] (both datasets are 
indexed by R*-Trees). (ii) querying an R-tree-indexed fact table: Recall that the fact 
table F contains tuples of the form (MBRroad, agr_value). We processed the query by 
performing a window search on RR (the roads R-Tree) and then reading the aggregated 
values from F for the qualifying tuples. The results are summarized in Figure 9, 
where we draw the average number of node accesses for the 200 queries of each 
workload. For small windows (less than 0.01% of the total space) the aR-tree doesn’t 
provide any benefit compared to the indexed fact table approach. The reason is that 
since the queries are small, they do not contain intermediate entries of the aR-tree; 
therefore, the Single_Aggregation algorithm has to access the leaf nodes and the aR-
tree behaves as a spatial index. For larger windows, however, the aR-tree performs 
considerably better; for windows covering 10% of the space, the fact-table approach 
is an order of magnitude worse. 

The cost of accessing the raw data is much higher in all cases and the difference 
from the other methods increases for larger windows. An interesting observation is 
that the cost for both the raw-data and the fact-table method, increases monotonically 
with the window size; a larger window covers more roads and both of these methods 
always need to access the roads inside the query window. The aR-tree, however, stops 
searching when an intermediate node is contained in the query window. By increasing 

  
(a) Road segments of California (b) A workload of 200 queries 

 
Fig. 8. Dataset and query set visualization 
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the window size, more intermediate nodes satisfy this requirement, therefore the 
number of node accesses increases at a slower rate. Beyond a threshold size (i.e. 10% 
of the space) we observe that the number of node accesses starts to decrease. In the 
extreme case that the window covers the whole space, only one access is required, 
since all the objects are covered by the entries of the root.  

The afore-mentioned methods compute the exact number of cars in a query 
window. This means that if the query partially intersects the MBR of a road segment, 
the fact-table and the aR-tree approach, need to access the base relations in order to 
determine how many cars are in the part of the road inside the window. We do this for 
fairness of comparison, since the raw-data method computes the exact values by 
default. In a real environment, however, the interpretation of a window query may 
vary. A user may be interested just in cars which belong to roads that are intersected 
by a query window (the cars themselves may be outside), or only in the roads that are 
totally covered by the window. In these cases, all the information is already 
summarized. Furthermore, a simple estimation for the marginal road segments (using 
their overlap with the query window) may be sufficient for many applications. Figure 
9 includes the cost of computing an estimated answer using the aR-tree. The trend is 
the same as for computing the exact answer; however the actual cost is always lower 
due to not accessing the base relations.   

In the next set of experiments we tested the performance of the aR-tree for 
multiple-window aggregation queries. We compared four methods: (i) aR-Tree (JGA) 
is the algorithm of Figure 7, which utilizes the aR-tree structure. (ii) aR-tree (single 
queries): We modeled a multiple-window aggregation as a set of single-window 
queries and used the Single_Aggregation algorithm of Figure 6. (iii) Fact-table (join): 
In this method, only the indexed fact table F is materialized and we perform a spatial 
join between F using its spatial index RR and the set of query windows, which fits in 
memory. (iv) Fact-table (single queries): Again, the multiple-window aggregation is 
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Fig. 9. Single window aggregation queries 
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modeled as a set of single-window aggregations which run against the indexed fact 
table. We do not present any results for a raw-data approach because the cost is much 
higher than the other methods. 

The set of query windows was generated as follows: Each query consists of n· n 
tiles which represent query windows and is placed randomly on the map. Each tile 
covers 1% of the total space. We varied n from 1 to 5, thus covering 1% to 25% of the 
total space. Like the previous experiment, workloads of 200 multiple queries were 
generated and we calculated the average query cost in terms of nodes accessed. The 
results are presented in Figure 10a. As expected, the fact-table-based approaches are 
outperformed by the aR-tree methods, since the former ones always access data at the 
finest granularity (i.e. roads). Notice that JGA algorithm outperforms the naïve 
method of executing many single queries and the gap between these methods 
increases with the number of windows. This happens because as the number of 
windows increases, there is a higher chance that two or more of them intersect the 
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Fig. 10. Multiple window aggregation queries 
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same entries of the aR-tree. JGA takes advantage of this fact, by visiting the corre-
sponding nodes only once for all windows; therefore it saves many node accesses. 

In Figure 10b, we consider the case that the union of all query windows covers the 
entire space. We divided the workspace in 2· 2, 4· 4 and 8· 8 regions and we run the 
same algorithms. The trend for the aR-tree based techniques is similar to the previous 
diagram. The fact-table approaches were around one order of magnitude worse. The 
cost for the fact-table-join method was constant for any number of partitions, since 
the algorithm essentially visits the entries for all roads. This behavior corresponds to 
the worst case of the JGA algorithm, i.e. there is a large number of very small query 
windows which cover the entire space. In the same way, the fact-table-single-queries 
method, corresponds to the worst case of the aR-tree-single-queries algorithm. 

The last set of experiments focuses on the update methods for the aR-tree. In order 
to generate some realistic movement of cars, we used the GSTD utility [TSN99]. 
GSTD is a data generator available on the web, which is used for creating spatio-
temporal data under various distributions. The output of the program is the dC file 
which contains the ids of the cars that have moved and their old and new position. 
Agility is the number of moving cars over their total number.  Note that the total 
number of cars on all roads is not preserved after an update as new cars may enter or 
exit the road network. Figure 11 compares Individual Incremental Update (IIU) with 
Batch Incremental Update (BIU) as a function of the object agility. The measurement 
only considers the node accesses that happen when the aR-tree is off-line; therefore, 
the node accesses for the pre-processing step of BIU are not counted. BIU is more 
than 2 orders of magnitude better than IIU; this fact justifies the suitability of BIU for 
real-time applications. We do not present the results for re-building the aR-tree from 
scratch, since it is much worse than both incremental methods. 
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Fig. 11. Update algorithms for the aR-tree 
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7   Conclusions 

In this paper we dealt with the problem of providing OLAP operations in spatial data 
warehouses. Such warehouses should support spatial dimensions, i.e. allow the user to 
execute aggregation queries in groups, based on the position of objects in space. 
Although there exist well-known pre-aggregation techniques for non-spatial ware-
houses, which aim to accelerate such queries, they cannot be applied in the spatial 
case because the groupings and the hierarchies among them are unknown at the 
design time. Such problems arise in many real-life applications. Throughout the paper 
we presented an example of a traffic supervision system; other applications include 
decision support systems for cellular networks, weather forecasting, etc. 

Motivated by this fact, we propose a data structure, named aR-tree, which 
combines a spatial index with the materialization technique. The aR-tree is an R-Tree 
which stores for each MBR, the value of the aggregation function for all objects that 
are enclosed by it. Therefore, an aggregation query does not need to access all the 
enclosed objects, since part of the answer is found in the intermediate nodes of the 
tree. The aR-tree also defines an ad-hoc hierarchy of the objects, which allows us to 
construct a hierarchy-lattice and take advantage of the extensive work that has been 
done on the lattice framework (e.g. supporting non-spatial dimension, view selection, 
etc). We have demonstrated the applicability of the aR-tree through a set of initial 
experiments that attempt to simulate real life situations.    

Currently, we are working towards extending our structure for spatio-temporal 
applications. In such applications, we need to perform aggregations on both the 
spatial and temporal dimensions, as well as their combination. Therefore, it is neces-
sary to keep information about the history of the objects. The temporal dimension also 
complicates the semantics of the aggregation queries, since some distributive func-
tions (e.g. COUNT) behave as holistic ones, unless some additional information is 
stored. Nevertheless spatio-temporal OLAP is a very promising area both from the 
theoretical and practical point of view.  

In terms of applications it will enable analysts to identify certain motion and traffic 
patterns which cannot be easily found by using the raw data. Furthermore, although 
the datasets may have high agility, the summarized information may not change 
significantly. For instance, although there exist numerous moving cars (or mobile 
phone users) in urban areas during peak hours, the summarized data may remain con-
stant for long intervals as the number of cars entering is similar to that exiting the 
area. Given the fact, that in these applications summarized information is more 
important than the actual data, we believe that efficient multi-version extensions of 
the aR-tree (or similar structures) are more crucial than typical spatio-temporal access 
methods. 
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Abstract. Data warehouses are becoming increasingly popular in the spatial do-
main, where they are used to analyze large amounts of spatial information for
decision-making purposes. The data warehouse must provide very fast response
times if popular analysis tools such as On-Line Analytical Processing [2](OLAP)
are to be applied successfully. In order for the data analysis to have an adequate
performance, pre-aggregation, i.e., pre-computation of partial query answers, is
used to speed up query processing. Normally, the data structures in the data ware-
house have to be very "well-behaved" in order for pre-aggregation to be feasible.
However, this is not the case in many spatial applications.
In this paper, we analyze the properties of topological relationships between 2D
spatial objects with respect to pre-aggregation and show why traditional pre-
aggregation techniques do not work in this setting. We then use this knowledge to
significantly extend previous work on pre-aggregation for irregular data structures
to also cover special spatial issues such as partially overlapping areas.

1 Introduction

A data warehouse (DW) is a large repository that integrates data from several sources
and organizes it specifically for analytical purposes. DW technology is now increasingly
being used in the spatial domain [1].

Data warehouses typically employ a multidimensional view of data. Multidimen-
sional models typically categorize data as either measurable business facts (measures),
which are numerical in nature, or dimensions, which are mostly textual and characterize
the facts. For example, in a retail business, products are sold to customers at certain
times in certain amounts at certain prices. A typical fact would be a purchase. Typical
measures would be the amount and price of the purchase. Typical dimensions would
be the location of the purchase, the type of product being purchased, and the time of
the purchase. A prototypical query applies an aggregate function, such as SUM, to the
facts characterized by specific values from the dimensions, e.g., to get the total sales by
product type and state.

Pre-aggregation, the prior materialization of aggregate queries for later use, is an
essential technique for ensuring adequate response time during data analysis [6,7,10].
Pre-aggregation is now available in the leading commercial DBMSes [27]. Full pre-
aggregation, where all combinations of aggregates are materialized, is infeasible, as it
typically causes a blowup, known as data explosion, in storage requirements of 200–500
times the size of the raw data [15,24]. Instead, modern DW systems adopt the practical

C.S. Jensen et al. (Eds.): SSTD 2001, LNCS 2121, pp. 460–478, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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pre-aggregation approach of materializing only select combinations of aggregates and
then re-use these for efficiently computing other aggregates. The premise underlying
the practical applicability of spatial pre-aggregation is that lower-level aggregates can
be re-used to compute higher-level aggregates, known as summarizability [13,20,22].
However, in spatial data warehouses, and other types of complex data warehouses,
practical pre-aggregation can often not be applied as the data structures are irregular,
meaning that the summarizability requirement is not met.

The contribution of this paper is two-fold. First, we analyze the properties of topolog-
ical relationships between 2D spatial objects with respect to pre-aggregation and show
why traditional pre-aggregation techniques do not work in this setting. Second, we use
this knowledge to significantly extend previous work on pre-aggregation for irregular
data structures [18,19,21] to also cover special spatial issues such as partially overlap-
ping areas. We believe this paper to be the first to consider pre-aggregation in spatial
data warehouses. Specifically, we believe this paper to be the first to present techniques
that allow the use of practical pre-aggregation in spatial data warehouses.

Previous work on spatial warehouses deals with either specific systems, rules, or
algorithms to extract knowledge from large spatial databases or repositories. The pa-
pers [8,9] describe the GeoMiner spatial data mining system prototype that constructs
spatial data warehouses to facilitate on-line spatial data analysis and spatial data min-
ing. GeoMiner performs mining by characterizing, comparing, and associating data.
Applying the proposed pre-aggregation method to spatial data is a straightforward and
natural solution towards better performance for such systems. The work in [28,23,4]
describe specific algorithms to discover spatial knowledge from large geographic data
sets. They can also be applied to pre-aggregated spatial data sets for faster results. Exist-
ing Geographical Information Systems (GIS) can answer some of the same queries as a
spatial data warehouse. However, current commercial GISes such as ArcInfo, MapInfo,
and Oracle Spatial Data Option, all compute query results directly from the base data,
employing no pre-aggregation techniques. Thus, the pre-aggregation based approach
described in this paper will be much faster for large volumes of data.

The remainder of the paper is structured as follows. Section 2 describes a real-world
case study of a spatial DW. Section 3 analyzes the topological relationships of spatial
objects w.r.t. pre-aggregation. Section 4 presents a formal multidimensional data model
and uses it to formalize the properties underlying summarizability. Section 5 describes
the technique that enables practical pre-aggregation in spatial DWs. Section 6 concludes
the paper and point to future work.

2 Spatial Data Warehouse Case Study

The case study concerns the configurations of geographic regions (areas) of a constitution
(such as the Danish Constitution) as well as the vegetation of its parts. The goal of the
DW is to analyze properties of the regions at an aggregated level, e.g., to ask questions
such as “how much forest is there in North Jutland.” The focus is on aggregate answers
about the regions rather than on the individual regions themselves.

Figure 1 illustrates the aforementioned scenario. We use the SpatioTemporal Entity
Relationship (STER) model [25]; however, any other model with spatial support would
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Fig. 1. Schema of the Location Hierarchy

do for this purpose. The "R" in the lower right corner of an entity indicates that the
entity is spatial, i.e., has a position in space, and the geometric type of the position
is REGION. The "consists of " relationship has the semantics of a spatial “part-of”
relationship [11] indicating that the higher-order spatial object consists of spatial parts.
It is used to indicate spatial hierarchies in ER schemata. The "land cover" indicates the
type of vegetation of the region. It is a spatial attribute and its value depends on specific
positions in space [11]. The "R" indicates the regions capturing the different types of
land cover [26].

In Figure 2 is given a spatial “location” hierarchy that classifies the elements of
the Danish Constitution, i.e., countries, counties, and municipalities. This data can be
expressed in the model in Figure 1. Note that Greenland and the Faroe Islands have no
counties, and that only some parts of Denmark are divided into counties.

The “land cover” classification is expressed by the hierarchy seen in Figure 3. We
have two levels, the precise land cover, e.g., wood and forest, and more general cover
types, e.g., woodland. Note that the “bare ground” cover type is not further subdivided,
i.e., the hierarchy is non-balanced.

The actual areas that we wish to consider are seen in Figure 4. For these areas, we
capture size, land cover, and location which are given by Table 1. The intention is to
aggregate the size over location and/or land cover. Note that some of the areas overlap,
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Fig. 2. Instances of the Location Hierarchy
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Fig. 3. Instances of the Land Cover Hierarchy
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Fig. 4. Areas

Table 1. Data For The Case Study

Area Size Land Cover Location
C 14 wood Skagen
D 20 forest Aalborg
E 1 crops Aalborg
F 5 bush Aalborg
G 4 grass Aalborg
H 14 bare ground Copenhagen (CPH)
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namely C overlaps D and F overlaps G. This means that the land cover in the intersection
of two areas will have two types.

3 Aggregating over Spatial Relationships

We now proceed to describe the properties of aggregation over spatial relationships.
We consider the 2-dimensional case where the spatial objects are embedded in R2. The
technique can also be extended to 3D space if this is required, but this of course adds
some complexity to the solution due to the increased complexity of spatial relationships
in 3D versus 2D. We note that the presented technique is independent of the choice
of representation of spatial objects such as areas, i.e., polygons versus more complex
representations. However, the pre-processing step described later is more efficient for the
simpler polygon representation. Also, polygons will likely suffice for our “large-scale
analysis” scenario.

Aggregation is the function of summarizing properties of the data over particular
dimensions, such as time and/or geographic location, and applying one or more ag-
gregation functions to the raw (input) data, thus creating aggregate (derived) data. In
order for pre-aggregation to be correct it is important that the aggregate computations
are distributive, i.e., we get the same result if we aggregate all the way in one step or in
several steps, known as summarizability [13,20,22]. Otherwise, we clearly cannot re-use
pre-computed lower-level aggregates to compute higher-level aggregates.

In spatial DWs, the fact data is spatial objects such as the areas in the case study
and their associated properties such as the size. Aggregation over spatial DWs refers to
computing the aggregated values of the properties on the union of the areas aggregated
over, e.g., computing the total size of a union of a number of areas.

We assume a set of spatial objects, denoted by O. We also assume that the standard,
set-oriented spatial operations can be performed on the spatial objects, more specifically
the operators spatial union (∪S), spatial intersection (∩S), and spatial difference (\S).
We now proceed to formally define the issues related to pre-aggregation over spatial
relationships.

Definition 1. A spatial property with domain T is a function g : O 7→ T , i.e., a function
that takes a spatial object as argument and return a value of type T .

Example 1. In the case study, we have the spatial property Size with domain <+, the
non-negative real numbers.

Definition 2. An aggregation function over the domain T is a binary function f : T ×
T 7→ T

Example 2. The function SUM(x, y) = x + y is an aggregation function over the
domain <+.

Definition 3. Given a spatial property g : O 7→ T and an aggregation function f :
T × T 7→ T , we say that g is a distributive spatial property over f if the following
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holds: g(O1 ∪S O2) = f(g(O1), g(O2)), i.e., if the value of the property g for the
spatial union of the two objects O1 and O2 can be computed by using f on the values
of g on O1 and O2. Additionally, we say that g is a disjoint distributive spatial property
over f if the following holds:O1 ∩S O2 = ∅ ⇒ g(O1 ∪S O2) = f(g(O1), g(O2)), i.e.,
if the value of the property g for the spatial union of the two objects O1 and O2 can be
computed by using f on the values of g on O1 and O2 when O1 and O2 are disjoint.

Example 3. The Size property is disjoint distributive over SUM, but is not distributive
over SUM as the size of the spatial union is not necessarily the sum of the individual
areas due to possible overlaps of the areas.

For traditional practical pre-aggregation techniques to work, the spatial properties
must always be distributive over some aggregation function. To be concrete, let us
consider the standard SQL aggregation functions, SUM, COUNT, AVG, MAX, and
MIN. Of these, COUNT and AVG are not distributive, e.g., the average of the averages
is not the same as the total average. Thus, they cannot be used in connection with pre-
aggregation. Instead, they must be computed as the SUM of the initial counts, and the
SUM of the values divided by the SUM of the counts, respectively. MIN and MAX do not
have a problem with (partially) overlapping data, so we only need to consider the SUM
function which is the general case of the “+” operator. As noted above, the Size property,
and almost all other spatial properties, are disjoint distributive over some aggregation
function, e.g., the SUM function. Thus, we assume that the spatial properties in the
DW must be disjoint distributive over some aggregation function. On the contrary, only
very few spatial properties, such as the maximum height in the areas, are distributive
in the non-disjoint case, so the technique proposed in this paper makes practical pre-
aggregation applicable in far more cases the traditionally.

We now show by counter-example, using the Size property, why the non-disjoint
distributiveness of spatial properties does not always hold when aggregating over spatial
relationships. We know from previous work [3] that eight (8) topological relationships
can be realized for two disks that are embedded in R2. Figure 5 shows the 8 topological
relationships between two spatial objects A and B, their spatial union, and the disjoint
parts of the two, where AB denote A ∩S B, A′ denote A \S B, and B′ denote B \S A.

We clearly see that the size of the spatial union is not always equal to the sum of
the sizes of the individual areas, due to overlap. However, the size of the spatial union
is always equal to the sum of the sizes of the disjoint parts.

Let us formalize this property. Let f be an aggregation function for the domain T and
g a spatial property that is disjoint distributive over f , but not distributive over f , e.g.,
the Size property over SUM. We now check whether the following two properties hold:
1) g(A∪S B) = f(g(A),g(B)), i.e., if the value of g on the spatial union can be computed
directly from the values of g on A and B; and 2) g(A ∪S B) = f(g(A \S B),g(B \S
A),g(A∩S B)), i.e., if the value of g on the spatial union can be computed directly from
the values of g on the disjoint parts. The result of analyzing these properties for the eight
topological relationships in Figure 5 is given in Table 2 (note the slight, unproblematic,
abuse of notation by using f on 3 values instead of 2).

The truth values can be derived directly from the fact that g is disjoint distributive
over f , but not distributive over f . From the right column in Table 2 we can conclude
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Fig. 5. The Eight Cases of Topological Relationships

Table 2. Analysis of Correct Aggregation

Case g(A ∪S B) = f(g(A),g(B)) g(A ∪S B) = f(g(A \S B),g(B \S A),g(A ∩S B))
disjoint(A,B) yes yes
contains(A,B) no yes
inside(A,B) no yes
equal(A,B) no yes
meet(A,B) yes yes

covers(A,B) no yes
coveredBy(A,B) no yes

overlap(A,B) no yes



Pre-aggregation in Spatial Data Warehouses 467

that we can use practical pre-aggregation for spatial properties as long as we only store
and compute on properties for the disjoint parts. The process of obtaining the disjoint
parts from the general spatial objects is described in Section 5.1. However, before we can
proceed to this, we need some formal definitions of the notions of dimensions, dimension
hierarchies, and the properties of these related to summarizability.

4 Method Context

This section defines the aspects of a multidimensional data model that are necessary to
define the techniques that enable practical pre-aggregation in applications as the one just
described. The full model is described elsewhere [17,20]. Next, the data model context
is exploited for defining properties of hierarchies relevant to the techniques.

The particular data model has been chosen over other multidimensional data models
because it quite naturally captures the data described in the case study and because it
includes explicit concepts of dimensions and dimension hierarchies, which is very im-
portant for clearly presenting the techniques. However, the techniques are also applicable
to other multidimensional or statistical data models.

4.1 A Concrete Data Model Context

For each part of the model, we define the intension and the extension, and we give an
illustrating example.

An n-dimensional fact schema is a two-tuple S = (F ,D), where F is a fact type
and D = {Ti, i = 1, .., n} is its corresponding dimension types.

Example 4. In the case study from Section 2, Area is the fact type, and Land Cover,
Location, and Size are the dimension types. The intuition is that everything that charac-
terizes the fact type is considered to be dimensional.

A dimension type T is a four-tuple (C,≤T ,>T ,⊥T ), where C = {Cj , j = 1, .., k}
are the category types of T , ≤T is a partial order on the Cj’s, with >T ∈ C and ⊥T ∈ C
being the top and bottom element of the ordering, respectively. Thus, the category types
form a lattice. The intuition is that one category type is “greater than” another category
type if members of the former’s extension logically contain members of the latter’s
extension, i.e., they have a larger value size. The top element of the ordering corresponds
to the largest possible value size, that is, there is only one value in it’s extension, logically
containing all other values.

We say that Cj is a category type of T , written Cj ∈ T , if Cj ∈ C.

Example 5. Municipalities are contained in counties which are contained in countries.
Countries are contained in a constitution. Thus, the Location dimension type has the
following order on its category types: ⊥Location = Municipality < County < Country
< Constitution <>Location . Other examples of category types are Cover Group, Cover
Type, and Size. Figure 6, to be discussed in detail later, illustrates the dimension types
of the case study.
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A category Cj of type Cj is a set of dimension values e. A dimension D of type
T = ({Cj},≤T ,>T ,⊥T ) is a two-tuple D = (C,≤), where C = {Cj} is a set of
categories Cj such that Type(Cj) = Cj and ≤ is a partial order on ∪jCj , the union of
all dimension values in the individual categories. We assume a function Anc : C 7→ 2C

that gives the set of immediate ancestors of a category Cj . Similarly, we a assume a
function Desc : C 7→ 2C that gives the set of immediate descendants of a category
Cj . For both Anc and Desc, we “count” from the category >T (of type >T ), so that
category >T is the ultimate ancestor and category ⊥T (of type ⊥T ) is the ultimate
descendant. The definition of the partial order is: given two values e1, e2 then e1 ≤ e2
if e1 is logically contained in e2. We say that Cj is a category of D, written Cj ∈ D,
if Cj ∈ C. For a dimension value e, we say that e is a dimension value of D, written
e ∈ D, if e ∈ ∪jCj . The category of type ⊥T in dimension of type T contains the
values with the smallest value size. The category with the largest value size, with type
>T , contains exactly one value, denoted >. For all values e of the dimensionD, e ≤ >.
Value > is similar to the ALL construct of Gray et al. [5]. When the context is clear, we
refer to a category of type >T as a > category, not to be confused with the > dimension
value.

Example 6. In our Location dimension we have the following categories, named by
their type. The values of the categories are specified by Figure 2. Municipality = {“Fre-
deriksberg”, ”Copenhagen”, ”Aalborg”, ”Skagen”, ”Illulisat”, ”Nuuk”, ”Thorshavn”,
”Klaksvik”}, County = {“North Jutland”}, Country = {“Denmark”,”Faroe Islands”,
”Greenland”}, Constitution = {“Danish Kingdom”}, and >Location = {>}. We have
that Anc(Municipality) = {County,Country}. The partial order ≤ on the dimension
values is given by the edges in Figure 2. Additionally, the top value > is greater than,
i.e., logically contains, all the other location values.

Let F be a set of facts, and D = (C = {Cj},≤) a dimension. A fact-dimension
relation between F and D is a set R = {(f, e)}, where f ∈ F and e ∈ ∪jCj . Thus
R links facts to dimension values. We say that fact f is characterized by dimension
value e, written f ; e, if ∃e1 ∈ D ((f, e1) ∈ R ∧ e1 ≤ e). We require that ∀f ∈
F (∃e ∈ ∪jCj ((f, e) ∈ R)); thus, all fact maps to at least one dimension value in
every dimension. The > value is used to represent an unknown or missing value, as >
logically contains all dimension values, and so a fact f is mapped to > if it cannot be
characterized within the particular dimension.

Example 7. The fact-dimension relation RLandCover links Area facts to Land Cover
dimension values as given by the Area table from the case study. Note that facts may be
related to values in higher-level categories. We do not require that e belongs to ⊥Area.
For example, the fact “H” is related directly to the cover type “Bare ground”, which
belongs to the Cover Type category. This feature will be used later to explicitly capture
the different granularities in the data. If no land cover was known for a fact f , we would
have added the pair (f,) to RLandCover.

A multidimensional object (MO) is a four-tuple M = (S, F,D,R), where S =
(F ,D = {Ti}) is the fact schema, F = {f} is a set of facts f where Type(f) = F ,
D = {Di, i = 1, .., n} is a set of dimensions where Type(Di) = Ti, and R = {Ri, i =
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Fig. 6. Schema of the Case Study

1, .., n} is a set of fact-dimension relations, such that ∀i((f, e) ∈ Ri ⇒ f ∈ F ∧∃Cj ∈
Di(e ∈ Cj)).

Example 8. For the case study, we get a three-dimensional MO M = (S, F,D,R),
where S = (Area, {Land Cover, Size, Location}) and F = {“C”, “D”, “E”, “F”, “G”,
“H”}. The Land Cover dimension has the categories Cover Type (= ⊥LandCover ), Cover
Group, and >LandCover . The values of the categories and the partial order between then
are seen in Figure 2. Additionally, the only value in the >LandCover category is >, which
logically contains all the other values in the Land Cover dimension. The Size dimension
is simple, i.e., it just has a Size category (= ⊥Size ) and a > category. We will refer to
this MO as the “Area” MO. A graphical illustration of the schema of the “Area” MO is
seen in Figure 6. Because some municipalities map directly to countries, Country is an
immediate ancestor of Municipality.

The facts in an MO are objects with value-independent identity. We can test facts
for equality, but do not assume an ordering on the facts. The combination of dimensions
values that characterize the facts of a fact set is not a “key” for the fact set. Thus, several
facts may be characterized by the same combination of dimension values. But, the facts
of an MO is a set, so an MO does not have duplicate facts. The model formally defines
quite general concepts of dimensions and dimension hierarchies, which is ideal for the
presentation of our techniques. The presented techniques are not limited by the choice
of data model.

4.2 Hierarchy Properties

In this section important properties of MOs that relate to the use of pre-computed aggre-
gates are defined. The properties will be used in the following sections to state exactly
what problems the proposed algorithms solve. The first important concept is summariz-
ability, which intuitively means that higher-level aggregates may be obtained directly
from lower-level aggregates.
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Definition 4. Given a type T , a set S = {Sj , j = 1, .., k}, where Sj ∈ 2T , and a
function g : 2T 7→ T , we say that g is summarizable for S if g({{g(S1), .., g(Sk)}}) =
g(S1 ∪ .. ∪ Sk). The argument on the left-hand side of the equation is a multiset, i.e.,
the same value may occur multiple times.

Summarizability is important as it is a condition for the flexible use of pre-computed
aggregates. Without summarizability, lower-level results generally cannot be directly
combined into higher-level results. This means that we cannot choose to pre-compute
only a relevant selection of the possible aggregates and then use these to (efficiently)
compute higher-level aggregates on-the-fly. Instead, we have to pre-compute the all the
aggregate results of queries that we need fast answers to, while other aggregates must
be computed from the base data. Space and time constraints can be prohibitive for pre-
computing all results, while computing aggregates from base data is often inefficient.

It has been shown that summarizability is equivalent to the aggregate function (g)
being distributive, all paths being strict, and the mappings between dimension values
in the hierarchies being covering and onto [13]. These concepts are formally defined
below. The definitions assume a dimensionD = (C,≤) and an MOM = (S, F,D,R).

Definition 5. Given two categories, C1, C2 such that C2 ∈ Anc(C1), we say that the
mapping fromC1 toC2 is onto iff ∀e2 ∈ C2(∃e1 ∈ C1 (e1 ≤ e2)). Otherwise, it is into.
If all mappings in a dimension are onto, we say that the dimension hierarchy is onto.

Mappings that are into typically occur when the dimension hierarchy has varying
height. In the case study, there is no Cover Type for bare ground, meaning that some
parts of the hierarchy have height 1, while most have height 2. It is thus not possible
to use aggregates at the Cover Type level for computing aggregates at the higher levels.
Mappings that are into also occur often in organization hierarchies.

Definition 6. Given three categories, C1, C2, and C3 such that Type(C1) < Type(C2)
< Type(C3), we say that the mapping from C2 to C3 is covering with respect to C1 iff
∀e1 ∈ C1 (∀e3 ∈ C3 (e1 ≤ e3 ⇒ ∃e2 ∈ C2 (e1 ≤ e2 ∧ e2 ≤ e3))). Otherwise, it is
non-covering with respect to C1. If all mappings in a dimension are covering w.r.t. any
category, we say that the dimension hierarchy is covering.

Non-covering mappings occur when some of the links between dimension values
skip one or more levels and map directly to a value located higher up in the hierarchy.
In the case study, this happens for, e.g., the “Frederiksberg” municipality, which maps
directly to “Denmark” (Frederiksberg is not part of any county). Thus, we cannot use
aggregates at the County level for computing aggregates at the Country level.

Definition 7. Given an MO M = (S, F,D,R), and two categories C1 and C2 that
belong to the same dimension Di ∈ D such that Type(C1) < Type(C2), we say
that the mapping from C1 to C2 is covering with respect to F , the set of facts, iff
∀f ∈ F (∀e2 ∈ C2 (f ;i e2 ⇒ ∃e1 ∈ C1 (f ;i e1 ∧ e1 ≤i e2))).

This case is similar to the one above, but now it is the mappings between facts and
dimension values that may skip one or more levels and map facts directly to dimension
values in categories above the bottom level. In the case study, the areas can map to land
cover values anywhere in the Land Cover dimension, not just to Cover Type. This means
that we cannot use aggregates at the Cover Type level for computing aggregates higher
up in the hierarchy, since data for some facts will then be missing.
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Definition 8. Given two categories, C1 and C2 such that C2 ∈ Anc(C1), we say that
the mapping from C1 to C2 is strict iff ∀e1 ∈ C1 (∀e2, e3 ∈ C2 (e1 ≤ e2 ∧ e1 ≤
e3 ⇒ e2 = e3)). Otherwise, it is non-strict. The hierarchy in dimension D is strict if
all mappings in it are strict; otherwise, it is non-strict. Given an MO M = (S, F,D,R)
and a categoryCj in some dimensionDi ∈ D, we say that there is a strict path from the
set of facts F to Cj iff ∀f ∈ F (f ;i e1 ∧ f ;i e2 ∧ e1 ∈ Cj ∧ e2 ∈ Cj ⇒ e1 = e2).
(Note that the paths to the >T categories are always strict.) The hierarchy in dimension
D is said to be aggregation strict if the following hold: if a mapping from a category C
to a category P , both in D, is non-strict, then Anc(P ) = ∅, i.e., P has no parents in the
hierarchy.

Non-strict hierarchies occur when a dimension value has multiple parents. Recall
that one area may have more than one type of Land Cover. We extend the Land Cover
dimension with areas as the new bottom category and let the partial order on the new set
of dimension values be the old partial order extended with the fact-dimension relations
between Area and Land Cover, i.e., we view the facts together with the Land Cover
dimension as one dimension hierarchy. A graphical illustration of this hierarchy is seen
to the left in Figure 10 (to be explained in detail later). This new hierarchy is non-
strict because the values in the Area category (bottom) may have several parents in
the Cover Type category. This means that we cannot use aggregates at the Cover Type
level to compute aggregates at the Cover Group level, since data for, e.g., the “CD”
area would then be counted twice. Hierarchies that are aggregation strict allow practical
pre-aggregation to be applied because the values in the parent category has no parents
themselves. This means that double-counting of data will not occur, since the values in
the parent categories containing possibly overlapping data will not be added together.

Definition 9. If the dimension hierarchy for a dimensionD is onto, covering, and aggre-
gation strict, we say that D is normalized. Otherwise, it is non-normalized. For an MO
M = (S, D, F,R), if all dimensions Di ∈ D are normalized and ∀Ri ∈ R ((f, e) ∈
Ri ⇒ e ∈ ⊥D) (, i.e., all facts map to dimension values in the bottom category), we say
that M is normalized. Otherwise, it is non-normalized.

For normalized hierarchies and MOs, all mappings are summarizable, meaning that
we can pre-aggregate values at any combination of dimension levels and safely re-use
the pre-aggregated values to compute higher-level aggregate results. Thus, we want to
normalize the dimension hierarchies and MOs for which we want to apply practical
pre-aggregation.

5 Enabling Spatial Pre-aggregation

We now proceed to describe how the normalization of the dimension hierarchies and
MOs used for aggregation is achieved. The normalization process that enables spatial
pre-aggregation is a five-step process, out-lined in the pseudo-code below.

1) Compute disjoint parts of fact areas
2) Map new (disjoint) fact areas to dimension values
3) Make the dimension hierarchies covering
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4) Make the dimension hierarchies onto
5) Make the dimension hierarchies aggregation strict

Step 1) and 2) is the realization of the knowledge we gained in Section 3, namely
that we would always get correct results if we only aggregated over the values of the
disjoint parts of the fact areas. Step 3), 4), and 5) correspond to the standard (non-spatial)
method described in [18]. The details of step 1)–5) are described below.

5.1 Pre-processing

The first step in the normalization process is to compute the disjoint parts of the fact areas,
sometimes referred to as the regions of a set of spatial objects. This can be done using
standard algorithms from computational geometry such as the algorithm “Intersection
of Convex Polygons” [16]. This process is illustrated graphically in Figure 7, where A′

denotes A \S B, B′ denotes B \S A, and AB denotes A ∩S B.

BA A' B'AB

Fig. 7. Computing the Disjoint Parts

Example 9. The result of computing the disjoint parts of the areas C,D,E, F,G andH
in Figure 4 is the following parts: C ′ = C \S D, CD = C ∩S D, D′ = D \S C, E,
G′ = G \S F , F ′ = F \S G, FG = F ∩S G, and H .

The second step is to map the new, disjoint fact areas to the corresponding dimen-
sion values in all dimensions. This may entail some computation, e.g., to compute the
properties of the new, smaller fact areas.

Example 10. A graphical illustration of the mapping of the new fact areas to the Land
Cover dimension is seen to the left in Figure 10. The mapping to the Location dimension
is inherited from the previous (larger) facts, while the mapping to the Size dimension is
based on the size of the new, smaller areas.

5.2 Hierarchy Transformations

We now proceed to describe the transformations of the dimension hierarchies. We only
give a brief introduction to the workings of each transformation algorithms, for details
about the algorithms and their properties, we refer to previous work [18]. The transfor-
mations have to be made in the order, covering, onto, and strict [18].
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Fig. 8. Location Hierarchy After Covering Transformation

Non-covering Hierarchies. The third step renders all mappings in a dimension hierarchy
covering w.r.t. any category. When a dimension value is mapped directly to another value
in a category higher than the one immediately above it in the hierarchy, a new intermediate
value is inserted into the category immediately above, and the two original dimension
values are linked to this new value, rather than to each other.

Example 11. The result of making the Location hierarchy covering is seen in Figure 8.
To make up for the missing counties, special “placeholder” counties representing the
whole of Copenhagen, Greenland, andThe Faroe Islands, respectively, have been inserted
into the County level. This enables pre-computed aggregates to be stored at any level,
including the County level, and re-used for computing higher-level aggregate results.

Non-onto Hierarchies. The fourth step renders all mappings in hierarchies onto, i.e., all
dimension values in non-bottom categories have children. This is ensured by inserting
placeholder values in lower categories to represent the childless values. These new
values are marked with the original values, making it possible to map facts to the new
placeholder values instead of to the original values. This makes it possible to only map
facts to the bottom category.

Example 12. The result of making the Land Cover hierarchy onto is seen in Figure 9.
A “placeholder” value for the “bare ground” cover type, “LC-bare ground” has been
inserted in the Land Cover level. This enables pre-computed aggregates to be stored at
the Land Cover level and re-used for computing results at the Cover Type and > (ALL)
levels.

Non-strict Hierarchies. The fifth and final step renders mappings in hierarchies aggre-
gation strict, meaning that problems of “double-counting” will not occur. Non-strict
hierarchies occur when one dimension value has several parent values.

The basic idea is to “fuse” a set of parent values into one “fused” value, then link the
child value to this new value instead. The fused values are inserted into a new category
in-between the child and parent categories. Data for the new fused category may safely
be re-used for computation of higher-level aggregate results, as the hierarchy leading
up to the new category is strict. The fused value is also linked to the relevant parent
values. This mapping is by nature non-strict, but this non-strictness is not a problem, as
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Fig. 9. Land Cover Hierarchy After Onto Transformation

we prevent aggregate results for the parent category from being re-used higher up in the
hierarchy. This is done by “unlinking” the parent category from its ancestor categories.
The categories higher up are instead reached through the fused category. This means
that we can still get results for any original category, while being able to apply practical
pre-aggregation throughout the hierarchy. In pre-aggregation terms, the “unlinking” of
the parent categories means that we must prevent results for including this category from
being materialized—only “safe” categories may be materialized. This should be given
as a constraint to the pre-aggregation system that chooses which levels of aggregation to
materialize. We note that the algorithm does not introduce more levels in the hierarchy,
only more categories, and that the number of “safe” categories in the result is the same as
the number of original categories. This means that the complexity of the task of selecting
the optimal aggregation levels to materialize is unaffected by the algorithm.

Example 13. The process of making the Land Cover hierarchy aggregation strict is
illustrated in Figure 10. Note that the input is the resulting covering hierarchy from
Example 11, where additionally the new, disjoint fact areas are added as the bottom
level of the hierarchy, as described in Section 4.2.

Note that a new level, Set-of-Land Cover, which holds sets of Land Cover values
is inserted, and the values are linked accordingly. Most importantly, all ways to the
> category are now strict, while the problematic Land Cover values that can contain
overlapping data (due to the non-strictness below) are now “sticking out to the side”,
having no parents themselves. This means that double-counting of data cannot occur. To
save space in the figure, the following abbreviations are used at the Land Cover level:
w=wood, f=forest, c=crops, g=grass, b=bush, and l=Land Cover bare ground. Addition-
ally, the following abbreviations are used at the Set-of-Land Cover level: w={wood},
f={forest}, fw={forest,wood}, c={crops}, g={grass}, b={bush}, bg={bush,grass}, and
l={Land Cover bare ground}

5.3 Space/Performance Gains

Now the data structures in the spatial DW have been made sufficiently regular to allow
practical pre-aggregation to be used. The purpose of using practical pre-aggregation is to
use less storage space when compared to full pre-aggregation and to get better response
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Fig. 10. Transformation To Aggregation Strictness

times than with no pre-aggregation. We will now discuss the gains that can be achieved
by using the method described in this paper.

In general, the data explosion problem associated with full pre-aggregation gets
worse when the number of dimensions, the number of levels in the dimensions, and
the sparsity of the data, increase [15,24]. Thus, the benefits of using the technique also
increase along with these factors. The case study presented in this paper is really to
simple to show the real benefits, as the number of dimensions and the number of levels
in the dimensions are considerably smaller than they would be in real-world spatial DWs.
However, as an example, let us consider the case where we store pre-computed result
values at the Land Cover level in the transformed Land Cover dimension. This requires 8
values to be stored, compared to having to store a total of 9 values at all levels in the non-
transformed hierarchy (it is necessary to store values at all levels in the non-transformed
case to ensure against the problems of double-counting and not counting data). Thus,
the space-saving is only 12.5% in one dimension, but this is due to the fact that the data
is completely dense in this dimension (all dimension values have associated fact data).
If only the CD, FG, and H facts were in the DW, we should only store 3 values using
the technique, whereas full pre-aggregation would require 6 values to be stored, a space
saving of 50%. The sparse case is much more realistic than the dense case, especially if
the number of dimensions is large. Additionally, the savings multiply with the number
of dimensions, making the technique attractive as the number of dimensions increase.

We are currently just starting the process of evaluating the technique on large, real-
world spatial data sets. Thus, we have no experimental results for the technique yet.
Instead, we cite previous results of using the TreeScape prototype [19,21] with the stan-
dard (non-spatial) technique. The standard technique, termed Transformed Practical Pre-
Aggregation (TP P-A), is compared to the two alternatives, namely no pre-aggregation
(No P-A), which gives very long query response times, and full pre-aggregation (Full
P-A), which requires unrealistically large amounts of storage for pre-aggregated data.
The comparison is based on dimension data from the British “Read Codes” diagnosis
classification [14]. For the TP P-A technique, materialized aggregates where chosen so
that the average-case performance was at most ten times worse than the optimal per-
formance obtained with full pre-aggregation, meaning that the response time was still
sub-second even for large aggregate queries.
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The benefit of the TP P-A technique increases dramatically with the number of
dimensions. For four dimensions, the average response time with no pre-aggregation
was analytically estimated to 57 years, which clearly makes this alternative unusable.
Even if we assume a speed increase of a factor of 1000 due to the use of parallel
and sequential I/O, the average response time is still 20 days. Full pre-aggregation,
on the other hand, required storage that is 41 times the size of the base data. This is
equal to 1.1 petabytes for four dimensions, which is far beyond the capacity of current
disk systems. We note that the problems with full or no pre-aggregation will only get
worse for more dimensions. In comparison, the TP P-A technique achieves an average
response time of 98 ms using only 80% more storage than the base data, making it very
attractive.

6 Conclusion and Future Work

Motivated by the increasing use of data warehousing technology in the spatial domain,
this paper investigated the use of pre-aggregation in spatial data warehouses, in order
to enable fast response times for aggregation queries. Traditional pre-aggregation tech-
niques could not be applied for spatial DWs due to the complex data in them, e.g.,
partially overlapping areas. Thus, only two solutions would (traditionally) be left, no
pre-aggregation which would result in very long response times, or full pre-aggregation
which would require infeasibly large amounts of storage.

The paper improved on the current state of the art in several ways. First, the properties
of topological relationships between 2D spatial objects with respect to pre-aggregation
was analyzed and it was shown why traditional pre-aggregation techniques did not work
in this setting. Second, this knowledge was used to significantly extend previous work
on pre-aggregation for irregular data structures to also cover special spatial issues such
as partially overlapping areas.

In future work, several research directions are interesting. First, an extension of the
current TreeScape prototype implementation to support the full technique presented here
(including the pre-processing step) is the next step to be taken. This prototype should also
implement the suggested use of pre-aggregation for complex values such as spatial ob-
jects. Second, experiments with using the technique for large real-world spatial datasets
will be carried out and analyzed to determine how to use the technique with maximum
benefit. Third, it would be interesting to investigate how to extend the technique to 3D
spatial objects without compromising the efficiency. Finally, an investigation of how
the technique may be used to efficiently support spatial OLAP and data mining is an
interesting research topic.
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Abstract. The design of external index structures for one- and multidimensional
extended objects is a long and well studied subject in basic database research.
Today, more and more commercial applications rely on spatial datatypes and
require a robust and seamless integration of appropriate access methods into
reliable database servers. This paper proposes an efficient, dynamic and scalable
approach to manage one-dimensional interval sequences within off-the-shelf
object-relational database systems. The presented technique perfectly fits to the
concept of space-filling curves and, thus, generalizes to spatially extended objects
in multidimensional data spaces. Based on the Relational Interval Tree, the method
is easily embedded in modern extensible indexing frameworks and significantly
outmatches Linear Quadtrees and Relational R-trees with respect to usability,
concurrency, and performance. As demonstrated by our experimental evaluation on
an Oracle server with real GIS and CAD data, the competing methods are
outperformed by factors of up to 4.6 (Linear Quadtree) and 58.3 (Relational R-tree)
for query response time.

1   Introduction

After two decades of temporal and spatial index research, the efficient management of
one- and multidimensional extended objects has become an enabling technology for
many novel database applications. The interval, or, more generally, the sequence of in-
tervals, is a basic datatype for temporal and spatial data. Interval sequences are used to
handle finite domain constraints [Ram 97] or to represent periods on transaction or valid
time dimensions [TCG+ 93]. Typical applications of one-dimensional interval sequenc-
es include the temporal tracing of user activity for service providers: a query like “Find
all customers who were online last month between 5 and 6 pm” maps to an intersection
query of interval sequences on a database storing online periods of all registered users.
When applied to space-filling curves, interval sequences naturally represent spatially
extended objects with even intricate shapes. By expressing spatial region queries as in-
terval sequence intersections, vital operations for two-dimensional GIS and environ-
mental information systems [MP 94] can be supported. Efficient and scalable database
solutions are also required for two- and three-dimensional CAD applications to cope
with rapidly growing amounts of dynamic data and highly concurrent workflows. Such
applications include the digital mock-up of vehicles and airplanes [BKP 98], haptic sim-
ulations [MPT 99], or general engineering data management [KMPS 01].
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For commercial use, a seamless and capable integration of temporal and spatial in-
dexing into industrial-strength databases is essential. Unfortunately, most commercially
relevant database systems provide no built-in access method for temporal and spatial
datatypes [CCF+ 99], nor do they offer a generic framework to facilitate the integration
of user-defined search trees based on disk-blocks, as proposed by Hellerstein, Naughton
and Pfeffer [HNP 95]. In this paper, we therefore follow the paradigm of using relation-
al access methods [KPS 00] to integrate index support for temporal and spatial
datatypes. As access methods of this class are designed on top of the pure SQL layer,
they can be easily implemented on virtually any available relational database server.
Replicating techniques based on the Linear Quadtree [TH 81] [OM 88] [Sam 90b]
[IBM 98] [Ora 99b] [RS 99] [FFS 00] decompose spatial objects into tiles which corre-
spond to constrained segments on a space-filling curve. In contrast, our new technique
supports arbitrary intervals across tile boundaries, and therefore, yields a significantly
lower redundancy. It is based on the Relational Interval Tree (RI-tree) [KPS 00], a rela-
tional adaption of the main-memory Interval Tree [Ede 80].

The remainder of the paper is organized as follows: Section 2 reviews the benefits
and limitations of available extensible indexing frameworks. Section 3 surveys the re-
lated work on relational access methods for spatial data. Section 4 describes the applica-
tion of the RI-tree to store and retrieve interval sequences. Section 5 generalizes our
technique to multidimensional applications by mapping spatially extended objects to in-
terval sequences on a space-filling curve. Following an experimental evaluation in
Section 6 on 2D-GIS and 3D-CAD databases, the paper is concluded in Section 7.

2   Extensible Indexing

Extensible indexing frameworks, as already proposed by Stonebraker [Sto 86], enable
developers to extend the set of built-in index structures by custom access methods in or-
der to support user-defined datatypes and predicates. This section discusses the main
properties of extensible indexing within object-relational database systems, including
Oracle8i Server [Ora 99a] [SMS+ 00], IBM DB2 Universal Database [IBM 99]
[CCF+ 99] or Informix Universal Server [Inf 98] [BSSJ 99].

2.1   Declarative Integration

An object-relational indextype encapsulates stored functions for opening and closing an
index scan, iterating over resulting records, and performing insert, delete and replace
operations on the indexed table. It is complementary to the functional implementation of
user-defined predicates. The indextype also implements functions for the estimation of
query selectivity and processing cost. The custom computation of persistent statistics
and histograms is triggered by the usual administrative SQL statements. The query op-
timizer considers a custom index among alternative access paths and may actually
choose it for the execution plan. This approach preserves the declarative paradigm of
SQL, as it requires no manual query rewriting in order to handle user-defined predicates
efficiently. As an example, we can now write:

SELECT * FROM db WHERE intersects(db.sequence, query_sequence);
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2.2   Relational Implementation

Although available extensible indexing frameworks provide a gateway to seamlessly in-
tegrate user-defined access methods into the standard process of query optimization,
they do not facilitate the actual implementation of the access method itself. Modifying
or enhancing the database kernel is usually not an option for database developers, as the
embedding of block-oriented access methods into concurrency control, recovery servic-
es and buffer management causes extensive implementation efforts and maintenance
cost [Kor 99], at the risk of weakening the reliability of the entire system. We therefore
focus on relational storage structures to implement the object-relational indextype for
intersections of interval sequences. By following this approach, derived index data is
stored in one or more index tables besides the original data table. An index table is or-
ganized by a built-in index structure, e.g. a B+-tree. Queries and updates on relational
storage structures are processed by pure SQL statements. The robust transaction seman-
tics of the database server is therefore fully preserved. According to the semantics of the
index tables, we have identified two generic schemes for relational storage structures:

Positional Scheme. The index tables contain transformed user data rows. Each row in
the data table is directly mapped to a set of linear positions, i.e. rows in the index tables.
Inversely, each row in an index table exclusively belongs to a single row in the data ta-
ble. In order to support queries, the linear positions are indexed by a built-in index, e.g.
a B+-tree. Examples for the positional scheme include the Linear Quadtree, the one-di-
mensional RI-tree and our optimization for interval sequence and multidimensional
queries (cf. Sections 4 and 5).

Navigational Scheme. The index tables contain data that is recursively traversed at que-
ry time in order to determine the resulting tuples. Therefore, a row in the index table is
logically shared by many rows in the data table. Examples for the navigational scheme
are the Relational R-tree [RRSB 99] and the Relational X-tree [BBKM 99], which map
the nodes of a hierarchical directory to a flat relational schema. To support the naviga-
tion through the directory table, a built-in index is created on artificial node identifiers.
To execute a navigational query by a single SQL statement, a recursive version of SQL
like SQL:1999 [EM 99] is required.

Although the navigational scheme offers a straightforward way to simulate any
block-based index structure on top of a relational data model, it suffers from the fact that
navigational data is locked like user data. As two-phase locking on index tables is too
restrictive, the possible level of concurrency is unnecessarily decreased. For example,
uncommitted node splits in a hierarchical directory may lock entire subtrees against con-
current updates. Built-in indexes solve this problem by committing structural modifica-
tions separately from content changes [KB 95]. This approach is not feasible on the SQL
layer without braking up the user transaction. A similar overhead exists with logging.

These drawbacks are not shared by the positional scheme, as any row in the index
tables exclusively belongs to one single data object. Therefore, relational storage struc-
tures following the positional scheme raise no overhead in combination with locking
and logging. They do not only preserve the semantics of concurrent transactions and re-
covery services, but also inherit the high concurrency and efficient recovery of built-in
access methods. We therefore follow the positional approach in this paper.
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3   Related Work

A wide variety of access methods for one- and multidimensional extended objects has
been published so far. Following the scope of this paper, we will focus our review on
relational access methods and refer the reader to the surveys of Manolopoulos, Theodo-
ridis and Tsotras [MTT 00] or Gaede and Günther [GG 98]. As an extensive comparison
of index structures for one-dimensional intervals has been done by Kriegel, Pötke and
Seidl [KPS 00], this section concentrates on multidimensional access methods for ob-
jects with a spatial (or temporal) extension. We classify these techniques with respect to
inherent data replication, i.e. the need to produce redundancy for spatial objects and
their identifiers.

3.1   Non-replicating Spatial Access Methods

Non-replicating access methods use simple spatial primitives such as rectilinear hyper-
rectangles for one-value approximations of extended objects. The following relational
techniques implement the positional scheme: The hB-tree of Lomet and Salzberg
[LS 89] transforms spatially extended objects to points in a higher dimensional space
and, thus, avoids the need to split data objects due to space partitioning. The relational
DOT index of Faloutsos and Rong [FR 91] organizes this higher-dimensional space in a
B+-tree by means of a space-filling curve. Unfortunately, query regions in the higher di-
mensional space are much more complex than in the original space. Furthermore, the
transformation to points produces a highly nonuniform distribution even for originally
uniform data [GG 98]. The XZ-Ordering of Böhm, Klump and Kriegel [BKK 99] is a
space-filling curve specialized for extended objects. By encoding overlapping regions
in the original data space, tight approximate representations of bounding boxes are
mapped to a single region code and stored in a B+-tree. The 2dMAP21 method of Nasci-
mento and Dunham [ND 97] indexes the one-dimensional projections of two-dimen-
sional rectangles by separate B+-trees. Apart from the known drawbacks of this inverted
list approach, only inclusion queries are supported efficiently by the proposed one-di-
mensional query processor.

R-trees as presented by Guttman [Gut 84], Beckmann et al. [BKSS 90], or Kamel and
Faloutsos [KF 94] partition the original data space into overlapping regions. Thereby
the spatial distribution and clustering of the data may be preserved. However, in the ab-
sence of a block-based interface to the database kernel, the pages of a hierarchical index
structure have to be simulated on top of a relational model by following the navigational
scheme. This approach has been adopted for the Relational X-tree of Berchtold et al.
[BBKM 99] and the Relational R-tree of Ravi Kanth et al. [RRSB 99]. As a major draw-
back, concurrent updates are not supported well (cf. Section 2.2).

In many applications, GIS or CAD objects feature a very complex and fine-grained
geometry. The rectilinear bounding box of the brake line of a car, for example, would
cover the whole bottom of the indexed data space. A non-replicating storage of such data
causes region queries to produce too many false hits that have to be eliminated by sub-
sequent filter steps. For such applications, the accuracy can be improved by decompos-
ing spatial objects independently from the index partitions, or, alternatively, by using a
replicating index structure, which is inherently tuned for redundancy.
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3.2   Replicating Spatial Access Methods

Replicating access methods partition the data space into mutually disjoint bucket re-
gions. Thereby, spatially extended objects spanning more than one bucket region are de-
composed. Typical index structures of this kind are the R+-tree of Sellis, Roussopoulos
and Faloutsos [SRF 87] or the Cell Tree of Günther [Gün 89]. Their corresponding nav-
igational mapping, again, is not suited for a high level of concurrency.

Tile-based techniques map spatial partitions on a regular grid to one-dimensional re-
gion codes indexed by built-in B+-trees. They can be classified as positional. The gen-
eral concept of managing spatial objects by linear region codes has already been pro-
posed by Tropf and Herzog [TH 81] and has been termed Linear Quadtree by Samet
[Sam 90]. In the following, a cell denotes an element of a regular cubic grid. A cell cor-
responds to a pixel in 2D or to a voxel in 3D spaces. The number of cells along each di-
mension is called the resolution of the grid. A tile is a set of cells that is generated by
recursive binary partitioning of the grid, e.g. according to the Z-order. A tile can be rep-
resented by two integers (value and level). A highly tuned sort-merge join algorithm for
processing queries on tiled objects has been proposed by Orenstein and Manola
[OM 88].

To eliminate the need of intrusive modifications to the query processor, Freytag,
Flasza, and Stillger [FFS 00] have presented an adaption to object-relational database
systems. The relational Linear Quadtree of the Oracle Spatial Cartridge [Ora 99b]
[RS 99] and the IBM DB2/ESRI Spatial Extender [IBM 98] further refines this concept
of tile-based indexing: spatial objects are decomposed at a user-defined fixed quadtree
level (fixlev), and the resulting ordered Z-tiles are indexed by a built-in B+-tree. Each
resulting fixed-sized tile contains a set of variable-sized tiles as a fine-grained represen-
tation of the covered geometry. Multidimensional query regions are also decomposed
according to the fixed level. The technique then combines an equijoin on the fixed-sized
tiles in the index with a sequential scan over the corresponding variable-sized tiles. Note
that due to possible fruitless scans below the indexed fixed level, this popular variant of
the Linear Quadtree does not guarantee blocked output. Finding an adequate fixed level
for the expected data distribution is crucial. With fixlev set too high, too much redundan-
cy and effort for duplicate elimination emerges due to small fixed-sized tiles, whereas a
low fixlev causes too much approximation error and possible overhead for scanning
many variable-sized tiles. Therefore, the setting has to be carefully tuned to achieve op-
timal cost for query processing and update operations [Ora 99b]. By introducing two ad-
ditional fixed-sized tiling levels [IBM 98], huge objects are indexed at a lower accuracy
and tiny objects at a higher accuracy.

If we employ space-filling curves, spatial objects are naturally represented by inter-
val sequences [Jag 90] [Gae 95] [MJFS 96] [FJM 97]. The replicating Linear Quadtree
technique can be regarded as a Segment Tree [PS 93] managing the resulting one-di-
mensional intervals: each interval is decomposed into segments, where each segment
corresponds to a multidimensional tile. Therefore, the original redundancy of a spatial
interval sequence is destroyed. In this paper, we preserve this redundancy by replacing
the segment-based storage of the Linear Quadtree by the interval-based storage of the
Relational Interval Tree.
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4   Management of Interval Sequences

The RI-tree of Kriegel, Pötke and Seidl [KPS 00] is an application of extensible index-
ing for interval data. Based on relational storage, single intervals are stored, updated and
queried with an optimal complexity. After discussing a naive algorithm that simply con-
siders an interval sequence as a set of independent entities, we present an optimized ver-
sion that exploits the connection between the elements of an interval sequence.

4.1   The Relational Interval Tree1

The RI-tree strictly follows the paradigm of relational access methods since its imple-
mentation is restricted to (procedural) SQL and does not assume any lower level inter-
faces. In particular, the built-in index structures of a DBMS are used as they are, and no
intrusive augmentations or modifications of the database kernel are required.

The conceptual structure of the RI-tree is based on a virtual binary tree of height h
which acts as a backbone over the range [0…2h–1] of potential interval bounds. Travers-
als are performed purely arithmetically by starting at the root value 2h and proceeding in
positive or negative steps of decreasing length 2h–i, thus reaching any desired value of
the data space in O(h) time. This backbone structure is not materialized, and only the
root value 2h is stored persistently in a meta data tuple. For the relational storage of in-
tervals, the nodes of the tree are used as artificial key values: Each interval is assigned a
fork node, i.e. the first intersected node when descending the tree from the root node
down to the interval location.

An instance of the RI-tree consists of two relational indexes which in an extensible
indexing environment are at best managed as index-organized tables. These indexes
then obey the relational schema lowerIndex (node, lower, id) and upperIndex (node, up-
per, id) and store the artificial fork node value node, the bounds lower and upper, and the
id of each interval. The RI-tree therefore implements the positional scheme of relational
access methods and, thus, fully preserves the effectivity of the underlying concurrency
control. As any interval is represented by exactly one entry for each the lower and the
upper bound, O(n/b) disk blocks of size b suffice to store n intervals. For inserting or
deleting intervals, the node values are determined arithmetically, and updating the in-
dexes requires O(logb n) I/O operations per interval. We store an interval sequence by
simply labelling each associated interval with the sequence identifier. Figure Fig. illus-
trates the RI-Tree by an example. 

4.2   Interval Query Processing

To minimize barrier crossings between the procedural runtime environment and the de-
clarative SQL layer, an interval intersection query (lower, upper) is processed in two
steps. In the procedural query preparation step, range queries are collected in two tran-
sient tables, leftNodes and rightNodes, which are obtained by a purely arithmetic tra-

1 Patent pending

486 H.-P. Kriegel, M. Pötke, and T. Seidl



versal of the virtual backbone from the root node down to lower and to upper, respec-
tively. The visited nodes fall into three classes: Nodes left of lower are collected in
leftNodes since they may contain intervals who overlap lower. Analogously, nodes right
of upper are collected in rightNodes since their intervals may contain upper. The inter-
vals registered at nodes between lower and upper are guaranteed to overlap the query
and, therefore, will be reported without any further comparison by a so-called inner que-
ry. The query preparation procedure is purely main memory-based and, thus, yields no
I/O operations.

In the second step, the declarative query processing, the transient tables are joined
with the relational indexes upperIndex and lowerIndex by a single, three-fold SQL state-
ment (Figure Fig.). The upper bound of each interval registered at nodes in leftNodes is
checked against lower, and the lower bounds of intervals from rightNodes are checked
against upper. We call the corresponding queries left queries and right queries, respec-
tively. The inner query corresponds to a simple range scan over the nodes in (lower, up-
per). The SQL query yields O(h · logb n + r/b) I/Os to report r results from an RI-tree of
height h. The height h of the backbone tree depends on the expansion and resolution of
the data space, but is independent of the number n of intervals. Furthermore, output from
the relational indexes is fully blocked for each join partner. 

SELECT id FROM upperIndex i, :leftNodes left
WHERE i.node = left.node AND i.upper >= :lower // left queries

UNION ALL
SELECT id FROM lowerIndex i, :rightNodes right

WHERE i.node = right.node AND i.lower <= :upper // right queries
UNION ALL
SELECT id FROM lowerIndex i  /* or upperIndex i */

WHERE i.node BETWEEN :lower AND :upper; // inner queries

Fig. 2. SQL statement for a single query interval with bindvariables leftNodes, rightNodes, lower, 
upper.

John
Mary
Bob
Ann

31J26J

2M 13M

4J

10B 23J

21B

29M19M

lowerIndex (node, lower, id):

upperIndex (node, upper, id):

8, 2, Mary 12, 10, Ann 16, 4, John 16, 10, Bob 24, 19, Mary

8, 13, Mary 12, 15, Ann 16, 21, Bob 16, 23, John 24, 29, Mary

Fig. 1. a) Four sample interval sequences. b) The virtual backbone positions the intervals. 
c) Resulting relational indexes.
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The naive way to process interval sequence intersections on an RI-tree is to perform
independent queries for each of the intervals. As an example, let us consider the interval
sequence Æ(43, 52), (55, 85), (87, 91)æ. Figure Fig. illustrates the resulting 24 queries for
the query intervals. The traversed paths of the target RI-tree of height 8 are depicted, and
the numbers denote the node values, e.g. 128 for the root of the virtual backbone. In the
example, the 7 gray queries are generated for the first interval (43, 52), the 9 white que-
ries for (55, 85), and the 8 black queries for (87, 91). From the total of 24 queries, 11 are
left queries, 10 are right queries, and 3 are inner queries. 

4.3   Gap Optimization for Interval Sequences

The naive approach disregards the important fact that the intervals of an interval se-
quence represent the same object. As a major disadvantage, many overlapping queries
are generated. This redundancy causes an unnecessary high main memory footprint for
the transient query tables, an overhead of query time, and lots of duplicates in the result
set which have to be eliminated. Our basic idea is to avoid the generation of redundant
queries, rather than to discard the respective queries after their generation. A related
concept is known as streaming in the context of data space decomposition for decom-
posable searching problems [EO 85].

In the example, the root node (128) is queried by three right queries. An interval reg-
istered at the root node is reported three times if its lower bound is less or equal to 52,
and twice if its lower bound is greater than 52 but not greater than 85. The right query of
the rightmost (black) interval suffices to report all resulting intervals from node 128, and
discarding the gray and the white query prevents the generation of duplicates without
yielding false dismissals. Node 64 is also queried three times, i.e. by a gray right query,
a black left query, and a white inner query. A registered interval is reported at least once
– due to the inner query – and up to three times if its lower bound is less or equal to 52
and its upper bound is greater or equal to 87. Here, the white inner query suffices to pro-
duce the complete result at node 64, and the left and right queries yield only duplicates.
Analogously, the nodes 32, 48, 52, 56, 80, 84, 88, and 96 are queried twice and may pro-
duce duplicates.

8555 91875243

Fig. 3. The 24 naive queries for an interval sequence.
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A particular case occurs at node 86 to which a white right query and a black left query
are assigned. Though resulting intervals may be reported twice, both queries are neces-
sary for a complete result. If discarding the white right query, an interval with a lower
bound less or equal to 85 and an upper bound less than 87 is missing in the output. Anal-
ogously, an interval with a lower bound greater than 85 and an upper bound greater or
equal to 87 is a false dismissal if the black left query is omitted.

We now present the fundamental rule for optimizing the queries for a sorted interval
sequence q = Æq1, …, qnæ, qi = (loweri, upperi). For the inexistent intervals q0 and qn+1,
we assume the bounds upper0 = –¥  and lowern+1 = ¥ .

Theorem. For a sorted query interval sequence q = Æq1, …, qnæ with intervals qi =
(loweri, upperi), the result of an intersection query is complete if for each qi, query
generation is restricted to nodes n with upperi–1 < n < loweri+1 where upper0 = –¥
and lowern+1 = ¥ .

Proof. For any interval qi of an interval sequence q, the following queries are redundant to
queries for the neighboring intervals qi–1 or qi+1 and, thus, may be discarded without affecting
the completeness:

(i) Left queries at nodes n £ upperi–1 (n lies to the left of the gap between qi–1 and qi)

(ii) Right queries at nodes n ‡ loweri+1 (n lies to the right of the gap between qi and qi+1)

We now show these propositions in detail.

(i) A left query for qi at a node n retrieves the intervals r registered at n for which
r.upper ‡ loweri. Let us now focus to the interval qi–1 immediately to the left of qi. If n lies
within qi–1, i.e. loweri–1 £ n £ upperi–1, the inner query for qi–1 reports all intervals from n and,
thus, even all results for qi at n independent of their individual bounds. If n lies even to the left
of qi–1, i.e. n < loweri–1, a left query for qi–1 is generated at n since n belongs to the path from
the root to loweri–1 as well as to the path to loweri. This left query reports intervals r with
r.upper ‡ loweri–1 from n and, as a subset, contains the results r for qi at n fulfilling
r.upper ‡ loweri. Summarizing, the results of left queries for qi at nodes n £ upperi–1 are al-
ready reported by queries for the preceding interval qi–1.

(ii) Analogously, the results of right queries for qi at nodes n ‡ loweri+1 are reported by inner
queries or right queries for the subsequent interval qi+1. q.e.d.

4.4   Integrating Inner Queries

The proposed optimization in [KPS 00] which integrates the inner queries into the set of
left queries is a purely syntactic rewriting that does not affect the number of queries.
Contrary to rewriting, the exploitation of the following observation typically avoids the
generation of 75% of the inner queries.

As an example, consider the interval (43, 52) in Figure Fig. which yields the inner
query ‘node BETWEEN 43 AND 52’ or, rewritten, ‘node BETWEEN 43 AND 52 AND
upper ‡ 43’. The left query at node 42 translates to ‘node = 42 AND upper ‡ 43’ or, re-
written, ‘node BETWEEN 42 AND 42 AND upper ‡ 43’. The left query range (42, 42)
is immediately adjacent to the inner query range (43, 52). Thus, merging both queries to
the single range query ‘node BETWEEN 42 and 53 AND upper ‡ 43’ saves one
(cached) B+-tree lookup without producing any redundancy. 
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Figure Fig. illustrates the frequent applicability of the inner query optimization. For
an odd interval bound, the outer adjacent node is even and, thus, is reached earlier when
descending the tree (cases a, b, c). The inner query may be merged with the closest left
query (cases a, b) or right query (cases b, c). If both interval bounds are odd (43 and 59
in case b), the algorithm arbitrarily chooses the adjacent left node (42) or right node (60).
Only if both interval bounds are even (case d), the inner query cannot be merged with an
adjacent query. The descending algorithm stops at even interval bounds which reside
higher in the tree than odd nodes which are located at the leaf level. Therefore, no left or
right query is immediately adjacent and, though still syntactically rewritable, the inner
query cannot be merged with a neighboring query. For uniformly distributed interval
bounds, this situation applies to 25% of all cases. The optimization is thus highly effec-
tive.

4.5   Final Optimized Algorithm

The presented optimizations are orthogonal and may be integrated into the naive algo-
rithm independent from each other. When descending from the root to the interval
bounds, single queries beyond the adjacent gaps are suppressed, and inner queries may
be combined with adjacent left or right queries. The resulting left and right queries are
collected in two transient tables, leftNodes (from, to, lower) and rightNodes (from, to,
upper), indicating the single nodes (if from = to) or the range of nodes (if from < to) to
be scanned, and the lower or upper bound of the individual query intervals. Query pro-
cessing itself is performed by a single two-fold SQL statement that merges the join of
the transient leftNodes and the persistent upperIndex with the join of the transient
rightNodes and the persistent lowerIndex (Figure Fig.). 

Figure Fig. illustrates the effect of the optimization to our prior example. Having
originally generated 24 queries, now only 9 queries are produced: Three gray left que-
ries to the left of the first interval (left boundary queries), a single white left query in the

5243

Fig. 4. Top row: The four cases of interval bounds, a) odd–even, b) odd–odd, c) even–odd, d)
even–even. Bottom row: Integration of the inner queries into left (a’, b’) or right (c’) queries,
indicated by ‘…’. For d’, no integration is possible.
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first gap, one white right query and one black left query in the second gap, and three
black right queries to the right of the last interval (right boundary queries). All inner que-
ries have been integrated into adjacent left queries as indicated by dots (…).

5   Spatially Extended Objects

This section addresses the management of multidimensional extended objects by inter-
val sequences in the Relational Interval Tree. Spatial region queries are transformed to
interval sequence intersection queries.

5.1   Mapping Extended Objects to Interval Sequences

Encoding extended objects by means of space-filling curves is a common approach for
many applications. First, an appropriate grid resolution is defined that determines the
finest possible granularity for the approximation of spatial objects. Each cell of the grid
is then encoded by a single integer number and, thus, an extended object is represented
by a set of integers. Typically, cells in close spatial proximity are encoded by similar in-
tegers or, conversely, contiguous integers encode cells in close spatial neighborhood.
Many space-filling curves have been evaluated with respect to their spatial clustering
properties. Examples include the lexicographic-, Z- or Hilbert-order, with the Hilbert-
order generating the least intervals per object [Jag 90] [FR 89] but being also the most

Fig. 5. SQL statement for interval sequence queries.

SELECT id FROM intervals i, :leftNodes left
WHERE i.node BETWEEN left.from AND left.to

AND i.upper >= left.lower  // using upperIndex
UNION
SELECT id FROM intervals i, :rightNodes right

WHERE i.node BETWEEN right.from AND right.to
AND i.lower <= right.upper  // using lowerIndex

Fig. 6. The 9 reduced queries for the interval sequence from Figure Fig..
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complex linear ordering. As a good trade-off between redundancy and complexity, we
use the Z-order throughout the following examples.

Since the numbers representing an extended object form some continuous ranges, we
immediately obtain interval sequences from this encoding. Managing the resulting in-
terval sequences by a dedicated interval storage structure now exploits the spatial clus-
tering properties of space-filling curves in a very explicit and immediate way. Aside its
advantages for relationally storing intervals as described above, the RI-tree qualifies
very well for interval sequences on space-filling curves. First, the extension of the data
space is known in advance and does not dynamically expand while inserting new inter-
vals. Thus, the root value is constant, and the height of the tree does not depend on the
number of managed objects. Moreover, the interval bounds are integer values and, there-
fore, perfectly fit to the basic variant of the RI-tree.

5.2   Controlling Accuracy and Redundancy

A basic parameter for the mapping of extended objects to interval sequences is the gran-
ularity, i.e. the resolution of the underlying grid. When refining the resolution, the ap-
proximations become more accurate, but redundancy increases. Figure Fig.a illustrates
the granularity-bound decomposition into variable-sized Z-tiles (top row) and into Z-or-
dered interval sequences (bottom row). The approximation error is the ratio of the dead
space to the object area. According to the extensive analysis given in [MJFS 96] and
[FJM 97], the asymptotic redundancy of a tile- or interval-based decomposition is in
both cases proportional to the surface of the approximated object. Nevertheless, as inter-
vals on a Z- or Hilbert-curve may span many tiles, their average number is significantly
lower than the average number of tiles. 

On top of the resolution of the data space and the clustering properties of the space-
filling curve, a more fine-grained control of the trade-off between redundancy and accu-
racy is desired for many applications. First, the granularity may have to be adjustable for
each individual object rather than to generally apply to all stored objects. Second, the

17 intervals

Fig. 7. a) Granularity-bound, b) size-bound, and c) error-bound decomposition into Z-
tiles (top row) and Z-ordered interval sequences (bottom row).
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resolution is fixed at database creation time whereas an object may have to be approxi-
mated differently at insertion time and at query time. An approach to control this trade-
off is the concept of size-bound and error-bound approximation [Ore 89] beyond the
mentioned granularity-bound approximation [Gae 95]. A recursive subdivision proce-
dure stops if the desired redundancy (size-bound) or the desired maximum approxima-
tion error (error-bound) is reached. Figure Fig.b illustrates the size-bound approxima-
tion of a polygon into variable-sized tiles (top row) and into Z-ordered interval
sequences (bottom row). Examples for an error-bound approximation are depicted in
Figure Fig.c. These examples already illustrate the superiority of unconstrained interval
sequences over Quadtree tiling: interval sequences yield about half the approximation
error for the size-bound approach (cf. Figure Fig.b) and half the redundancy for the er-
ror-bound approach (cf. Figure Fig.c). The redundancy of the tiling approach may fur-
ther increase, if one or more fixed-sized tiling levels are introduced (cf. Section 3.2).

We adapt the algorithms of [Ore 89] by integrating the management of generated in-
tervals into the recursive spatial decomposition. The algorithm returns the sorted inter-
val sequence for a given d-dimensional spatial object (Figure Fig.). Starting with a sin-
gle interval encoding the entire data space, non-empty tiles are subdivided recursively
following the chosen space-filling curve. Three cases may occur: first, if an interval
starts or ends with an empty tile, the range of numbers encoding the empty tile is re-
moved from the interval. The approximation error is thus decreased without affecting
redundancy. Second, if a tile is empty but does not contain an interval bound, the interval
is split into two by removing the range of numbers encoding the empty tile. Whereas the
approximation error again is decreased, redundancy is increased by one in this case.
Third, if none of the tiles is empty, the encoding interval is neither shrunk nor split. De-
pending on the desired approximation type, the recursion is terminated by a size-bound
or an error-bound criterion. 

fun decompose (object, bound) fi sequence of intervals;
begin

Sequence result = Æ [0..2h–1] æ;
PriorityQueue tiles = Æ(¥ , entire_space)æ;
while bound exceeded   // size bound or error bound 

  and not tiles.empty() do   // granularity bound 
tile = tiles.dequeueGreatest ();
if tile ˙ object is empty then

remove the cell codes of tile from result;
elsif | tile | > 1 then

split tile into {tile1, …, tilen};
for i = 1..n do tiles.enqueue(|tilei – object|, tilei);

end if;
end do;
return result;

end decompose;

Fig. 8. Recursive decomposition of a spatial object into an interval sequence.
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An alternative approach proceeds bottom-up and iteratively closes the smallest gaps
between the intervals. For a size-bound approximation, this algorithm stops if the max-
imal redundancy has been reached. For the error-bound case, the approximation error is
controlled by a minimum gap length (mingap) for the resulting interval sequence, and
the redundancy is minimized.

6   Empirical Evaluation

6.1   Experimental Setup

To evaluate the performance of our approach, we have implemented the naive and opti-
mized intersection queries of Section 4 on top of an RI-tree for the Oracle Server Re-
lease 8.1.7. We have used PL/SQL for the computation of the transient query tables
leftNodes and rightNodes and executed the single SQL statement of Figure Fig. for the
actual interval sequence query. All experiments have been performed on an Athlon/750
machine with IDE hard drives. The database block cache was set to 50 disk blocks with
a block size of 8 KB and was used exclusively by one active session. In our experiments,
we have examined two-dimensional GIS polygon data (2D-GIS) from the
SEQUOIA 2000 benchmark [SFGM 93]. In addition, we used different datasets of vox-
elized three-dimensional CAD parts supplied by two European car manufacturers. As
the results for these two CAD databases were comparable, only the evaluation on one
car project is reported here (3D-CAD). In the next subsections, we evaluate storage and
performance characteristics for the 2D-GIS and 3D-CAD databases by comparing the
following three relational access methods:

RI-tree (Naive and Optimized). We used the proposed mapping of Section 5 to trans-
form the spatial objects to interval sequences on different space-filling curves. Unless
otherwise noted, all experiments are based on the Z-order. We have set the granularity to
30 bits (2D-GIS) and 27 bits (3D-CAD), i.e. a grid resolution of 215 cells per dimension
in 2D and 29 cells per dimension in 3D. The grid resolution has been chosen to match the
finest possible granularity that users should be able to materialize in the spatial index.
An error bound for the decomposition of spatial objects was defined by closing all gaps
in an interval sequence that are smaller than mingap.

Linear Quadtree. We took the variant that is used in many commercial spatial data en-
gines [Ora 99b] [RS 99] [IBM 98]. We implemented a two- and a three-dimensional
version with one fixed level, parameterized by fixlev. As described in Section 3.2, find-
ing a good setting for fixlev is crucial for the performance and redundancy of the Linear
Quadtree. As all spatial objects are decomposed to the fixed-sized tiles, the fixlev has to
be tuned for the desired approximation error. By design, the Linear Quadtree only sup-
ports a static fixed-level optimization. Thus, the performance and redundancy might de-
generate due to changing data distributions. Below the fixed level, variable-sized tiles
refine the approximation as long as the resulting redundancy does not deteriorate. The
granularity bound for variable-sized tiles was set to 232 cells per dimension in 2D and to
29 cells per dimension in 3D.
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Relational R-tree. By following the navigational scheme of relational access methods,
a relational implementation of the well-known R-tree structure can be easily achieved.
For the following empirical evaluation, we have transformed the hierarchical block-
based R-tree directory to a relational scheme (cf. Section 3.1). This approach has al-
ready been adopted for commercial products [RRSB 99]. In order to adjust the approx-
imation error in the R-tree to the RI-tree and Linear Quadtree, the complex geometries
of the 2D-GIS and 3D-CAD databases have been decomposed by using standard algo-
rithms [KHS 91] [SK 93] [BKP 98]. The resulting sets of rectilinear boxes have been
bulk-loaded with the popular VAMSplit approach [WJ 96] [RRSB 99].

6.2   Redundancy, Accuracy, and Storage

In the first set of experiments, we evaluated the approximation error, redundancy, and
storage occupancy for the competing techniques. The approximation error is defined by
the average ratio of dead space to the polygon area. Redundancy for the RI-tree is mea-
sured by the average number of intervals per polygon, i.e. the cardinality of the corre-
sponding interval sequence. The approximation error was controlled by the mingap pa-
rameter. For the Linear Quadtree, redundancy is equal to the average number of
variable-sized tiles. We determined an optimal fixlev of 10, 11, 12, and 13 for different
approximation errors. Figure Fig. depicts the resulting redundancy for the replicating
techniques, where each sampling point is labelled with the chosen setting of mingap and
fixlev, respectively.

To achieve a redundancy of 10, the Linear Quadtree requires 3.6 times more approx-
imation error than the RI-tree, because it is restricted to tiles and generates redundancy
to populate the fixed level rather than to improve the overall approximation. Inversely,
at an average approximation error of 33%, the Linear Quadtree generates an 8 times
higher redundancy than the RI-tree. At an approximation error of 64%, the RI-tree and
the Linear Quadtree occupy about 24 MB and 51 MB of index space, respectively. The
average redundancy for the corresponding interval sequences is about five times higher
than for the box sets indexed by the R-tree. Nevertheless, the total storage occupancy of
the R-tree (17 MB) is comparable to the RI-tree. This is due to the higher storage com-
plexity of multidimensional boxes compared to one-dimensional intervals and the stor-
age overhead for the relational R-tree directory. For the following query experiments,

Fig. 9. Redundancy vs. accuracy for the Linear Quadtree and the RI-tree.
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the databases have been indexed with an average approximation error of 64% (2D-GIS)
and 0% (3D-CAD). 

6.3   Query Processing

This subsection compares the query performance of the techniques by averaging the re-
sults of 200 region queries. The region queries consist of window/polygon queries (2D)
and box/collision queries (3D) following a distribution which is compatible to the re-
spective spatial database. To reduce the overhead of barrier crossings and value passing
between the procedural runtime environment (PL/SQL, in our case) and the declarative
SQL layer, both the Linear Quadtree and the RI-tree precompute the transient query ta-
bles and bind them at once to the SQL statement. Thus, the total number of rows in the
query tables should be minimized in order to keep a low memory profile of concurrent
sessions. Figure Fig. presents the average number of one-dimensional range queries
generated for a region query. For the RI-tree, we distinguish three types of join partners
in the leftNodes and rightNodes tables: Boundary queries are left or right queries as-
signed to nodes outside the span of the interval sequence. Gap queries stem from nodes
within the gaps, and inner queries from nodes within the actual intervals. The naive RI-
tree query preparation generates 7.7 times more range queries than our optimized ap-
proach. The Linear Quadtree still requires 5.2 times more transient join partners, as que-
ry regions are decomposed to tiles rather than to unrestricted interval sequences. There-
fore, the optimized RI-tree scales well in a multi-user environment, as it drastically
reduces the main memory footprint per session. Furthermore, redundant queries are
avoided, and, thus, the cost for duplicate elimination on the result set are minimized.  

Figure Fig.a compares the average physical disk block accesses for region queries on
the 2D-GIS database. Both the naive and optimized RI-tree queries clearly outperform
the Linear Quadtree by a factor of up to 15. Opposed to the RI-tree, the Linear Quadtree
suffers from its non-blocked output (cf. Section 4.2). Moreover, the join partners in the
transient query tables of the naive RI-tree are redundant to a large extent, whereas the
queries for the Linear Quadtree are not (cf. Figure Fig.). Therefore, the LRU database
cache eliminates the difference between the naive and the optimized RI-tree, whereas
much more B+-tree lookups remain to be processed for the Linear Quadtree. The Rela-
tional R-tree requires up to 7.4 times more disk accesses than the RI-tree.

Fig. 10. Average number of transient join partners for region queries.
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Figure Fig.b clearly reveals the effect of our query optimization over the naive RI-
tree. The speed-up in the response time of the optimized RI-tree to the Linear Quadtree
ranges from 2.9 to 3.6. On the whole, the speed-up of our technique to the Linear
Quadtree is achieved by physical I/O optimization, whereas the speed-up to the naive
RI-tree stems from logical I/O and CPU cost reduction. The speed-up from 2.0 to 4.0 of
the RI-tree to the Relational R-tree is also caused by much lower physical I/O cost.
Figure Fig. presents the results for region queries on the 3D-CAD database. The opti-
mized RI-tree outperforms the Linear Quadtree by a factor of up to 4.6, and the Relation-
al R-tree by a factor of up to 2.7.

The next experiment in Figure Fig. shows the scale-up of the competing approaches
for two-dimensional databases growing from 57,500 to 1.55 million polygons. The larg-
er databases have been created by replicating polygon data outside of the regions
touched by the sample queries. The queries therefore retrieve a constant number of 320
results on the average. As the height of the underlying B+-trees remains constant, the
average speed-up factor of 2.8 of the optimized RI-tree over the Linear Quadtree and of
2.9 over the naive RI-tree are almost unaffected. In contrast, the spatial partitioning of
the Relational R-tree deteriorates significantly with increasing database size, mainly
due to highly overlapping data objects. In consequence, the average speed-up from the

Fig. 12. Average response time for region 
queries on 3D data.

Fig. 13. Scale-up of the average response time 
for region queries on 2D data.
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RI-tree to the Relational R-tree increases from 1.6 to 58.3. Note that the Relational R-
tree has been created by a bulk-load operation, whereas our RI-tree is fully dynamic.
Moreover, the Relational R-tree suffers from its navigational implementation (cf.
Subsection 2.2), and, thus, does not support concurrent updates of directory entries.

6.4   Impact of Space-Filling Curves

The number of intervals generated by various space-filling curves has already been thor-
oughly studied [Jag 90] [Gae 95] [MJFS 96] [FJM 97]. Extensive evaluations identified
the Hilbert curve as one of the best mappings. Unfortunately, existing index structures
as the Linear Quadtree replicate intervals on tile bounds and therefore destroy the orig-
inal redundancy of the resulting interval sequences (cf. Figure Fig.). According to a per-
formance study on Linear Quadtrees, the Hilbert curve or other fractal space-filling
curves do not yield a substantial performance improvement over the Z-order [BKK 99]. 

One of the most important features of our RI-tree application is the ability to handle
arbitrary interval sequences at their original redundancy. We therefore conclude this ex-
perimental evaluation with a comparison of different space-filling curves for the opti-
mized RI-tree. Figure Fig. compares the redundancy of interval sequences for different
approximation errors. As expected, the Hilbert-order generates the smallest sequences,
whereas the lexicographic order is hardly adjustable to desired approximation errors.
According to Figure Fig., the achieved clustering for database and query objects largely
affects the corresponding response times. The polygons have been indexed with an ap-
proximation error of 6.8% (mingap 1). Although at this accuracy, the lexicographic or-
der generated a lower redundancy than the Z-order, its poor clustering deteriorates the
query performance. The Hilbert-order does not only deliver the least redundancy, but
also the best clustering.

Fig. 14. Redundancy vs. accuracy on the 
RI-tree for different space-filling curves.

Fig. 15. Average response time for different 
space-filling curves (optimized RI-Tree).
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7   Conclusions

In this paper, we presented a relational access method for one-dimensional interval se-
quences based on the Relational Interval Tree. We introduced algorithms for mapping
multidimensional extended objects to interval sequences and thereby extended its appli-
cability to spatial region queries on multidimensional databases. In contrast to existing
tile-based access methods, our proposal manages arbitrary interval sequences at a mini-
mal redundancy. Our experimental evaluation on two- and three-dimensional data dem-
onstrates that our technique significantly outperforms the Linear Quadtree and the Re-
lational R-tree. Due to a much lower memory footprint, it also scales better for a multi-
user environment. The optimized RI-tree is easily integrated into commercial database
systems by using an extensible indexing framework. By encapsulating our method into
an object-relational indextype for interval sequence objects or spatial entities, the de-
clarative paradigm of SQL is fully preserved.

Another contribution of this work is the classification of relational access methods
into positional and navigational approaches. As the RI-tree follows the positional
scheme, high concurrency and efficient logging are naturally achieved when managing
interval sequences. This is not the case for navigational techniques, including the Rela-
tional R-tree. Therefore, interval sequences on the RI-tree provide an efficient, dynamic,
scalable and yet simple solution to temporal and spatial indexing in off-the-shelf object-
relational databases.

In our future work, we plan to investigate other query types such as object ranking for
nearest neighbor search or spatial join algorithms. Another interesting extension is the
support of the 9-intersection model [ES 93] for topological predicates. In order to sup-
port cost-based optimization, we are working on selectivity estimation and cost models
for interval sequence intersections and their spatial interpretation.
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Abstract. The broadcasting of spatial data together with an index
structure is an effective way of disseminating data in a wireless mo-
bile environment. Mobile clients requesting data tune into a continuous
broadcast only when spatial data of interest and relevance is available on
the channel and thus minimize their power consumption. A mobile client
experiences latency (time elapsed from requesting to receiving data) and
tuning time (the amount of time spent listening to the channel). This
paper studies the execution of spatial queries on broadcasted tree-based
spatial index structures. The focus is on queries that require a partial
traversal of the spatial index, not only a single-path root-to-leaf search.
We present techniques for processing spatial queries while mobile clients
are listening to a broadcast of the tree. Our algorithms can handle clients
with limited memory, trees broadcast with a certain degree of replication
of index nodes, and algorithms executed at the clients may employ dif-
ferent data structures. Experimental work on R*-trees shows that these
techniques lead to different tuning times and different latencies. Our so-
lutions also lead to efficient methods for starting the execution of a query
in the middle of a broadcast cycle. Spatial query processing in a multiple
channel environment is also addressed.

1 Introduction

The broadcasting of spatial data together with an index structure is an effective
way of disseminating data in a wireless mobile environment [2,3,4,6]. Mobile
clients requesting data tune into a continuous broadcast only when spatial data of
interest and relevance is available on the channel and thus minimize their power
consumption. A client experiences latency (the time elapsed from requesting
to receiving data) and tuning time (the amount of time spent listening to the
channel). This paper studies the execution of spatial queries by mobile clients
on broadcasted tree-based spatial index structures. The focus is on queries that
require a partial traversal of the spatial index, not only a single-path root-to-
leaf search. Examples of such queries arise in R-trees, R*-trees, quad-trees, or
k-d-trees [8,9].
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Assume that an n-node index tree is broadcast by a server. The server sched-
ules the tree for the broadcast and may or may not be creating the tree. Schedul-
ing a tree for broadcast involves determining the order in which nodes are sent
out, deciding whether and which nodes of the tree are broadcast more than
once in a cycle (i.e., whether replication is allowed within a broadcast cycle),
and adding other data entries to improve performance (in particular the tuning
time). Mobile clients execute queries by tuning into the broadcast at appropriate
times and traverse parts of the broadcasted tree. We assume that mobile clients
operate independently of each other. For the quadtree, k-d-tree, R-tree, and R*-
tree indexes, we consider the execution of range queries that determine all objects
containing a given query point or overlapping a given query rectangle. Typically,
in a range query, more than one path from the root to leaves is traversed. Hence,
a partial exploration of the tree is performed. This feature distinguishes our work
from related papers which consider only root-to-leaf searches [2,3].

Traversal and partial traversal of an index tree is straightforward when the
mobile client happens to tune in at the beginning of a broadcast cycle and the
client can locally store addresses of nodes to be tuned into later. However, a client
may have to store information of hB nodes, where h is the height of the index tree
and B is the maximum number of children. When memory is limited or a query
starts executing during the on-going broadcast cycle, performance depends on
what information is maintained at a client and how the client makes use of the
information. In Section 3 we propose three different solutions for dealing with
mobile clients having limited memory. Our solutions differ on how a mobile client
decides which data to delete, the degree of replication of nodes in the broadcast,
and the type of data structures employed by the clients. Our experimental work
on real and synthetic data sets is discussed in Section 4. Our results show that
our methods lead to different tuning times and somewhat different latencies. We
also show that being able to handle limited memory effectively results in efficient
methods for starting the execution of a query in the middle of a cycle. Observe
that starting in the middle of a cycle corresponds to having lost all previously
read information.

In Section 5 we consider query processing of broadcasted index trees in a 2-
channel environment. We assume that a mobile client can tune into either of the
channels at each time instance, but that the channel number tuned into needs
to be specified. The use of multiple channels can lead to a significant reduction
in the latency. We present two heuristics which differ in the type of conflict that
can happen when a query is executed and the bounds on the cycle length of the
generated schedule.

2 Assumptions and Preliminaries

Our solutions do not make any assumption on the structure of the tree broadcast.
Trees can range from highly structured (like R∗- or B-trees) to random trees.
We use B to denote the maximum number of children of a node, h to denote
the height of the tree, and n to denote the total number of nodes. For any index
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R-tree of size 48, and B =3.
: next link

Fig. 1. A tree and its next entries

node v, we assume the broadcast contains the entries generally present in the
corresponding index structure. This includes an identifier and data of node v
and a list of v’s children. In addition, the addresses of children in the broadcast
schedule are included.

The broadcast of one instance of the tree is called a cycle. When the tree is
broadcast in a single channel environment, the cycle length is at least cn, for
some constant c ≥ 1. We assume throughout that a broadcasted tree obeys the
ancestor property: when node v is broadcast for the first time in a cycle, the
parent of v was broadcast earlier in the same cycle. Hence, the root is always the
first node broadcast. We say a client explores node u when the client tunes into
the broadcast to receive u and examines the entries about u and u’s children.
When none of u’s children needs to be explored further, u is an unproductive
node, otherwise u is called a productive node.

An objective of our work is to minimize two parameters: the tuning time
which counts the number of index nodes explored during one query and the
latency which counts the total number of nodes broadcast by the scheduler dur-
ing the execution of the query. Minimizing the number of unproductive nodes
corresponds to minimizing the tuning time.

As already stated, the scheduler may add additional entries to the broad-
casted nodes. One such entry used in our solutions is next(v): next(v) is the
address of the node in the broadcast after all descendents of v have been broad-
cast. This can be a sibling of v or a higher-degree cousin, as shown in Figure 1.

An index node is viewed as one packet in the broadcast. An alternate way of
measuring would be to fix the packet size and count the number of packets tuned
into (which now contain a number of index nodes). We find an evaluation based
on the number of index nodes more meaningful for comparing our strategies.
Having to tune in for a node is more relevant to the performance than the
number of bytes received for a node.
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3 Algorithms for Mobile Clients with Limited Memory

In this section we present three algorithms for executing a query during the
broadcast of an index tree when the mobile client has memory of size s, s < hB.
We assume that each “unit” of memory can store the address of a node and
optionally a small number of other entries. Limited memory implies that a client
may not be able to store all relevant information received earlier and losing data
can increase the tuning time.

The algorithms of Sections 3.1 and 3.2 assume that the index tree is broadcast
in preorder, without replication (i.e., every node appears once in the broadcast
cycle), and with a next-entry for every node. The two algorithms differ on how
they decide what entries to delete when required to free up memory. The index
tree is generated without knowing s and thus different clients can have different
memory sizes. Only the program executed by the client is tailored towards its
s. The algorithm described in Section 3.3 assumes the index tree is broadcast
with node replication. The amount of node replication is determined by s, the
size of the memory. A client with a memory size smaller than the chosen s does
not get the advantage of node replication. Additional entries can be added to
the broadcasted index tree to allow better performance for such clients.

3.1 Using Next Fields

We assume that every mobile client maintains a queue Q. The queue is initially
empty and at any time it contains at most s entries. We assume that deletions
can be done on both ends of the queue. Assume the mobile client started the
execution of a query and is tuning in to receive and explore node v. If v is a
productive node, then let v1, ..., vk be the children of v to be explored. Nodes
v1, ..., vk are put into Q by the order of their position in the broadcast. For each
node vi, we record the address of vi in the broadcast as well as entry next(v).
Should Q become full, nodes are deleted using FIFO management. After the
exploration of v and possibly its children, the next node to be explored is either
found in the queue or in entry next(v). A high level description of the algorithm
executed by a client is given in Figure 2. Figure 3 shows the traversal of a tree
when the query needs the data stored in leaves 4, 5, 18, 20, 34 and 35. For s = 3,
next links are used four times.

Exploring a node v having k children costs O(k) time. Assume v is unpro-
ductive. If the queue is not empty, then deleting the most recently added node
from the queue gives the next node to tune into. This node had a productive
parent, but it can be productive or unproductive. When the queue is empty, we
tune in at next(v). This node may have had an unproductive parent. For a given
query, there exist scenarios for which a client tunes in at Θ(Bh− s

B ) unproductive
nodes.

When a mobile client tunes into the broadcast at an arbitrary time during
the cycle, it starts executing the program with an empty queue. The client needs
to remember the first node obtained after tuning in. Let f be this node. When
node f is received again in the next broadcast cycle, the query terminates (if
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Algorithm ExploreQ(v)
(1) if node v is a data node then

determine the relevance of the data to the query
else
if node v is a productive node then

let v1, v2, . . . , vk be the children of v to be explored, arranged
in the order they appear in the broadcast;
insert children v1, v2, . . . , vk into queue Q of size s in order of broadcast,
deleting using first-in/first-out rule;
ExploreQ(v1)
endif

endif
(2) if queue Q is empty then

ExploreQ(next(v))
else

let w be the node returned when deleting the most recently added
node from Q;
ExploreQ(w)

endif
End Algorithm ExploreQ

Fig. 2. Client algorithm for query execution during a tree broadcast with next fields
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R-tree of size 48, B=3.

: Node relevent to the query.
Memory s=3.

: using next link

: using queue

Fig. 3. Processing a query issued at the begin of the cycle and using next-entries, s = 3.
The entries below the tree show queue Q after the exploration of the corresponding
node.
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it did not already terminate). Hence, the latency experienced is at most one
cycle length. Next-fields allow a client to reach parts of the tree at higher levels
without having seen the higher level nodes and without having to tune in and
explore every node. Tuning time can be minimized by skipping the on-going
cycle and beginning the processing of the query at the start of the next cycle.

3.2 Using an Exploration-Based Cost Function

The previous algorithm uses queue Q to hold the most recent nodes identified
by the client as index nodes to be explored. This section describes a solution
that keeps nodes based on a priority. For a node u, let cost(u) be the number
of children of u not yet broadcast in the on-going cycle and that do not need
to be explored by the query. Quantity cost(u) measures the loss of u in terms of
the additional unproductive nodes a client needs to tune into in case the node is
removed from the queue. The tree is scheduled for broadcast as in the algorithm
of Section 3.1; i.e., we assume that every node in the broadcast has a next-entry.

We discuss the algorithm using the implementation underlying our experi-
mental work. In this implementation, we use two queues: a queue Q in which
nodes are added in the order they are encountered during the broadcast and a
priority queue PQ in which nodes are arranged according to cost-entries, along
with pointers between entries for a node in the two queues. The reason for using
two queues is simplicity. One could use a balanced tree structure built on the
node id’s and augmented with a cost entry. This would support all operations
needed in O(log s) time. However, we get the same asymptotic time and a simpler
implementation using two queues, with PQ implemented as a heap.

The entry for node v in Q contains the following:

– node v’s id
– the list of children of v not yet broadcast and to be explored
– next(v)
– a pointer to node v in queue PQ

If node v is in Q with k children, we consider node v to be using k + 1 memory
locations. Node v has an entry in PQ containing cost(v) and a pointer to node
v in queue Q.

When a mobile client tunes in for node v, it explores node v. When v is pro-
ductive with children v1, ..., vk, we proceed as described in Algorithm ExploreDQ
given in Figure 4. Observe that when there is not enough memory to add node
v and its k children to the queues, we delete nodes along with the information
of children to be explored based on cost-entries. Algorithm FindNextNode de-
scribes how the next node to be explored is determined. In two situations the
next node explored is next(v), namely when queue Q is empty or when v’s par-
ent is no longer in the queue PQ. When Q is not empty and v’s parent is still
present, the next node to be explored is determined from the child list of v’s
parent, as described in Figure 4.

Adding a node with k productive children to the queues costs O(k) time
for queue Q and O(log s) time for queue PQ. The updates to the queues are
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Algorithm ExploreDQ(v)
(1) if node v is a data node then

determine the relevance of the data to the query
else

if node v is a productive node then
let v1, v2, . . . , vk be the children to be explored, arranged in the order they
appear in the broadcast:
(1.1) compute cost(v);
(1.2) insert v into PQ with cost(v);
(1.3) while not enough space for v and its k children in the queues do

(a) determine node u in PQ having minimum cost;
(b) delete entries related to u from the queues
endwhile

(1.4) insert v and v’s child list into Q
endif

endif
(2) u = FindNextNode(v);
(3) ExploreDQ(u)
End Algorithm ExploreDQ

Algorithm FindNextNode(v)
if queue Q is empty then

return next(v)
else

let u be the node returned when deleting the most recently added node from Q;
if u is not the parent of v then

return next(v)
else

delete v from the child list of u and update cost(u);
if the child list of u is not empty then

return the first node in the child list of u
else

(1) delete entries related to u from the queues;
(2) FindNextNode(u)

endif
endif

endif
End Algorithm FindNextNode

Fig. 4. Client algorithm for query execution during the tree broadcast using next fields
and two queues.
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O(1) per update for queue Q and O(log s) time for queue PQ. Observe that
cost-entries for nodes in PQ can only decrease.

When a client tunes into the broadcast cycle at some arbitrary point, the
algorithm is initiated with empty queues. Like the previous algorithm, a client
needs to remember the first node seen in order to terminate the query with
a latency not exceeding the length of one cycle. Starting the algorithm in an
on-going cycle reduces the benefit gained by an exploration-based cost metric.

3.3 Broadcasting with Replication

Replication can be used to improve broadcast performance, as demonstrated in
[4,6]. The algorithm described in this section replicates selected nodes within a
broadcast cycle. The replication of nodes increases the cycle length and can thus
increase the latency. Again, assume that a client uses a queue of maximum size
s. Our experimental work shows that replication achieves smaller tuning time
for queries starting their execution in the middle of a cycle (in comparison to
the two algorithms presented in the previous sections).

The tree is scheduled for broadcast using the following format. For each node
that is the root of a subtree of height bs/Bc, the broadcast contains the nodes in
the subtree in preorder traversal with no replication. Consider a node u being the
root of a subtree of height larger than bs/Bc. Assume the children are v1, ..., vk

and the schedules for the subtrees rooted at these children have already been
generated. Let Si be the schedule of the subtree rooted at child vi, 1 ≤ i ≤ k.
Then, the schedule for the subtree rooted at node u is uS1uS2u...uSk. Figure 5
shows such a schedule when the nodes of the first three levels are replicated
(nodes on the last two levels appear exactly once in the broadcast cycle). The
number of times a node is replicated is equal to its number of children. Hence,
if the nodes on the first k levels are replicated, the total number of replicated
nodes in the broadcast is equal to the number of nodes on the first k + 1 levels
of the tree minus 1. For the tree in Figure 5 this comes to 19 nodes.

All nodes in the broadcast cycle have one additional entry, next repl. Entry
next repl(v) gives the address of the next relevant replicated node corresponding
to the closest ancestor of v. Figure 5 shows the next repl-entries in the array
representing the schedule. For example, next repl(13) is the third copy of node
1 for both copies of node 13. Observe that if queries were to start at the begin of
the cycle and clients were to have the same amount of memory, next repl-entries
would have to be added only for the nodes on the replicated levels.

Nodes to be explored are handled as in Section 3.1: they are put into queue
Q according to their arrival in the cycle and are deleted when space is need
according to the FIFO rule. A subtree rooted at a node not replicated can be
explored without a loss of productive nodes. A loss of productive nodes happens
only for replicated nodes or when the query starts in the middle of the cycle.
When a node u has been explored and Q is empty, we tune at node next repl(u).
When this node arrives, we determine which of its children yet to arrive in the
broadcast cycle need to be explored and put those into Q.
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Fig. 5. Tree and broadcast schedule with node replication for s = 3; pointers in schedule
indicate next repl-entries.

In the following, we compare the replication-based broadcast with the algo-
rithms using next-fields. Consider the scenario in which u is a productive node
having B children. Assume that p of these children are productive nodes. Once
the current copy of node u has been lost from the queue, we access its next copy
in the broadcast. This next copy allows us to determine the productive children
of u. If node u is lost B times, the broadcast tunes in for each of the B copies
of u. Compared to the situation when no node is lost, the replication algorithm
spends additional O(B2) time (O(B) per lost instance of node u) on “rediscover-
ing” the productive children. The algorithm tunes in at B additional nodes (the
copies of u). Consider now the algorithm of Section 3.1. Assume node u is lost
and its p productive children are determined using next-fields. The client will
tune in for every child of u. This means it tunes in at B − p unproductive nodes
and the increase in the tuning time is proportional to the number of unproduc-
tive children of u. If each child of u has B children itself, the computation cost
is O(B2). If u had not been lost, it would only be O(pB).

In this example, replication does not reduce the tuning time and it increases
computation costs and latency. Intuitively, one expects replication of nodes to
reduce the tuning time. An advantage of replication is that even after a node
has been lost, we can recover the information about the children. In some sense,
we are able to restore data lost. As will be discussed in more detail in Section 4,
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the replication approach results in small tuning time, but the latency depends
on how queries starting within a cycle are handled.

4 Experimental Result for Limited Memory

Our experimental work focuses on the execution of spatial range queries on
broadcasted R∗-trees. We compare the performance of five algorithms: Algo-
rithms NoInfo, Next, Double, Replica1, and Replica2. Algorithm NoInfo
assumes the tree is broadcast without additional entries and without replica-
tion. A mobile client maintains nodes to be explored as long as it has memory
available. When such nodes are lost, the client is forced to tune in at every node
until information accumulated allows again a more selective tuning. We include
this approach to highlight the gain in terms of latency and tuning time for the
other four algorithms. Algorithm Next corresponds to the solution described
in Section 3.1. Algorithm Double corresponds to the priority-based approach
described in Section 3.2. We include two implementations of the replication ap-
proach: Algorithms Replica1 and Replica2. In Replica1 every node is broad-
cast with its next repl-entry and in Replica2 the next-entry is added to each
node. The availability of next-entries leads to significantly better latencies when
few nodes are replicated.

The R∗-trees were generated using code available from [1]. Trees were created
through the insertion of points (resp. rectangles). We considered trees having
between 5,000 and 150,000 leaves and a fanout (i.e., number of children) between
4 and 30. Page sizes used ranged from 128 to 512 bytes. Point and rectangle
data were created either by using a uniform distribution or data from the 2000
TIGER system of the U.S. Bureau of Census. For R∗-trees based on random
point data, points were generated using a uniform distribution within the unit
square. For random rectangle data, the centers of the rectangles were generated
uniformly in the unit square; the sides of the rectangles were generated with a
uniform distribution between 10−5 and 10−2. For 2000 TIGER data, we used
data files on counties in Indiana and extracted line segments from the road
information. These line segments were used to generate rectangles (enclosed
minimum bounded rectangle) or points (center of line segment).

Our first set of experiments is for an R∗-tree with 10,000 leaves corresponding
to random points and B = 12. The tree has a height of 6 and 11,282 nodes. The
data shown is for a fixed tree and the queries vary as follows. A mobile client
tunes in at a random point in the broadcast cycle and starts executing a rectangle
query. The coordinates of the rectangle center of a query are chosen according
to a uniform distribution and the sides are uniform between 0.002 and 0.5. Data
reported is the average of 100 queries and each query is issued at 50 different
time points within a broadcast cycle.

Figure 6(a) shows a typical comparison of the latency and tuning time ex-
perienced by the five algorithms. The x-axis reflects increases in the memory.
A memory of, say 19, means there is space for the address of 19 index nodes
and for node-related entries needed by the algorithm (this number varies only
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Fig. 6. Latency and tuning time comparison for an R∗-tree with B = 12 and 10,000
leaves.
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slightly between different algorithms). The latency is influenced by the starting
point of the query and the length of time a query continues executing when no
more relevant data is to be found. Algorithm Double consistently achieves the
best latency. A reason for this lies in the fact that Algorithm Double is not so
likely to delete nodes whose loss is “expensive”. For the latency this means nodes
whose loss results in extending the time for recognizing the termination of the
query. For the tuning time this means nodes whose loss results in unproductive
nodes to be explored. The price for this is the maintenance of two queues by a
mobile client. As expected, the two replication-based algorithms have a higher
latency for small memory sizes. Note that for the graphs shown the s chosen by
the scheduler is equal to the memory size of the client. As s increases, the latency
of Replica2 behaves like that of Algorithm Next and the latency of Replica1 be-
haves like that of Algorithm NoInfo. This happens since Replica1 does not have
next-entries needed to reduce the latency of a query issued within a cycle.

For the tuning time plot of Figure 6(b) we omit Algorithm NoInfo. It averages
6,000 nodes and changes little as memory size changes. The tuning times of
the other four algorithms show the impact of the optimizations done by the
algorithms. Algorithm Next has the highest tuning time (and thus the highest
number of unproductive nodes). The tuning time for Replica2 reflects that as
memory increases and replication decreases, the tuning time becomes identical
to that of Next. The tuning time of Replica1 reflects that as memory increases
and replication decreases, a query issued in the middle of the cycle may do very
little processing in the on-going cycle. Completing the query in the next cycle
results in low tuning time, but higher latency.

Figure 7 shows latency and tuning time for rectangles generated from line
segments associated with roads in Marion County. The underlying data is shown
in Figure 8. This non-uniform data shows the same trend and characteristics as
discussed for random data sets.
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Fig. 7. Latency and tuning time for rectangle queries on an R∗-tree with B = 12 and
75,431 leaves corresponding to road segments in Marion County, Indiana.
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The remainder of this section shows results obtained for random data sets.
However, the conclusions hold for all Tiger data we considered. We start with
a comparison of the effect of different starting times of a query. The results
given are for an R∗-tree having 150,000 leaves (corresponding to points) and
B = 12. Figure 9 compares the unproductive nodes for queries issued in (a) at
the first leaf and (b) at the begin of the broadcast. The queries correspond to
smaller rectangles than in the previous figures: the sides range from 0.001 to 0.25.
The figure echos the trend already discussed for the different algorithms. Note
that there is no difference in the tuning time between the two replication-based
solutions when the query starts at the beginning of a broadcast cycle. Starting a
query at a leaf results in higher tuning times and more unproductive nodes for
all algorithms. As memory increases to the point that no (or very few) nodes to
be explored are lost, the differences in the unproductive nodes among the four
algorithms become evident. We observe that Replica1 achieves the best results,
but one pays a price in the form of a higher latency. Algorithm Double performs
well not because it keeps expensive nodes, but because it stores nodes together
with its children (recall that a node in queue Q has a list of productive children).
We point out that as the average size of the rectangle query decreases, the ratio
of unproductive nodes to the tuning time increases.

We conclude this section with a comparison of different B-values for trees
with a fixed number of leaves. When the broadcasted index tree is generated
explicitly for the broadcast, the way the tree is formed should be influenced
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Fig. 10. Tuning time and unproductive nodes for Algorithm Double for 5 different
B-values on trees with 150,000 leaves.

by what features of the tree result in better latency and tuning times. For all
algorithms we observed that, as B increases, the tuning time decreases. At the
same time, as B increases, we see an increase in the number of unproductive
nodes. This behavior is observed independent of the size of the memory at the
mobile client, as shown in Figure 10 for Algorithm Double.

5 2-Channel Broadcasting

The availability of multiple channels can lead to a significant reduction in the
latency [7,10]. The assumption is that a mobile client can tune into any one of
the channels at each time instance and that the channel number tuned into needs
to be specified. However, poorly designed algorithm for multiple channels may
result in an increase in the latency and tuning time. In this section we present
two methods for scheduling a spatial index tree in a 2-channel environment. The
broadcast schedules we describe assume that a node is broadcast only once in a
cycle (i.e., no node replication takes place). The two methods differ in the type
of conflict that can happen when a query is executed by a client and the bounds
on the cycle length of the generated schedule. The actions taken by a client when
executing a query are extensions of the work described in Sections 3.

Before giving details on the two algorithms, we state assumptions and defi-
nitions used. The tree scheduled for broadcast can have arbitrary structure. We
assume that every index node has at least two children and that each index node
has the entries of an R∗-tree. The queries executed by a client are either point- or
range-queries. We note that scheduling a balanced tree is easier than scheduling
an arbitrary tree. Since our results hold for arbitrary trees, we present them in
this more general framework.

Assume that an n-node tree T is broadcast in a 2-channel environment.
Generating a schedule of cycle length k, k ≥ n/2, corresponds to generating an
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assignment of nodes to channel positions 1 and k. Clearly, placing two nodes in
the same channel position in the cycle can cause a conflict. A conflict happens
when a query needs to explore both nodes placed in the same position. Since
only one node can be accessed, the client needs to wait for the next broadcast
cycle to explore the second node and latency can increase.

We distinguish between two forms of conflicts, a data-conflict and a query-
conflict. A data-conflict occurs when channels 1 and 2 contain nodes whose
corresponding rectangles are not disjoint. A query-conflict occurs when channels
1 and 2 contain nodes whose corresponding rectangles are disjoint, but both
nodes are to be explored by a mobile client executing a query. Our presented
methods are heuristics minimizing data-conflicts, cycle length, and latency. Our
results complement the work on achieving maximum parallelism for R-trees [5]
where the goal is to maximize data-conflicts since they minimize access to disks.

5.1 Achieving Optimum Cycle Length

This section presents an algorithm generating a 2-channel broadcast schedule
of minimum cycle length (i.e., n/2) based on a weighted traversal of the tree.
The latency of any query is bounded by n, the number of nodes in the tree.
The schedule satisfies the ancestor property and it can contain data-conflicts. In
addition, the schedule satisfies the one-switch property which captures the fact
that a path from root r to any leaf switches channel positions at most once.
More precisely, let P be the path from r to a leaf v. Then, either all nodes on P
are assigned to channel 1 positions or there exists a node x, such that the nodes
on the path from r to x are assigned to channel 1 positions and the remaining
nodes on the path are assigned to channel 2 positions. One can show that when
the broadcast schedule has the one-switch property, the latency of a query is
bounded by n (i.e., a query is completed within two cycles).

To determine the assignment of nodes to channel positions in the channel, the
algorithm performs a preorder traversal of T considering the children of a node
in the following order. For a node u with children u1, . . . , ul, let size(ui) be the
number of nodes in the subtree rooted at node ui, 1 ≤ i ≤ l. The children of u are
traversed in order of non-increasing size-entries. Assume the preorder numbering
of this traversal has been generated. Let m be the node having received preorder
number dn/2e. Let P be the path from r to m with P =< r = p1, p2, . . . , pk =
m >. In the broadcast schedule, nodes on the path from r to m are assigned to
k consecutive channel 1 positions, positions 1 to k. The remaining nodes with
preorder numbers between 1 and dn/2e are assigned to consecutive channel 1
positions immediately following position k. Nodes with a preorder number larger
than dn/2e are assigned to consecutive channel 2 positions starting at position
2 and ending at position bn/2c. Nodes are placed into channel 2 by considering
subtrees rooted at nodes whose parent is on path P , handling these subtrees by
decreasing preorder numbers, and within each subtree placing nodes according
to increasing preorder numbers. Figure 11 shows the channel assignments for
one tree. In this example, m corresponds to the node labeled 35; we have k = 4
and nodes r, 24, 25, 35 form path P .
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Fig. 11. A tree with n = 71 and its 2-channel schedule with a cycle length of 36; the
integers next to the nodes are the weighted preorder numbers.

Let S be the broadcast schedule generated by this procedure. It is easy to
see that S satisfies the one-switch property and that the cycle length is dn/2e.
The following theorem shows that the ancestor property holds.

Theorem 1 Broadcast schedule S satisfies the ancestor property.

Proof: Let node m and path P be defined as above. By traversing path P from
root r towards m we show that a node placed on channel 2 always has its parent
placed earlier. Assume that we are at node pi, i ≥ 2. If the number of nodes
already placed in channel 2 positions (these nodes are not in the subtree rooted
at pi) is at least i−1 (and this was true for all smaller i’s), the ancestor property
is satisfied so far.

Assume now that the number of nodes so far placed in channel 2 positions
and not in the subtree rooted at pi is smaller than i − 1. The node placed at
position i in channel 2 would not have its parent placed earlier, thus violating
the ancestor property. We show that this situation cannot arise. Consider the
smallest i for which this situation occurs. Node pi−1 has no child assigned to
a channel 2 position. Let x be the number of nodes in the subtree rooted at
pi−1 assigned to channel 1 positions - excluding node pi−1 and any nodes in the
subtree rooted at pi. Let y be the number of nodes in the subtree rooted at pi,
with y1 nodes assigned to channel 1 and y2 nodes assigned to channel 2. From
the way the preorder numbers are generated, we have x ≥ y. Finally, let a be
the total number of nodes assigned to channel 1 before node pi−1 was reached.
Then, i + a + x + y1 = n/2 and i − 1 + y2 = n/2. Hence, a + x + y1 = y2 − 1,
which is not possible for a ≥ 0 and x ≥ y1 + y2. Hence, such a situation cannot
occur and the ancestor property is satisfied for the schedule. 2
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The schedule generated does not place nodes with an awareness of data-
conflicts. Indeed, the algorithm is a general method for assigning nodes of a tree
to two channels satisfying the ancestor and one-switch property. However, the
way assignments of subtrees to channels are made results in a good latency even
when data-conflicts occur. A point- and range-query starting at the begin of a
cycle is always completed within two cycles. Thus, for R∗-trees, the latency is no
worse than the cycle length in a 1-channel environment. In many situations, it
will be better. A client executing a query needs to maintain nodes to be explored
according to their position in the channel. If there is a data-conflict, the first
broadcast cycle explores the node in channel 1. The subsequent broadcast cycle
explores remaining nodes in channel 2. The memory needs for a client are the
same as for the 1-channel case. This means that a client may need hB memory in
order to be able to store all the relevant index nodes to be explored. When clients
have limited memory, the approaches described in Section 3 can be employed
with minor modifications.

5.2 Broadcasting without Data-Conflicts

In this section we describe an algorithm which generates, from a given index tree
T , a 2-channel broadcast schedule without data-conflicts. Using this schedule, a
mobile user can execute a point query in one cycle and a range query in at most
two cycles. The cycle length depends on the amount of overlap between index
nodes. Within a cycle, every channel 1 position is assigned a node. Whether a
channel 2 positions contains a node depends on whether the algorithm was able
to identify subtrees whose corresponding regions have no overlap.

Assume T is an R-tree with root r. The scheduling algorithm assigns root
r to the first position in channel 1 and then considers the children of r. Let
v1, · · · , vk be these children. An overlap graph G = (V, E) is created as follows:
V = {v1, · · · , vk} and (vi, vj) ∈ E iff the rectangles corresponding to vi and vj

overlap , 1 ≤ i, j ≤ k. For a node vi ∈ V , let size(vi) be the number of nodes
in the subtree rooted at vi. We use G to determine an independent set IS of
maximal size. For the algorithm to use the independent set, set IS needs to have
the following two properties:

1. |IS| > 2 and
2. for all vi in IS, size(vi) ≤ m

2 , where m =
∑

vi∈IS size(vi).

If such an independent set IS exists, the algorithm assigns the nodes in the
subtrees rooted at the nodes in IS to the two channels. The assignment is such
that every channel receives m/2 nodes. We first arrange the nodes in IS by non-
increasing associated size-entries. Assume that j − 1 nodes of IS have already
been handled and let vj be the j-th node. Let l1 and l2 be the last channel
positions filled in channels 1 and 2, respectively. When starting to process an
independent set, we have l1 = l2. Without loss of generality, assume l1 ≤ l2.
Then, node vj and all nodes in the subtree rooted at vj are assigned to channel
1 positions, starting with position l1 + 1. The nodes in the subtree are assigned
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using a preorder numbering of the nodes (within the subtree). After all |IS|
nodes have been assigned, let l1 and l1 be the last channel positions filled in
channels 1 and 2, respectively, l1 ≤ l2. If l1 = l2, we are done processing the
independent set. If l1 6= l2, let l2 − l1 = ε and let vr be the last node in IS
placed into channel 2. The first ε

2 nodes in the subtree rooted at node vr are
reassigned to the first positions in channel 1 (first with respect to the processing
of set IS). This reassignment achieves l1 = l2, maintains the ancestor property
and the one-switch property.

The nodes of graph G not in the independent set IS form the new graph G.
The process of finding a maximal independent set continues until G is empty or
no such set can be found. Assume that this situation occurred and G is not empty.
Let w1, · · · , wl be nodes in G and let l1 = l2 be the last channel positions filled.
The algorithm next assigns nodes w1, · · · , wl to l channel 1 positions starting at
position l1+1. The corresponding channel 2 positions receive no node assignment.
Next, consider the children of w1, · · · , wl in the same way as the children of root r
were considered. The algorithm continues this process until all nodes are assigned
to channel positions.

Clearly, the cycle length depends on the number of nodes whose rectangles
overlap. An extreme case occurs when all nodes are assigned to channel 1 po-
sitions. The best cycle length possible is n/2. Since there are no data-conflicts
in the generated broadcast schedule, a client can execute a point query in a sin-
gle cycle. It is easy to show that the broadcast schedule satisfies the one-switch
property and that a range query can be executed in at most two cycles. However,
the generated broadcast may result in a large number of paths leading from root
r to leaves and switching channels. To execute a range query, client may need
to store O(n) nodes to be explored in the next cycle. In contrast, the previous
schedules require O(hB) space. We are currently exploring ways to reduce the
space requirements for data-conflict free schedules. Experimental work measur-
ing the latency and tuning time as well as the number of data-conflicts for both
2-channel algorithms is on-going.

6 Conclusions

We presented algorithms for scheduling a spatial index tree for broadcast in
a 1- and 2-channel environment. The generated broadcast schedules differ on
whether nodes are broadcast once or multiple times in a cycle and the choice of
entries added by the scheduler. Mobile clients execute a spatial query by tuning
into the broadcast. The algorithms executed by the clients aim to minimize la-
tency and tuning time. They depend on the type of broadcast as well as on the
client’s available memory and chosen data structures. Our experimental work on
real and synthetic data shows the tradeoffs and performance differences between
the algorithms and broadcast schedules. All our solutions achieve a significant
improvement over a straightforward broadcast without additional entries. Our
experimental work shows that broadcast schedules using node replication achieve
smaller tuning times for queries that begin during a cycle. We also show that
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achieving good performance when tuning-in during a cycle is related to process-
ing a query with limited memory at the client.
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Abstract . Intervals represen t a fundamental data type for temporal , scientific, and
spatia l databases where  time stamp s and point data are extended to time spans and
range data, res pectively. For O LTP a nd OLAP a pplications on large amounts of
data, no t only intersection que ries have to  be processed e fficiently but a lso general
interval rela tionsh ips inc luding  before, meets, overlaps, starts , finishes, contains,
equals, during, startedBy, finishedBy, overlappedBy, metBy, and  after. Our new
algorithms  use the Relationa l Interva l Tree , a purely SQL-base d and object-
relationally  wrapped index str uctur e. The  technique t herefore pre serves  the
indust r ial strength of the underly ing RDBMS including stab ility, transactions , and
perfor mance. The efficiency of our a ppro ach is demonstrat ed by an experim ental
evaluation on a rea l weblog data se t conta ining one million sessions.

1   Introduction

Modern database a pplicati ons often manag e extended data i ncluding time spans for the
validity o f stored facts [TCG + 93], tolerance ranges for imprecisely measured values  in
scientific databases, or approximate values i n local caches of distributed databases
[OLW 01]. Onlin e analytical processing fo r  data wa rehouses, for example on the tempo-
ral coherence of marketing activities and the sales volume, requires intervals as a basic
datatype . Moreove r, the practica l relevance of  intervals ha s been strongly  emphasized
by the introductio n of the corresponding  datatypes and predicates into the new
SQL:1999 standar d, forme rly known as SQL 3 [EM 99]. In SQL, a n inter val comprising
a rang e between two ordered boundarie s is termed a “PER IOD” and denotes an an-
chored duration on the linear tim e line. Dates can be encod ed by a basic temporal
datatype or an in teger. In  addition to  plain  interval  intersection  queries, mor e refined re-
lat ionships have to be supported for many appl ications, e.g. sequenced temporal integ-
rity checking [LSD + 01]. Compulsory p redicates  on PERIODs include th e plain inte rval
intersect ion as well as a subset of Allen ’s 13 general interval relationsh ips [All 83] (cf.
Figur e 1), namely “PRECEDES” ( =before), “SUCCEDES” ( =after), “MEETS”
(= meets ¨metBy), and “CON TAINS” (=contains or during, resp. ) [Sno 00]. 

In order to  bring  the expressive pow er of interval predic ates and SQ L:1999 to life, a
robus t access method for intervals and their predicates is required . As this component
has to be integrated into commercial database servers to complement the interval data
model with e fficient quer y execution, a maximal exploit ation of the generic functional-
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ity of existing RDBMS is essential [JS 99] [TJS 98]. In this paper, we therefore propose
a new technique to efficiently evaluate not only the five interval predicates of
SQL:1999, but the full set of Allen’s general relationships on top of any object-relational
database kernel. We follow the layered approach of temporal database systems by trans-
forming the DDL and DML on interval data into conventional statements executed by
the underlying DBMS. At the same time, its industrial strength, including stability,
transactions, and performance is fully preserved by our proposed method.

Whereas point data has been supported very efficiently for a long time, the problem
of managing intervals is not addressed by commercial database systems up to now. Sev-
eral index structures have been proposed that immediately are built on top of relational
database systems. They use the SQL level of an ordinary RDBMS as virtual storage me-
dium, and, therefore, we call them relational storage structures. Among them, the Rela-
tional Interval Tree1 (RI-tree) [KPS 00] provides the optimal complexities of O(n/b)
space to store n intervals on disk blocks of size b, O(logbn) I/O operations for insertion
or deletion of a single interval, and O(h·logbn + r/b) I/Os to process an interval intersec-
tion query producing r results. The parameter h depends on the extension and the gran-
ularity of the data space but not on the number n of intervals. As a competing method,
the linear quadtree [Sam 90] as used in Oracle or DB2 for spatial objects maps a main-
memory structure onto built-in relational indexes, too, and may be called linear segment
tree in the one-dimensional case. Unfortunately, the decomposition of intervals into seg-
ments yields a potentially high redundancy in the database in contrast to the RI-tree.

The MAP21 transformation [ND 99] or the H-, V-, or D-order interval spatial trans-
form [GLOT 96] refine the idea to employ a composite index on the interval bounds and
order the intervals lexicographically by (lower, upper) or (upper, lower). Finally, the
window list technique [Ram 97] is very efficient but may degenerate for dynamic data
sets. An additional broad variety of secondary storage structures for intervals has been
proposed in the literature. Since these approaches rely on augmentations of built-in in-
dexes structures, they are not suitable to be used in industrial applications unless they are
integrated into the kernel software by the database vendors. A detailed discussion of
these aspects is provided in [KPS 00].

What we propose in this paper are extensions of the RI-tree algorithms that efficient-
ly support the general interval relationships of Allen. After recalling the Relational In-
terval Tree in Section 2, we present our new algorithms in Section 3. We suggest an ef-

1.  Patent pending

Fig. 1. The 13 general interval relationships according to Allen [All 83]
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fective extension of the underlying relational schema that preserves the optimal I/O
complexity for the majority of interval relationships. Simple but powerful heuristics
minimize the overhead for the remaining interval relationships. In Section 4, we demon-
strate the efficiency of our techniques on a real weblog data set of one million intervals.

2   The Relational Interval Tree

The RI-tree [KPS 00] is a relational storage structure for interval data (lower, upper),
built on top of the SQL layer of any RDBS. By design, it follows the concept of Edels-
brunner’s main-memory interval tree [Ede 80] and obeys the optimal complexity for
storage space and for I/O operations when updating or querying large sets of intervals.

2.1  Relational Storage and Extensible Indexing

The RI-tree strictly follows the paradigm of relational storage structures since its imple-
mentation is purely built on (procedural and declarative) SQL but does not assume any
lower level interfaces to the database system. In particular, built-in index structures are
used as they are, and no intrusive augmentation or modification of the database kernel is
required.

On top of its pure relational implementation, the RI-tree is ready for immediate ob-
ject-relational wrapping. It fits particularly well to the extensible indexing frameworks,
as already proposed in [Sto 86], which enable developers to extend the set of built-in in-
dex structures by custom access methods in order to support user-defined datatypes and
predicates. They are provided by the latest object-relational database systems, including
Oracle8i Server [Ora 99] [SMS+ 00], IBM DB2 Universal Database [IBM 99]
[CCF+ 99] or Informix Universal Server [Inf 98] [BSSJ 99].

Although available extensible indexing frameworks provide a gateway to seamlessly
integrate user-defined access methods into the standard process of query optimization,
they do not facilitate the actual implementation of the access method itself. Modifying
or enhancing the database kernel is usually not an option for database developers, as the
embedding of block-oriented access methods into concurrency control, recovery servic-
es and buffer management causes extensive implementation efforts and maintenance
cost [Kor 99], at the risk of weakening the reliability of the entire system. The server
stability can be preserved by delegating index scans and maintenance to an external pro-
cess, but this approach requires a custom concurrency control and induces severe perfor-
mance bottlenecks due to context switches and inter-process communication. Queries
and updates on relational storage structures are processed by pure SQL statements. The
robust transaction semantics of the database server is therefore fully preserved.

2.2  Dynamic Data Structure

The structure of an RI-tree consists of a binary tree of height h which makes the range
[0…2h–1] of potential interval bounds accessible. It is called the virtual backbone of the
RI-tree since it is not materialized but only the root value 2h–1 is stored persistently in a
metadata table. Traversals of the virtual backbone are performed purely arithmetically
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by starting at the root value and proceeding in positive or negative steps of decreasing
length 2h–i, thus reaching any desired value of the data space in O(h) CPU time and with-
out causing any I/O operation.

Upon insertion, an interval is registered at the highest node that is contained in the
interval. For the relational storage of intervals, the value of that node is used as an arti-
ficial key. An instance of the RI-tree then consists of two relational indexes which in an
extensible indexing environment are preferably managed as index-organized tables. The
indexes obey the relational schema lowerIndex (node, lower, id) and upperIndex (node,
upper, id) and store the artificial key value node, the bounds lower and upper, and the id
of each interval. An interval is represented by exactly one entry in each of the two index-
es, and O(n/b) disk blocks of size b suffice to store n intervals. For inserting or deleting
intervals, the node values are determined arithmetically, and updating the indexes re-
quires O(logb n) I/O operations per interval.

The illustration in Figure 2 provides an example for the RI-tree. Let us assume the
intervals (2,13) for Mary, (4,21) for John, (20,23) for Bob, and (21,30) for Ann (Fig. 2a).
The virtual backbone is rooted at 16 and covers the data space from 1 to 31 (Fig. 2b).
The intervals are registered at the nodes 8, 16, and 24 which are the highest nodes hit by
the intervals. The interval (2,13) for Mary is represented by the entries (8, 2, Mary) in
the lowerIndex and (8, 13, Mary) in the upperIndex since 8 is the registration node, and
2 and 13 are the lower and upper bound, respectively (Fig. 2c). 

2.3  Intersection Query Processing

To minimize barrier crossings between the procedural runtime environment and the de-
clarative SQL layer, an interval intersection query (lower, upper) is processed in two
steps. The procedural query preparation step descends the virtual backbone from the

John
Mary

Bob
Ann

2M 13M

4J

10B 23J
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lowerIndex (node, lower, id):

upperIndex (node, upper, id):
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Fig. 2. Example for an RI-tree. a) Four sample intervals. b) Virtual backbone and registration
positions of the intervals. c) Resulting relational indexes lowerIndex and upperIndex
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root node down to lower and to upper, respectively. The traversal is performed purely
arithmetic without any I/O operation, and the visited nodes are collected in two main-
memory tables, leftQueries and rightQueries, as follows: Nodes left of lower may con-
tain intervals which overlap lower and are inserted into leftQueries. Analogously, nodes
right of upper may contain intervals which overlap upper and are inserted into right-
Queries. Whereas these nodes where taken from the paths, the set of all nodes between
lower and upper belongs to the so-called innerQuery which needs not to be material-
ized. All intervals registered at nodes from the innerQuery are guaranteed to intersect
the query and, therefore, will be reported without any further comparison. The query
preparation step is purely based on main memory and requires no I/O operations.

In the subsequent declarative query processing step, the transient tables are joined
with the relational indexes upperIndex and lowerIndex by a single, three-fold SQL state-
ment (Figure 3). The upper bound of each interval registered at nodes in leftQueries is
compared to lower, and the lower bounds of intervals stemming from rightQueries are
compared to upper. The innerQuery corresponds to a simple range scan over the inter-
vals with nodes in (lower, upper). The SQL query requires O(h·logb n + r/b) I/Os to re-
port r results from an RI-tree of height h since the output from the relational indexes is
fully blocked for each join partner. By the techniques presented in [KPS 00], the height
h of the backbone tree is dynamically adjusted to the expansion of the data space and to
the minimum length of the intervals. Typically, h is independent of the number n of in-
tervals. For example, when assuming a granularity of one second, a height of 25 is suf-
ficient to address one year (31,536,000 seconds), and a height of 32 makes a century ac-
cessible independent of the number of intervals in the database. 

We prefer the implementation for leftQueries and rightQueries as binding variables
for transient tables over the alternative of using set containment predicates ‘i.node IN
leftQueries’ and ‘i.node IN rightQueries’. By using transient tables, we save the encod-
ing and decoding of the node values to and from ASCII. Moreover, the entire SQL query
is parsed and optimized in advance and reused for multiple queries.

SELECT id FROM upperIndex i, :leftQueries q
WHERE i.node = q.node AND i.upper >= :lower

UNION ALL
SELECT id FROM lowerIndex i, :rightQueries q

WHERE i.node = q.node AND i.lower <= :upper
UNION ALL
SELECT id FROM lowerIndex  /* or upperIndex */

WHERE node BETWEEN :lower AND :upper;

Fig. 3. SQL statement for an intersection query with bind 
variables leftQueries, rightQueries, lower, and upper
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3   Algorithms for General Interval Relationships

In this section, we develop our method for processing general interval relationship que-
ries based on the RI-tree. We first identify and classify the nodes that need to be accessed
for the different interval relationships and derive the corresponding algorithms and heu-
ristics for the individual node classes. Finally, we compose the complete queries from
the building blocks.

3.1  Query Generation Schema

For the 13 general interval relationships of Allen [All 83], the plain interval intersection
schema is replaced by a more fine grained query generation. While we have distin-
guished only the three classes leftQueries, rightQueries, and innerQuery for intersection
queries, we are now faced with twelve classes of nodes that need to be handled different-
ly. We call these classes topLeft, bottomLeft, innerLeft, topRight, bottomRight, in-
nerRight, lower, fork, upper, allLeft, allInner, and allRight. Figure 4 provides an il-
lustration of the classification for a sample query interval (75, 106). Each class is
marked with the corresponding interval relationships. The code in Figure 5 illustrates
the computation of the node classes.  

The nodes on the path from the root node (included) down to the fork node of the que-
ry interval (excluded) fall into the classes topLeft or topRight depending on whether
they are smaller than the lower query bound or greater than the upper query bound. The
nodes on the path from the fork node (excluded) down to the lower query bound (exclud-
ed) form the classes bottomLeft and innerLeft depending on their position with respect
to the lower query bound. Analogously, the nodes on the path from the fork node (ex-
cluded) down to the upper query bound (excluded) form the classes innerRight and
bottomRight depending on their position with respect to the upper query bound. The
mentioned node classes are generated by arithmetically traversing the virtual backbone
and, therefore, we call them the traversal classes. As an immediate implication, the car-
dinality of their union is bound by twice the height of the backbone tree.

The fork node itself as well as the lower and the upper query bound each forms a class
of its own, i.e. fork, lower, and upper, and we call them the singleton classes. All of the
hitherto classes are disjoint except in the special case where fork coincides with lower
or with upper. Finally, the union of classes allLeft, allInner, and allRight covers all
nodes of the backbone tree except the lower and the upper query bound. We call these
node sets the range classes. They are not materialized but represented by the predicates
‘node < lower’ for allLeft, ‘lower < node AND node < upper’ for allInner, and
‘upper < node’ for allRight.

3.2  Query Processing for the Traversal Classes

In the following, we assume a query interval q = (lower, upper) to be given. A database
interval i registered at a node in topLeft is guaranteed to start before the lower query
bound, i.e. i.lower < q.lower, but no assumption about the upper bound is valid. In addi-
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tion to the relationships before, meets, and overlaps even finishedBy or contains may be
valid but no other relationship can hold. For before and meets, it suffices to test the upper
bound against the lower query bound, i.e. i.upper Q q.lower with Q denoting < or = for
the respective interval relationship. For finishedBy and contains, the upper bound has to
be compared to the upper query bound, i.e. i.upper Q q.upper with Q denoting = and >,
respectively. For overlaps, however, the upper bound has to be compared to both query
bounds, resulting in the test q.lower < i.upper < q.upper. In any case, the test is optimally
supported by a range scan on the relational upperIndex guaranteeing blocked output:

SELECT id FROM upperIndex i, :topLeft q
WHERE i.node = q.node AND i.upper Q :lower;   -- set Q to < (before), = (meets)

SELECT id FROM upperIndex i, :topLeft q WHERE i.node = q.node
AND i.upper Q :upper;   -- set Q to = (finishedBy), > (contains)

SELECT id FROM upperIndex i, :topLeft q WHERE i.node = q.node
AND i.upper > :lower AND i.upper < :upper;   -- for overlaps

Analogous considerations apply to the symmetric class topRight and the relation-
ships after, metBy, overlappedBy, startedBy, and contains which are best processed by
scanning the relational lowerIndex:

10675

Fig. 4. Node classes generated for a sample query interval (75, 106): The six traversal
classes topLeft (64), bottomLeft (72, 74), innerLeft (76, 80), topRight (128), inner-
Right (104), bottomRight (108, 112), the three singleton classes lower (75), fork (96),
upper (106), and the three range classes allLeft (nodes < 75), allInner (76…105), and
allRight (nodes > 106). Each class is marked with the corresponding relationships
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SELECT id FROM lowerIndex i, :topRight q WHERE i.node = q.node
AND i.lower Q :upper;   -- set Q to > (after), = (metBy)

SELECT id FROM lowerIndex i, :topRight q WHERE i.node = q.node
AND i.lower Q :lower;   -- set Q to = (startedBy), < (contains)

SELECT id FROM lowerIndex i, :topRight q WHERE i.node = q.node
AND i.lower > :lower AND i.lower < :upper;   -- for overlappedBy

A database interval i registered at a node in bottomLeft is guaranteed to start before
the lower query bound, i.e. i.lower < q.lower, and to end before the upper query bound

PROCEDURE generalIntervalQuery (string operator, int lower, int upper) {
List Æintæ topLeft, bottomLeft, innerLeft;
List Æintæ topRight, bottomRight, innerRight;
int fork;

//--- Descend from root node down to fork node ---
int n = root;
for (int step = n/2; step >= minstep; step = step/2) {

if (n < lower) {topLeft ‹ n; n = n + step;}
elsif (upper < n) {topRight ‹ n; n = n – step;}
else /* n is fork */ {fork = n; break;}

}
//--- Descend from fork node down to lower ---
if (lower < fork) {

n = fork – step;
for (int lstep = step/2; lstep >= minstep; lstep = lstep/2) {

if (n < lower) {bottomLeft ‹ n; n = n + lstep;}
elsif (lower < n) {innerLeft ‹ n; n = n – lstep;}
else /* n is lower */ {break;}

}
}
//--- Descend from fork node down to upper ---
if (fork < upper) {

n = fork + step;
for (int rstep = step/2; rstep >= minstep; rstep = rstep/2) {

if (n < upper) {innerRight ‹ n; n = n + rstep;}
elsif (upper < n) {bottomRight ‹ n; n = n – rstep;}
else /* n is upper */ {break;}

}
}
//--- Start the SQL query for operator (see Table 2) ---

}

Fig. 5. Computation of the query classes for general interval relationships
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since i.upper < q.fork £  q.upper. Only the relationships before, meets, or overlaps may
hold, and it suffices to test the upper bound against the lower query bound, i.e. i.upper Q
q.lower where Q denotes <, =, >, respectively.

Again, the relational upperIndex supports the test while guaranteeing blocked output
in any case. As above, analogous considerations apply to intervals from nodes in the
symmetric class bottomRight and the respective relationships after, metBy, and over-
lappedBy which are best supported by the relational lowerIndex:

SELECT id FROM upperIndex i, :bottomLeft q WHERE i.node = q.node
AND i.upper Q :lower;   -- set Q to < (before), = (meets), > (overlaps)

SELECT id FROM lowerIndex i, :bottomRight q WHERE i.node = q.node
AND i.lower Q :upper;   -- set Q to > (after), = (metBy), < (overlappedBy)

A database interval i from a node in innerLeft ends before the query interval ends
since i.upper < q.fork £ q.upper but no assumption about the lower bound may be ex-
ploited in advance. The only relationships with q where i may participate are overlaps,
starts, and during which are tested by a comparison of the registered lower bound
against the lower query bound, i.e. i.lower Q q.lower where Q denotes <, =, > for the
respective interval relationship. Optimal support is provided by the relational lowerIn-
dex in this case. Analogously, intervals from innerRight may only participate in the re-
lationships during, finishes, and overlappedBy which are efficiently tested by scanning
the relational upperIndex:

SELECT id FROM lowerIndex i, :innerLeft q WHERE i.node = q.node
AND i.lower Q :lower;   -- set Q to < (overlaps), = (starts), > (during)

SELECT id FROM upperIndex i, :innerRight q WHERE i.node = q.node
AND i.upper Q :upper;   -- set Q to < (during), = (finishes), > (overlappedBy)

In any of the previous cases, the existing relational indexes lowerIndex and upperIn-
dex immediately support the required comparisons by efficient range scans guarantee-
ing blocked output. Unfortunately, this observation does not hold for the singleton class-
es which we investigate in the following subsection.

3.3  Extended Indexes for the Singleton Classes

For intervals i registered at lower, we know in advance that they do not start later than
the lower query bound, i.lower £ q.lower. As long as lower is distinct from fork we also
know that the interval i ends before the upper query bound, i.upper < q.fork £ q.upper.
Thus, the database interval i may participate in the relationships meets, overlaps, or
starts but in no other relationships. For meets, the upper bound is tested against the lower
query bound by scanning the relational upperIndex, and for starts, the lower bound of
the database interval i is compared to the lower query bound by scanning the relational
lowerIndex:

SELECT id FROM upperIndex i WHERE i.node = :lower
AND i.upper = :lower;   -- for meets (even if lower = fork)

530 H.-P. Kriegel, M. Pötke, and T. Seidl



SELECT id FROM lowerIndex i WHERE i.node = :lower
AND i.lower = :lower;   -- for starts (if lower „ fork)

For the relationship overlaps, both bounds of the database interval i have to be com-
pared with the lower query bound, and the required selection predicate is i.lower <
q.lower < i.upper. At this point, the problem occurs that neither the relational lowerIn-
dex nor the relational upperIndex alone suffice to process the query, and a join of the two
indexes is performed as a preliminary solution to the existing relational schema:

SELECT id FROM lowerIndex l, upperIndex u   -- (preliminary) for overlaps
WHERE l.node = :lower AND l.lower < :lower

AND u.node = :lower AND u.upper > :lower AND l.id = u.id;

This join-based approach yields an expensive execution plan, and the performance
drawbacks of join processing fully apply. A solution that avoids these disadvantages
while introducing only a small overhead for storage space is to extend each of the two
relational indexes by the opposite interval bound. The resulting relational schema con-
sists of two primary indexes, preferably stored as index-organized tables:

lowerUpperIndex (node, lower, upper, id) -- extended lowerIndex
upperLowerIndex (node, upper, lower, id) -- extended upperIndex

Regarding the space required for the node values and the interval bounds (typically 4
bytes each) and for the referring attribute id (e.g. 10 bytes for an extended ROWID in
Oracle8i), the storage space for the new indexes is only 17% larger than for the previous
relational schemata lowerIndex and upperIndex. An important observation is that all of
the hitherto investigated range scans are supported by the extended indexes as well. In
the following, we use the symbol ‘upper(Lower)Index’ if we actually scan the upper-
LowerIndex but the upperIndex would be sufficient. Analogously, we write ‘lower(Up-
per)Index’ in the symmetric case. For the relationship overlaps, the scan to retrieve the
qualifying entries from the node lower may now be based on any of the two indexes,
lowerUpperIndex or upperLowerIndex, and it has the following form:

SELECT id FROM lowerUpperIndex /*upperLowerIndex*/ i WHERE i.node = :lower
AND i.lower < :lower AND i.upper > :lower;   -- for overlaps

The symmetric considerations hold for intervals registered at upper. The relation-
ships finishes and metBy are immediately supported by the respective relational upper-
Index or lowerIndex and, following the general observation from above, also by the new
extended indexes upperLowerIndex and lowerUpperIndex. For the relationship over-
lappedBy, a join of lowerIndex and upperIndex would be necessary and, again, is avoid-
ed by using any one of the extended indexes, lowerUpperIndex or upperLowerIndex:

SELECT id FROM upper(Lower)Index i WHERE i.node = :upper
AND i.upper = :upper;   -- for finishes (if upper „ fork)

SELECT id FROM lower(Upper)Index i WHERE i.node = :upper
AND i.lower = :upper;   -- for metBy (even if upper = fork)
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SELECT id FROM lowerUpperIndex /*upperLowerIndex*/ i WHERE i.node = :upper
AND i.lower < :upper AND i.upper > :upper;   -- for overlappedBy 

3.4  Heuristics to Scan the Fork Node

The node contributing to the most interval relationships among all query classes is fork.
Intervals registered at the query’s fork node may participate in overlaps, finishedBy,
contains, starts, equals, finishes, during, startedBy, and overlappedBy but not in before
or after since the database intervals at fork are known to intersect the query interval at
least at the fork value. The relationships meets and metBy can only hold if fork coincides
with lower and upper, respectively, and they are already covered by handling those
nodes.

In any case, query processing has to consider both bounds of the registered intervals.
In order to avoid expensive join processing, we exploit the extended relational indexes.
The relationships starts and startedBy are best supported by the lowerUpperIndex, and
for the relationships finishedBy and finishes, the upperLowerIndex is suited best since
one of the interval bounds is tested for equality, i.e. lower = :lower or upper = :upper,
respectively:

SELECT id FROM lowerUpperIndex i WHERE i.node = :fork
AND i.lower = :lower AND i.upper Q :upper;  -- set Q to < (starts), > (startedBy)

SELECT id FROM upperLowerIndex i WHERE i.node = :fork
AND i.upper = :upper AND i.lower Q :lower;  -- set Q to < (finishedBy), > (finishes)

Due to the equality condition for one of the interval bounds, blocked output can be
guaranteed which means that no non-qualifying entries have to be discarded from the
index range scan. Figure 6 provides an example for a blocked index scan where all of the
entries between the first and the last result belong to the actual result set, and an addi-
tional example for a non-blocked output where some entries between the first and the
last result do not qualify for the result set. This case may occur for the relationships over-
laps, contains, equals, during, and overlappedBy regardless of which of the two rela-
tional indexes is scanned. 

SELECT id FROM lowerUpperIndex /*upperLowerIndex*/ i WHERE i.node = :fork
AND i.lower Q1 :lower AND i.upper Q2 :upper;   -- set Q1, Q2 to (=, =) (equals),
-- (<, <) (overlaps), (<, >) (contains), (>, <) (during), (>, >) (overlappedBy)

In the following, we develop heuristics to minimize the overhead of scanning non-
qualifying entries in an index in order to choose the best index for fork node scans. Our
heuristics are based on the observation that the extensions of the intervals from the fork
node to the lower bound and from the fork node to the upper bound follow an exponen-

Fig. 6. Blocked and non-blocked index scan for a single range query
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tial distribution. We normalize the distances by the step width step = 2l associated with
each level l in the node resulting in a model obeying the same mean value and standard
deviation over all entries in the indexes.

The distribution functions that estimate the number of entries registered at the query
fork node are given by Fleft(lower) = e–b (fork–lower)/step for intervals that start at lower or
earlier and by Fright(upper) = e–b (upper–fork)/step for intervals that start at upper or later. The
parameter b is the reciprocal mean value of the normalized differences (fork – lower)/
step and (upper – fork)/step and is stored in the RI-tree metadata table. Figure 7 depicts
the empirically measured frequencies for our real data set of 1,000,000 intervals from
weblog data as well as the approximating density functions Fleft and Fright. 

For the relationship contains, the condition ‘i.lower < :lower AND i.upper > :upper’
has to be evaluated for the entries at the fork node. The fraction of entries scanned when
using the upperLowerIndex is estimated by 1 – Fright(upper) whereas the fraction of en-
tries scanned by using the lowerUpperIndex is estimated by 1 – Fleft(lower). Let us em-
phasize that the number of qualifying intervals is the same for both ways, and choosing
the index scanning the smaller fraction of entries obviously improves the performance
of query processing since the overhead to discard non-qualifying entries is minimized.
Due to the monotonicity of Fleft and Fright, the test is simplified to the comparison of
(fork – lower) and (upper – fork) in case of the relationship contains. If the latter differ-
ence is greater, the upperLowerIndex will be employed, and if the prior expression is
greater, the lowerUpperIndex is chosen.

For the relationship during, we compare Fleft(lower), i.e. the estimated fraction of en-
tries between lower and fork, and Fright(upper), i.e. the estimated fraction between fork
and upper, in order to assess whether the condition ‘i.lower > :lower’ or the condition
‘i.upper < :upper’ is more selective. For the relationship overlaps, the fraction of entries to
the left of lower, i.e. 1 – Fleft(lower), and the fraction of entries between fork and upper,
i.e. Fright(upper), is compared. Finally, the relationship overlappedBy requires a com-
parison of the estimated fraction between lower and fork, i.e. Fleft(lower), with the esti-
mated fraction of entries to the right of upper, i.e. 1 – Fright(upper). In the experimental
section, we will show the effectiveness of this approach which yields only a few percent
of overhead for scanning over non-qualifying index entries as opposed to a fixed assign-

Fig. 7. Empirical frequency and predicted density for the normalized interval exten-
sions from fork to lower (left diagram) and from fork to upper (right diagram)
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ment of the fork node scan to any one of the two relational indexes. The cost for these
optimizations are negligible since only a few arithmetic operations are performed.

3.5  Closing Gaps for the Range Classes

A few nodes only or even a single node have to be visited in the relational indexes to
completely process the traversal classes and the singleton classes. The range classes,
however, span wide ranges of nodes. Most of the entries at nodes from allLeft, for in-
stance, participate in the relationship before. Only a few intervals belong to other rela-
tionships including meets, overlaps, finishedBy, or contains. These intervals, if any, are
registered in topLeft or bottomLeft nodes, and they occur as gaps in the range of inter-
vals in the relational upper(Lower)Index as illustrated in Figure 8. The number of gaps
is bounded by the height of the backbone tree. 

Let us discuss two ways to process the allLeft nodes. The first way is to exclude the
gaps from the index range scans by “inverting” the topLeft and bottomLeft lists with
respect to allLeft nodes. As a result, a pair-valued list beforeList of nodes is generated
characterizing the ranges of results between two gaps. The entries in the beforeList are
of the form (firstNode, lastNode), and their number is bound by the height of the back-
bone tree. The corresponding SQL statement for the relationship before is as follows:

SELECT * FROM upperIndex i, :beforeList q   -- (preliminary) for before
WHERE i.node BETWEEN q.firstNode AND q.lastNode AND i.upper < :lower;

This statement includes the correct handling of nodes from topLeft and bottomLeft,
so it is complete for the relationship before. Whereas the advantage of this solution is the
blocked output for the results, there are also some drawbacks. In practice, the gaps are
very small and typically occupy only a fraction of a disk block. Thus, scanning the gaps
in addition to the results rarely yields any I/O overhead. From a CPU cost point of view,
the few additional evaluations are compensated by the saved navigation in the relational
index from its root node down to the current leaf nodes. As a minor aspect, the pair-val-
ued list increases the complexity of the query processor since an additional list type
needs to be managed. Altogether, scanning all nodes before the lower query bound
seems to be a very practical solution. The code for the relationship before and, analo-
gously, for the relationship after which scans the allRight nodes is therefore as follows:

SELECT * FROM upper(Lower)Index i WHERE i.node < :lower
AND i.upper < :lower;   -- for before

SELECT * FROM lower(Upper)Index i WHERE i.node > :upper
AND i.lower > :upper;   -- for after

A similar situation occurs for the node class allInner that covers all results of the re-
lationship during except for the cases discussed for the node classes innerLeft, fork,

Fig. 8. Index ranges to be scanned for a before query (with gaps)

querybefore
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and innerRight. Rather than excluding those entries as gaps, we again scan the entire
range of allInner nodes. For inner nodes to the left of fork, the lower bounds of the reg-
istered intervals are compared to the lower query bound. Whereas this test is only nec-
essary for the few nodes also in leftInner, it does not affect the other nodes since their
registered intervals start after lower in any case. Analogously, the upper bounds of the
inner nodes to the right of fork are compared to the upper query bound to report the re-
sults while excluding the gaps potentially occurring at rightInner nodes:

SELECT id FROM lower(Upper)Index i WHERE :lower < i.node AND i.node < :fork
AND i.lower > :lower   -- left hand part for during

SELECT id FROM upper(Lower)Index i WHERE :fork < i.node AND i.node < :upper
AND i.upper < :upper   -- right hand part for during

What remains to be done for the relationship during is to scan the database intervals
registered at the fork node as discussed above.

3.6  Complete Query Processing

In the preceding subsections, we have derived SQL statements to process general inter-
val relationship queries for the different classes of nodes. For example, the innerLeft
nodes have to be accessed for overlaps, starts, or during queries. We now switch to the
inverse view and collect the classes of nodes that contribute to each interval relationship
in order to assemble SQL statements that guarantee completeness for query processing.
For instance, a starts query has to scan nodes from innerLeft, lower and fork. Table 1
provides a survey of the inverse view. 

Table 1. General interval relationships and affected node classes

before allLeft (including topLeft and bottomLeft)

meets topLeft, bottomLeft, lower

overlaps topLeft, bottomLeft, innerLeft, lower, fork

finishedBy topLeft, fork

starts innerLeft, lower, fork

contains topLeft, fork, topRight

equals fork

during allInner (including innerLeft, fork, innerRight)

startedBy topRight, fork

finishes innerRight, upper, fork

overlappedBy topRight, bottomRight, innerRight, upper, fork

metBy topRight, bottomRight, upper

after allRight (including topRight and bottomRight)
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The individual SQL statements for the node classes are now combined to the final
SQL queries. Since the single SQL statements yield disjoint result sets and, thus, no du-
plicates are produced, we employ the operator UNION ALL thus saving the effort of
eliminating duplicates from the final result. In addition, UNION ALL is a non-blocking
operator which fully supports pipelining and fast retrieval of first results. Table 2 com-
prises the complete SQL statements to process each of Allen’s interval relationships
based on the two relational indexes lowerUpperIndex and upperLowerIndex. Rather
than to include the heuristic fork node optimization, we present particular instances of
the queries in case of the relationships contains, during, overlaps, and overlappedBy. 

Let us finally analyze the I/O complexity of the algorithms. For meets, finishedBy,
starts, startedBy, finishes, and metBy, the bound of O(h·logb n + r/b) I/Os is guaranteed
since no false hits need to be discarded when scanning the fork node. For equals, even
O(logb n + r/b) I/Os suffice. For overlaps, contains, during, and overlappedBy, the pro-
posed heuristics help to reduce the disk accesses but do not affect the worst case com-
plexity of O(h·logb n + r/b + f/b) I/Os where f denotes the number of database entries
registered at the fork node of the query interval. Whereas f = O(n/2h) holds in the average
case, f approaches n in the degenerate case where that particular fork node is populated
significantly above the average. For before and after, the sequential heuristic algorithms
may have to scan n entries in degenerate cases but they are expected to share the I/O
complexity of the straightforward algorithms which is O(h·logb n + r/b) in the average
case. A histogram based cost model will help to recognize large fruitless gaps and to ex-
clude them from the range scans.

4   Experimental Evaluation

We implemented the Relational Interval Tree in Oracle8i and extended it by the new al-
gorithms for Allen’s interval relationships. For our experiments, we used a real data set
of 1,005,447 intervals representing sessions on a frequently accessed web server over a
range of two years. The interval bounds range from 31,419 to 66,394,508, resulting in a
height of 26 for the virtual backbone tree. From this data set, we randomly selected a
sample of 1,000 intervals which we used as query objects. What we demonstrate in the
following is the effect of our heuristics to minimize the overhead of scanning non-qual-
ifying index entries which have to be discarded when scanning the node ranges. 

The diagrams in Figure 9 illustrate the characteristics of our data set and of the ran-
domly selected queries. From the distribution of the interval lengths depicted in the top
diagrams, we can see that there are two peaks, one for intervals lasting some 10 seconds
and one for intervals of some 200,000 seconds. The bottom diagrams show the height
distribution of the fork nodes, starting with a height of one for the leaf nodes. 

Figure 10 demonstrates the effect of assigning the index range scan for the fork node
to the lowerUpperIndex or to the upperLowerIndex, depending on the chosen heuristics.
The abscissa axis ranges over the ratio of the extensions from fork to lower and from
fork to upper and is scaled logarithmically. The ordinate axis indicates the percentage of
discarded index entries when scanning the fork node. Let us focus on the diagram for
contains. As expected, running the fork node scan on the lowerUpperIndex works well
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if the fork node of the query is close to the lower query bound (left hand side in the dia-
gram) and is very expensive if fork is close to the upper query bound (the right hand
side). Analogously, scanning the upperLowerIndex is the better choice if the fork node
of the query is closer to upper than to lower. The effect of the heuristics to choose the
index depending on the relative position of the fork value between lower and upper is
depicted at the bottom by the shaded area. For contains as well as for during, the heuris-
tics actually yield the minimum number of index entries which have to be discarded. A
similar observation holds for overlaps and overlappedBy queries, and the heuristics
based on the exponential distribution of interval bound distances to the fork node misses
the optimum only in some few cases where the fork node is near to the lower bound. 

Our next series of experiments addresses the overhead produced by scanning non-
qualifying index entries for the interval relationships before, after, and during (see
Figure 11). As expected for increasing lower and upper query bounds, the number of re-
sults of a before query increases and the number of results of an after query decreases.
Except for a few rare cases, the discarded index entries are significantly below 1%. The
selectivity of during queries depends on the length of the query interval as indicated by
the diagrams in the bottom row. Again, only a few percent of the scanned index entries
need to be discarded in most cases. Fractions of 5% to 10% occur only for very small
result sets of ten or less answers.

The basic lesson we learn from these observations is that the analysis of the intersec-
tion query processing in [KPS 00] also applies to general interval queries. The overhead

Fig. 9. Characteristics of the real data set and of the query samples: Distribution of 
the interval lengths (top row) and distribution of the node heights (bottom row)
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of discarding non-qualifying index entries is in the range of a few percent, and the num-
ber of I/O operations as well as the response time is still dominated by the cardinality of
the result set. Figure 12 demonstrates the result sizes and the number of disk accesses
averaged over 1000 queries for each of the individual interval relationships. As expect-
ed, the number of I/O operations is closely related to the number of results. 

5   Conclusions

In this paper, we introduced algorithms for Allen’s interval relationships as new query
types for the Relational Interval Tree, a purely relational storage structure that manages
interval data efficiently on top of SQL. The extension of the previous relational lower-
Index and upperIndex by the opposite query bound, upper and lower, respectively, suf-
fices to support the general interval relationships efficiently. We classified the nodes to
be scanned in the indexes into the traversal, singleton, and range classes and investigat-

Fig. 10. Percentage of the scanned but discarded index entries at the fork node for the re-
lationships contains, during, overlappedBy, and overlaps depending on the ratio of the ex-
tensions from the fork node of the query to upper and to lower, respectively. Among the 

three index usage policies, the optimized version is marked by the shaded area
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ed the individual handling in each case. Effective heuristics for assigning the fork node
scan to one of the two relational indexes are proposed which significantly decrease the
number of non-qualifying index entries that are read from the database but do not con-
tribute to the result set. The methodical part is concluded by a simplification for the
range node classes thus reducing the query preprocessing effort for before and after que-
ries. We integrated the algorithms into our Oracle8i domain index implementation of the
Relational Interval Tree and observed that the chosen heuristics are very effective such
that the good performance measured in [KPS 00] also applies to the general interval re-
lationships.

Fig. 11. Percentage of scanned but discarded index entries depending on the height 
of the query fork node in the virtual backbone tree (relationships before, after, and 

during) and on the result size (during only)
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Table 2. Complete SQL statements for interval relationships (w/o fork optimization)

before SELECT id FROM upperLowerIndex i
WHERE i.node < :lower AND i.upper < :lower

meets SELECT id FROM upperIndex i, :(topLeft  ̈bottomLeft ¨ lower) q
WHERE i.node = q.node AND i.upper = :lower

overlaps SELECT id FROM upperLowerIndex i, :(topLeft  ̈bottomLeft) q
WHERE i.node = q.node AND :lower < i.upper AND i.upper < :upper

UNION ALL
SELECT id FROM lowerUpperIndex i, :(innerLeft ̈  lower ̈  fork) q WHERE 

i.node = q.node AND i.lower < :lower
AND i.upper < :upper AND i.upper > :lower

finishedBy SELECT id FROM upperLowerIndex i, :(topLeft ¨ fork) q
WHERE i.node = q.node AND i.upper = :upper AND i.lower < :lower

starts SELECT id FROM lowerUpperIndex i, :(innerLeft ¨ lower ¨ fork) q
WHERE i.node = q.node AND i.lower = :lower AND i.upper < :upper

contains SELECT id FROM lowerUpperIndex i, :(topRight ¨ fork) q
WHERE i.node = q.node AND i.lower < :lower AND :upper < i.upper

UNION ALL
SELECT id FROM upperLowerIndex i, :topLeft q

WHERE i.node = q.node AND :upper < i.upper

equals SELECT id FROM lowerUpperIndex i  /*or upperLowerIndex*/
WHERE i.node = :fork AND i.lower = :lower AND i.upper = :upper

during SELECT id FROM lowerUpperIndex i WHERE i.node > :lower AND i.node <= 
:fork AND i.lower > :lower AND i.upper < :upper

UNION ALL
SELECT id FROM upperLowerIndex i

WHERE i.node > :fork AND i.node < :upper AND i.upper < :upper

startedBy SELECT id FROM lowerUpperIndex i, :(topRight ¨ fork) q
WHERE i.node = q.node AND i.lower = :lower AND :upper < i.upper

finishes SELECT id FROM upperLowerIndex i, :(innerRight ¨ upper ¨ fork) q
WHERE i.node = q.node AND i.upper = :upper AND :lower < i.lower

over-
lappedBy

SELECT id FROM lowerUpperIndex i, :(topRight ¨ bottomRight) q
WHERE i.node = q.node AND :lower < i.lower AND i.lower < :upper

UNION ALL
SELECT id FROM upperLowerIndex i, :(innerRight ¨ upper ¨ fork) q

WHERE i.node = q.node AND i.upper > :upper
AND i.lower > :lower AND i.lower < :upper

metBy SELECT id FROM lowerIndex i, :(topRight ¨ bottomRight ¨ upper) q
WHERE i.node = q.node AND i.lower = :upper

after SELECT id FROM lowerUpperIndex i
WHERE i.node > :upper AND i.lower > :upper
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